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Introduction

It is our responsibility, as general and program chairs, to welcome the participants to
the 9th International Symposium on Leveraging Applications of Formal Methods,
Verification and Validation (ISoLA), planned to take place in Rhodes, Greece, during
October 20–30, 2020, endorsed by the European Association of Software Science and
Technology (EASST).

This year’s event follows the tradition of its symposia forerunners held in Paphos,
Cyprus (2004 and 2006), Chalkidiki, Greece (2008), Crete, Greece (2010 and 2012),
Corfu, Greece (2014 and 2016), and most recently in Limassol, Cyprus (2018), and the
series of ISoLA workshops in Greenbelt, USA (2005), Poitiers, France (2007),
Potsdam, Germany (2009), Vienna, Austria (2011), and Palo Alto, USA (2013).

Considering that this year’s situation is unique and unlike any previous one due to
the ongoing COVID-19 pandemic, and that ISoLA’s symposium touch and feel is much
unlike most conventional, paper-based conferences, after much soul searching we are
faced with a true dilemma. “Virtualizing” the event, as many conferences have done,
violates the true spirit of the symposium, which is rooted in the gathering of com-
munities and the discussions within and across the various communities materialized in
the special tracks and satellite events. Keeping with the physical meeting and holding it
in a reduced form (as many may not be able to or feel comfortable with travel) under
strict social distancing rules may also end up not being feasible. At the time of writing
there is a resurgence of cases in several countries, many nations are compiling “green
lists” of countries with which they entertain free travel relations, and these lists are
updated – most frequently shortened – at short notice, with severe consequence for the
travelers. Many governments and universities are again strengthening the travel
restrictions for their employees, and many of us would anyway apply caution due to
our own specific individual situation.

To be able to react as flexibly as possible to this situation, we decided to split ISoLA
2020 into two parts, one this year and one in October 2021, with the track organizers
deciding when their track will take place. So far both dates have promoters, but it may
still happen that, in the end, the entire event needs to move. All accepted papers are
published in time, but some tracks will present their papers at the 2021 event.

As in the previous editions, ISoLA 2020 provides a forum for developers, users, and
researchers to discuss issues related to the adoption and use of rigorous tools and
methods for the specification, analysis, verification, certification, construction, test, and
maintenance of systems from the point of view of their different application domains.
Thus, since 2004, the ISoLA series of events serves the purpose of bridging the gap
between designers and developers of rigorous tools on one side, and users in engi-
neering and in other disciplines on the other side. It fosters and exploits synergetic
relationships among scientists, engineers, software developers, decision makers, and
other critical thinkers in companies and organizations. By providing a specific,
dialogue-oriented venue for the discussion of common problems, requirements,



algorithms, methodologies, and practices, ISoLA aims in particular at supporting
researchers in their quest to improve the usefulness, reliability, flexibility, and effi-
ciency of tools for building systems, and users in their search for adequate solutions to
their problems.

The program of the symposium consists of a collection of special tracks devoted to
the following hot and emerging topics:

• Reliable Smart Contracts: State-of-the-art, Applications, Challenges and Future
Directions
(Organizers: Gordon Pace, César Sànchez, Gerardo Schneider)

• Engineering of Digital Twins for Cyber-Physical Systems
(Organizers: John Fitzgerald, Pieter Gorm Larsen, Tiziana Margaria, Jim
Woodcock)

• Verification and Validation of Concurrent and Distributed Systems
(Organizers: Cristina Seceleanu, Marieke Huisman)

• Modularity and (De-) composition in Verification
(Organizers: Reiner Hähnle, Eduard Kamburjan, Dilian Gurov)

• Software Verification Tools
(Organizers: Markus Schordan, Dirk Beyer, Irena Boyanova)

• X-by-Construction: Correctness meets Probability
(Organizers: Maurice H. ter Beek, Loek Cleophas, Axel Legay, Ina Schaefer,
Bruce W. Watson)

• Rigorous Engineering of Collective Adaptive Systems
(Organizers: Rocco De Nicola, Stefan Jähnichen, Martin Wirsing)

• Automated Verification of Embedded Control Software
(Organizers: Dilian Gurov, Paula Herber, Ina Schaefer)

• Automating Software Re-Engineering
(Organizers: Serge Demeyer, Reiner Hähnle, Heiko Mantel)

• 30 years of Statistical Model Checking!
(Organizer: Kim G. Larsen, Axel Legay)

• From Verification to Explanation
(Organizers: Holger Herrmanns, Christel Baier)

• Formal methods for DIStributed COmputing in future RAILway systems (DisCo-
Rail 2020)
(Organizers: Alessandro Fantechi, Stefania Gnesi, Anne Haxthausen)

• Programming: What is Next?
(Organizers: Klaus Havelund, Bernhard Steffen)

With the embedded events:

• RERS: Challenge on Rigorous Examination of Reactive Systems (Falk Howar,
Markus Schordan, Bernhard Steffen)

� Doctoral Symposium and Poster Session (A.L. Lamprecht)
• Industrial Day (Falk Howar, Johannes Neubauer, Andreas Rausch)

vi Introduction



Colocated with the ISoLA symposium is:

• STRESS 2020 – 5th International School on Tool-based Rigorous Engineering of
Software Systems (J. Hatcliff, T. Margaria, Robby, B. Steffen)

Altogether the ISoLA 2020 proceedings comprises four volumes, Part 1: Verifica-
tion Principles, Part 2: Engineering Principles, Part 3: Applications, and Part 4: Tools
and Trends, which also covers the associated events.

We thank the track organizers, the members of the Program Committee and their
referees for their effort in selecting the papers to be presented, the local organization
chair, Petros Stratis, and the EasyConferences team for their continuous and precious
support during the entire two-year period preceding the events, and Springer for being,
as usual, a very reliable partner for the proceedings production. Finally, we are grateful
to Kyriakos Georgiades for his continuous support for the website and the program,
and to Markus Frohme and Julia Rehder for their help with the editorial system
Equinocs.

Special thanks are due to the following organization for their endorsement: EASST
(European Association of Software Science and Technology) and Lero – The Irish
Software Research Centre, and our own institutions – TU Dortmund University and the
University of Limerick.

We wish you, as an ISoLA participant, a wonderful experience at this edition, and
for you, reading the proceedings at a later occasion, valuable new insights that hope-
fully contribute to your research and its uptake.

August 2020 Tiziana Margaria
Bernhard Steffen

Introduction vii
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From Verification to Explanation
(Track Introduction)

Christel Baier1 and Holger Hermanns2,3

1 Technische Universität Dresden, Germany
2 Universität des Saarlandes, Saarland Informatics Campus, Germany

3 Institute of Intelligent Software, Guangzhou, China

1 Introduction

It is becoming the norm that software artefacts participate in actions and deci-
sions that affect humans. This trend has been catching momentum for decades,
and is now amplified considerably by the remarkable abilities of machine-learnt
methods.

However, our understanding of what is the cause of a specific automated
decision is lagging far behind. More severe, we are lacking the scientifc basis to
explain how several such applications interact in cascades of automated deci-
sions. With the increase in cyber-physical technology impacting our lives, the
consequences of this gradual loss in understanding are becoming severe.

The long-term ambition of this track of ISOLA is to explore how computer
aided verification techniques can be leveraged to master the explanation chal-
lenge. Our focus are algorithmic and tool-supported approaches that aim at
making the behaviour of software and CPS systems understandable.

2 Context

Scientifc work on explanations has not been an explicit focus of past research in
the verification community, but nevertheless there are a number of prominent
techniques that can be considered individual attack points for orchestrated ef-
forts. We review the (according to our limited understanding) major research
directions below.

Explaining negative verification results. Most model-checking tools accompany
negative verification results with counterexamples to provide an evidence why
the model violates its specification. These are finite prefixes of erroneous exe-
cutions of the model. Although such counterexamples can support debugging,
they often tend to be long and identifying the failure in the counterexample
trace becomes a non-trivial task. This observation has motivated research on
how to extract the relevant information from counterexamples that is needed for
debugging purposes. Following the structural equation approach of Halpern and
Pearl, the causality-based analysis of counterexamples has been first proposed by
Beer et al. [2] with the intention to generate and visualise user-understandable

c© Springer Nature Switzerland AG 2021
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explanations in terms of diagrams for selected paths. This approach has been
further advanced by analysing sets of counterexample traces for the purpose
of extracting causal relations and representing them by logical formulas, which
are then used to generate visualisable fault trees [32,31]. Other techniques aim-
ing at explanations of negative model-checking results rely on distance metrics
for program executions to support understanding and the localisation of errors
[17,18]. An approach for cause consequence analysis using temporal logics has
been presented in [36,20].

Explaining positive verification results. Orthogonal to the approaches for ex-
plaining negative verification results is vacuity detection and the certification of
verification results. Vacuity detection [3,27,5] is motivated by the observation
that positive verification results cannot rule out cases where the model is wrong
or where there is no perfect match between the formal specification and the
desired requirements. It relies on a stronger (“non-vacuous”) satisfaction rela-
tion than in standard model checking and aims to report sufficiently informative
witnesses for non-vacuously valid temporal formulas in a given model. Another
direction is the certification of formal verification results [28,38] where the task
is to accompany positive model-checking results with a certificate that serves as
evidence for the successful system verification and can be checked separately to
confirm that the system indeed meets its specification. Certification techniques
for probabilistic models have been proposed that are based on Farkas certificates
[16,23,22] and shown to be related to the construction of witnessing subsystems
as in [1,40,21]. There is also recent work on certification techniques for timed
automata [43,42]. One step further is the line of research that addresses the ver-
ification and certification of formal verifiers using theorem-proving techniques,
see, e.g., [13,24].

Causality Reasoning. Besides the above mentioned work on the causality-based
analysis of counterexamples to extract user-understandable explanations of model-
checking results, combinations of causality-based reasoning and model-checking
techniques have also been used by Chockler et al. [8,9,4,7] to reason about the de-
gree of the responsibility of components for the satisfaction or violation of system
properties as well as related coverage metrics. First steps towards compositional
causality reasoning in nonprobabilistic systems and for temporal events of a
simple modal logic have been presented recently in [6].

Another research direction is to exploit synergies between causality tech-
niques and model checking. An on-the-fly approach to detect causal relationships
and to classify execution traces as good or bad with respect to the property to be
checked has been presented in [32] and extended in [33] for the quantitative anal-
ysis of Markov chains. The essential idea of the causality-based model-checking
[29,30,15] is to avoid the explicit reference to states of a system model as it is
the case for standard model checking. Instead it relies on a notion of concurrent
traces and causal links between them and proof rules given by trace transform-
ers. Together with sophisticated data structures, this approach can reduce the

4 Christel Baier, and Holger Hermanns



From Verification to Explanation (Track Introduction) 5

complexity of model checking for multi-threaded programs from exponential to
polynomial time.

Verfication Explanations for Humans. Many forms of graphical models have
been introduced to reason about causality. Examples include cause-effect graphs
that have been introduced in the context of software testing [35] or Petri nets
[10], or causal graphs [12] that have been used to design tractable algorithms
for deciding different forms for causes in Halpern and Pearl’s structural-model
approach.

In the probabilistic setting, various graphical models have been proposed
in the literature to represent causal dependencies. Most prominent are Bayesian
networks that rely on directed acyclic graphs where the nodes represent variables
and the edges indicate conditional dependencies (see, e.g., [37]). To overcome the
limitations of classical Bayesian networks that assume discrete variables and do
not support reasoning about time, several extensions have been proposed in
the literature to formalise how the dependencies evolve over time slices (dy-
namic Bayesian networks) or to reason about continuous variables (e.g., hybrid
or heterogeneous Bayesian networks). Another prominent visualisable model are
(dynamic) fault trees [39,11], a well-established industrial standard and graph-
ical notation to illustrate how a hazard can be caused by a combination of so
called basic events. In the context of probabilistic model checking, the gener-
ation of fault trees from probabilistic counterexamples for Markov chains has
been studied by Leitner-Fischer et al. [26,34,31].

Aiming at human-understandable textual explanations, the translations of
minimal critical sub-MDPs (counterexamples for MDPs as in [40]) into guarded
command language has been developed in [41]. The recent paper [14] proposes an
alternative approach based on structural natural language sentences to describe
the behaviour that leads to a violation of system requirements.

3 Contributions in this Track

For the 2020 edition of ISOLA, the track editors have selected two contribution
that represent the spectrum of research on verification methods for explanations
very well.

The paper by Kölbl and Leue entitled An Algorithm to Compute a Strict
Partial Orderering of Actions in Action Trees [25] focusses on tool support for
causality checking. At its core is a novel method for computing a causal expla-
nation. This explanation here takes the form of an ordered sequences of actions
that lead to a violation of a reachability property. Earlier work in this context
was able to compute the unordered set of such actions, while the present contri-
bution additionally provides them in a strictly partial ordered form, thus giving
more specific axplanatory feedback to the user. The approach is implemented in
the tool QuantUM and its performance and usability is discussed.

The paper by Gros et al. entitled TraceVis: Towards Visualization for Deep
Statistical Model Checking [19] showcases a very innovative explanation com-
ponent for neural network behaviour. It starts off from deep statistical model



checking (DSMC), a recently proposed approach to statistically analyse the be-
haviour of a neural network employed as a decision entity to solve a family
of two-dimensional navigation problems, known as the Racetrack. The DSMC
analysis delivers a variety of estimates of numerical nature. The present paper
explores the use of visualization techniques to support human analysts and do-
main engineers when exploringthese results. The authors present an interactive
visualization tool which enables visual exploration of Racetrack crash probabil-
ities as well as in-depth examination of the policy traces generated by DSMC.
By this, the authors succesfully demonstrate how visualization can foster the
effective model-checking-based analysis for the purpose of advanced explanation
support for neural network behaviour.

Acknowledgments. This initiative would not have been possible without the
support by the Deutsche Forschungsgemeinschaft for the Center for Perspicuous
Computing (TRR 248, Grant 389792660). It furthermore has received support
by the Key-Area Research and Development Program Grant 2018B010107004 of
Guangdong Province.
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Abstract. Causality Checking [LL13] computes a causal explanation
in the form of minimal action traces that lead to the violations of a
reachability property. Causality Checking is implemented in the tool
QuantUM [LFL11] that currently only depicts in a fault tree the causal
actions in the action traces that lead to a property violation, but not
the possible order of these actions. We present an analysis to compute
the strict partial order of actions in action traces and succinctly depict
these orders by a fault tree. We implemented the analysis in the tool
QuantUM. We assess the performance of our algorithm by applying it to
several models of different size. The results show that the analysis can
compute the action order for thousands of action traces.

1 Motivation

Model-driven development is an efficient way to deal with the complexity of
modern systems. A model is a high-level abstraction of a system and can support
the development of a correct system. Before the implementation of a system, a
model checker can verify a model of the system to ensure that the system behaves
according to its specification. For the verification, the specification of a model
is given as a property. An initial design typically has shortcomings and violates
the property. When a model checker finds a violation of a property, it returns
a counterexample in the form of an execution that leads to the violation. An
execution contains an ordered sequence of actions that we call an action trace.
We proposed Causality Checking in [LL13] that analyzes the counterexamples
of a model based on the counterfactual argument [Lew01] and results in a set of
action traces that are considered to be causal, according to the counterfactual
actual cause definition given in [LL13]. When a system execution contains one of
the action traces the property will be violated. A system execution that contains
none of the action traces will not violate the property.

We implemented Causality Checking in the tool QuantUM. The input of
QuantUM is a reachability property and a model in SysML [Obj17]. Quan-
tUM converts the SysML model into the model checking language Spin [Hol04]
and executes Causality Checking based on a systematic state space exploration
to find every causal action trace in the model. Afterwards, QuantUM pools
the causal action traces with the same set of actions to a causality class.
c© Springer Nature Switzerland AG 2021
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Fig. 1. Railroad example

The disjunction of the different causality classes constitutes the cause of the prop-
erty violation and will be displayed as a fault tree [KL19]. Currently, QuantUM
depicts the set of actions in a causality class by a fault tree without indicating
the order of the contained actions. In previous work, amongst others we applied
Causality Checking to the architecture of a self-driving car [KL19], and showed
that Causality Checking supports the safety assessment in the development of a
safety-critical system.

We now illustrate the analysis performed during causality checking by apply-
ing it to the model of a railroad crossing, which we will refer to as a run-
ning example throughout the paper. In this model, a train approaches a cross-
ing (Train Ta), then enters the crossing (Train Tc) and leaves the crossing
(Train Tl). A car also approaches at the crossing (Car Ca), then enters the
crossing (Car Cc) and leaves the crossing (Car Cl). The crossing is unguarded
and has no gate. The car will not enter the crossing when the train is already
in the crossing. A hazard in this system occurs when a state can be entered in
which both the train and the car are in the crossing at the same time, which has
the potential to lead to a fatal accident. We, therefore, state the property that
such a state can not be reached.

Causality Checking computes causes for the violation of such a reachability
property in case it is violated in the model. The result of this cause computation
is a number of what is referred to as causality classes. The action traces in one
causality class are all formed over the same set of actions, and only vary in the
order in which these actions occur. For the railroad crossing example, Causality
Checking computes just one causality class over the set {Train Ta, Train Tc,
Car Ca, Car Cc} of actions. It contains 3 action traces, depicted in Fig. 1(a).
Notice that for systems of realistic size, a causality class may contain a much
higher number of action traces. For reasons of convenience and since QuantUM is
primarily used in the area of safety-critical system analysis, causality classes are
depicted as fault trees. The fault tree in Fig. 1(b) depicts the causality class com-
puted for the Railroad Crossing example. The top-level event TrainCarHazard is
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valid when one of the causality classes is valid. Thus, an or-gate is connected to
the single causality class Class 0. A causality class is valid when every contained
basic event Car Ca, Car Cc, Train Ta and Train Tc occurred, which means that
an action trace is obtained from the system that contains exactly these events
in a given order. The basic events can occur in the model in different orders.
These basic events are combined by an and-gate that requires all of them to
occur without imposing a particular order on the occurrence. This fault tree
returned by QuantUM does not currently depict these different action orders,
even though the ordering information is contained in the set of action traces that
form the causality class. Assume, in the example above, that the train enters the
crossing before the car, then the car will never enter the crossing, as per the
model definition, and the hazard state will not be reached.

We describe the necessity of an action to occur before another action to reach
a property violation by a dependency relation. For this dependency relation, the
following properties hold.

– An action can not depend on itself, otherwise, the action can never occur
(irreflexivity).

– When an action b depends on another action a, then a cannot also depend
on b (antisymmetricity). Assume two actions would mutually dependent on
another, then these actions could never occur.

– When an action c depends on b and b depends on a then c depends also on a
(transitivity).

A strict partial order has exactly these properties. It differs from a (general)
partial order only in the property of irreflexivity. We use a strict partial order
to describe the dependencies of the actions in action traces.

In this paper, we propose an analysis that computes the strict partial orders
of actions in action traces and depicts the computed order in a fault tree. In
order to depict the action orders, we introduce the ordered-and-gate into the
Fault Tree notation. It is depicted as an and-gate labeled with a triangle. It is
satisfied when the actions connected to the gate occur from left to right. For
the running example, the analysis results in the fault tree depicted in Fig. 1(c)
which represents all orders of the action traces given in Fig. 1(a) that correspond
to the causality criteria defined in Causality Checking. The order in the fault
tree depicts, for instance, that Tc occurs always after the other actions, and the
action Ta is independent of action Ca and action Car Cc.

Contributions. In this paper, we present an analysis that computes and depicts
the order of actions in the action trace set belonging to a causality class. We
also implement this analysis in QuantUM.

Structure. In Sect. 2 we discuss the foundations of our work. In Sect. 3 we present
an algorithm to compute the strict partial order for the action traces of a causal-
ity class. We evaluate and compare an implementation of the algorithms in
Sect. 4. In Sect. 5 we draw conclusions and suggest future developments.
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Related Work. A Mazurkiewicz trace [DR95] describes a set of traces by a
sequence t of actions and a dependence relation D. The D is symmetric which
means when (a, b) is in D then (b, a) is in D. Two in t neighboured actions a and
b can be reordered when (a, b) is not in D. In contrast, the strict partial order
that our analysis computes is antisymmetric. In the context of causality, either
a depends on b then b occurs before a in an action trace, or b depends on a then
a occurs before b but both dependencies are not possible at once.

Lamport’s happen-before describes strict partial orders for messages in an
asynchronous system [Lam78]. In contrast, we compute the strict partial order
of actions in a set of action traces.

A (strict) partial order is usually depicted by a Hasse diagram which is an
undirected acyclic graph where lower vertices connected to vertices above have
to happen first [ES13]. In the context of QuantUM, we prefer to use Fault Trees
to depict causality classes and the orders that they represent since they are a
notation that is well known to engineers of safety-critical systems.

We are not aware of any work that computes a strict partial order for a set
of action traces.

2 Preliminaries

The model of a system is given in form of a transition system [BK08]. A transition
system (TS) is a tuple (S, Act, →, I, AP, L) where S is a finite set of states, Act
is a finite set of actions, → ⊆ S×Act×S is a transition relation, I ⊆ S is a set of
initial states, AP is a set of atomic propositions, and L : S → 2AP is a labeling
function. An execution p of the transition system TS is an alternating sequence of
states s ∈ S and actions a ∈ Act : p = s0a1s1a2 . . . such that (si, ai+1, si+1) ∈→
for all i ≥ 0. The behavior of a system is described by the executions of the
TS. For an invariant property φ, a finite execution s0a0s1 . . . sn−1an−1sn where
sn �|= φ is called a counterexample.

An action trace a0a1 . . . is the projection of an execution s0a0s1a1 . . . on Act.
An action trace set is a set of action traces T where every action trace t in T
has the same alphabet A ⊆ Act and every action of the alphabet occurs in t
exactly once. Thus, every action trace in an action trace set has the same length
n = |A|. Notice that a causality class is an action trace set. An action trace t
of a TS can contain an action a several times. In this case, we substitute every
occurrence a in t with ai where the index i is the number of occurrences of a
up to the current action in t, and add ai to the alphabet.

A directed graph G is a pair (V,E) of a set of vertices V and a set of edges
E ⊆ V × V where V ∩ E = ∅ [CLF05]. A walk of G is a finite sequence of states
u0, u1, . . . , un where for 0 ≤ i ≤ n, ui ∈ V and for 0 ≤ i ≤ n − 1, (ui, ui+1) ∈ E.
A cycle is a nontrivial walk u0 . . . un with u0 = un. A vertex v is connected in G
to a vertex u when a walk v...u exists. A graph is connected when for every two
vertices v and u in V either a walk v..u or a walk u..v exists. A directed acyclic
graph (DAG) is a directed graph without a cycle. A tree is an acyclic connected
graph [CLF05]. The transitive closure (V,E∗) of a directed graph (V,E) contains
an edge (v, u) in E∗ for every walk v...u in (V,E).
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In concurrent systems, the order in which events can occur is often deter-
mined by a partial order relation.

Definition 1 (Partial Order [SRH18]). A homogeneous relation 
 ⊆ A × A
is called a partial order over set A if, and only if

– ∀a ∈ A.a 
 a (reflexive)
– ∀a, b ∈ A.a 
 b and b 
 a then a = b (antisymmetric)
– ∀a, b, c ∈ A.a 
 b and b 
 c then a 
 c (transitive).

A strict partial order is a partial order that is irreflexive, which means that
∀a ∈ A.a � a holds. We use the sign ≺ to denote a strict partial order.

The function it(a) returns the index of an action a in an action trace t. For
an action trace set T , we say that an action b depends on a when in every action
trace t ∈ T the index of a is smaller than the index of b. Formally, a depends on
b if ∀t ∈ T.it(a) < it(b) holds. We express dependencies by a strict partial order.
A dependency of action a on action b is denoted by a ≺ b. When a ≺ b holds,
we say that a is a precondition for b. When neither a ≺ b nor b ≺ a holds, we
say a and b are independent.

The action set A has a number |A| of actions. For some given causality
class over an action set A, we represent the dependencies of the actions in this
causality class in a Boolean matrix M of dimension |A| × |A|. An entry (a, b) in
M has the value true when b depends on a in the corresponding causality class.

3 Algorithm to Analyze Action Orders in Action Traces

In this section, we present an algorithm that we refer to as Algorithm 1, which
is designed to compute the strict partial order of the actions in a set of action
traces. We also define an algorithm called Algorithm 2, which translates this
strict partial order into a fault tree.

The input to Algorithm 1 is an action trace set defining a causality class.
For instance, in the railroad example the action trace set in Fig. 1(a) is the
action trace set forming the causality class computed for the railroad model.
This action trace set is built over the action set {Car Ca, Car Cc, Train Ta,
Train Tc}. Algorithm 1 computes the strict partial order of the actions in an
action trace set and stores it in a DAG which is accomplished in the following
way. The strict partial order a ≺ b holds for an action trace in which an action
a occurs before an action b. In the railroad model, for instance, Train Tc occurs
in every action trace after Car Cc and Car Ca. Thus, Car Cc ≺ Train Tc and
Car Ca ≺ Car Cc holds in every action trace. Since Car Cc ≺ Train Tc
holds in every action trace in Fig. 1(a), we deduce that Train Tc depends on
Car Cc occurring first in order to reach a property violation. In the same way,
Car Cc also depends on Car Ca and Train Tc depends on Car Ca. In the DAG
for the railroad example, the algorithm only needs to store the information that
Train Tc depends on Car Cc and that Car Cc depends on action Car Ca because
Train Tc also transitively depends on Car Ca. We define the direct dependency
relation in Definition 2 that removes transitive dependency relations.
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Definition 2 (Direct Dependency Relation ≺̂). An action b directly
depends on action a, written as a ≺̂ b, in an action trace set T with an action
set A when a ≺ b holds and ¬∃a′ ∈ A.a ≺ a′ ∧ a′ ≺ b.

For instance, in the running example, the direct dependency relations
Car Ca ≺̂ Car Cc and Car Cc ≺̂ Train Tc holds and imply the dependency
relation Car Ca ≺ Train Tc but Car Ca ⊀̂ Train Tc because Car Cc has a
direct dependency with Car Ca and Train Tc.

The DAG in which the algorithm stores the dependencies is a DDAG G
defined in Definition 3. A DDAG has no superfluous edge e that can be implied
by transitivity, formally (E\e)∗ = E∗, and stores this transitive reduction of the
strict partial order.

Definition 3 (Dependency DAG (DDAG)). A dependency DAG (DDAG)
is a DAG (V,E) that stores a strict partial order ≺ over a set A with V = A
and (a, b) ∈ E for any actions a, b ∈ A where a ≺̂ b holds.

An action trace t = a0 . . . an satisfies G when for every vertex v ∈ V there exists
an action ai ∈ t, and any two vertices ai and aj in t with a walk ai...aj in G
satisfy 0 ≤ i < j ≤ n.

G is the input for Algorithm 2, which computes a causal tree as defined
in Definition 4. The causal tree represents the strict partial order in G. In the
context of Causality Checking, a causal tree is the part of a fault tree that
represents a single causality class. A causal tree consists of basic events that
represent the actions in a causality class, ordered-and-gates where a connected
event on the right side depends on every event on the left side, and and-gates
where the connected events are independent. The fault tree in Fig. 1(c) depicts
the basic events Car Ca, Car Cc, Train Ta and Train Tc. In the fault tree, an
ordered-and-gate specifies that Car Cc depends on Car Ca to occur first, and a
regular and-gate specifies that Train Ta and Car Cc are independent.

Definition 4 (Causal Tree). A causal tree CT is a connected DAG where a
vertex v is a basic event for an action, or is a gate. Any vertex v can have an
edge (v, g) to a gate g. A gate g is either an ordered-and-gate, where the vertices
v0...vj with edges (vi, g) are ordered by increasing index i from left to right, or
is an and-gate that does not impose an order of the vertices attached to it.

An action trace t = a0...an satisfies the action order imposed by a causal tree
CT when every vertex of CT is valid as defined in the following:

– A basic event v for an action a is valid by t when ∃0 ≤ i ≤ n.t[i] = a exists
and the validity of v at index i does not contradict the order of an ordered-
and-gate in CT .

– An order-and-gate og is valid when the vertices v0...vj become valid in the
order ∀0 ≤ i < i′ ≤ j.vi ≺ vi′ .

– An and-gate g is valid when every vertex v with an edge (v, g) to g is valid.
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In order to compute a fault tree, we compute a causal tree for every causality
class and combine the obtained causal trees with an or-gate. For the railroad
example, the result of these computations is the fault tree depicted in Fig. 1(c). It
contains one causal tree which is the subgraph below and including the ordered-
and-gate, denoted by the and-gate symbol labeled with a triangle.

Algorithm 1 computes the strict partial order of the actions in an action trace set
and stores the resulting strict partial order relation in a DDAG. The functions
given in Listing 1 compute a DDAG with the strict partial order for a given action
trace set T built from an action set A. The function createPreconditionMap
preprocesses the action trace set and returns for any two actions a and b whether
the relation it(a) < it(b) holds in an action trace t∈ T. These relations are stored
in a map aM that returns for every action b in A the set of actions that occurred
in an action trace directly before b. The function iterates in lines 3 to 5 through
every action t[i] in every action trace t and adds the action t[i-1] occurring
before t[i] to the set of t[i] in aM.

The function createDAG obtains the map aM as an input and computes a
DDAG representing the strict partial order of a given action trace set T. The
algorithm uses aM as an input in line 8 to create a dependency matrix m of size
|A| × |A|. For any actions a and b, an entry (a, b) in m is true when it(a) < it(b)
holds in an action trace t of T . Hence, (a, b) is true when an action a is in aM[b].
Next, the algorithm ensures that the properties of a strict partial order hold for
the relation stored in m. In line 10, the algorithm computes the transitive closure
of m and stores it in m. In line 12, the algorithm removes symmetries in m by
setting (a, b) and (b, a) to false since, as we argue above, symmetrically ordered
actions cannot be dependent on each other. In line 13, the algorithm removes
reflexive transitions when for an action a the relation a ≺ a holds.

1 Map <Action , Set <Action >> aM;

2 function createPreconditionMap(Set <ActionTrace > T)

3 for ActionTrace t in T

4 for i: 1 ... t.length - 1

5 aM.get(t[i]). add(t[i-1]);

6

7 function createDAG(Map <Action , List <Action >> aM)

8 Matrix m = createDependencyMatrix(aM);

9 // transitive closure: a1 < a2 && a2 < a3 => a1<a3

10 m = ensureTransitivity(m);

11 // antisymmetric: a1<a2 && a2<a1 => independent(a1 , a2)

12 m = ensureAntisymmetricity(m);

13 m = removeReflexivity(m);

14 m = removeTransitiveDependencies(m);

15 return getDAG(m);

Listing 1. Pseudocode of Algorithm 1 to Compute DAG.

m now contains a strict partial order for T. In line 14, the algorithm removes
the transitive relations from m in order to compute a DDAG that contains only
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direct dependencies. The algorithm removes transitive relations starting with an
action that has the most precondition actions and then iterating in decreasing
order over the other actions in A. In order to remove the transitive relations for
an action c, the algorithm checks for any actions b and a whether valid entries
(b, c) and (a, b) exists in m, in which case it sets the entry (a, c) to false.

In line 15, m is converted into a DDAG G. Every action is a vertex in G. For
any two actions a and b where the entry (a, b) is valid in m, the algorithm adds
an edge (a, b) to the DDAG. This DDAG is returned by the function getDAG.

Algorithm 2 uses the DDAG G returned by function getDAG as an input and
computes a causal tree. In lines 4 to 6 in Listing 2, the algorithm first iterates
through every action p in G where p is a precondition of another action a. It
stores this property of p using a Boolean variable Used for p in a map m. In lines
7 to 9, we search for every action that is not a precondition of another action.
These actions are independent of any other action. For every independent action
a, we call the recursive function createTree in line 10 in order to create a tree
that represents the dependencies of a. The function createTree creates a tree

1 Map <Action , (Tree , Used)> m;

2 Set <Tree > indep;

3 function createCausalTree (DDAG G)

4 for Action a in G

5 for p in a.getPre ()

6 m(p).Used = true

7 for Action a in G

8 if m(a).Used

9 continue;

10 indep.add(createTree(a));

11 return and(indep );

12

13 function createTree(Action a)

14 if(m(a).Tree)

15 return m(a).Tree;

16 Tree t, t’;

17 Tree e = createBasicEvent (a);

18 Set <Action > pL = a.getPre ();

19 if pL.size() = 0 then t = e;

20 else

21 if pL.size() = 1

22 t’ = createTree(pL[0]);

23 else // combine set of preconditions

24 t’ = and(foreach p in pL : createTree(p))

25 t = orderedAnd(t’, e); // preconditions before e

26 m.put(a, t);

27 return t;

Listing 2. Pseudocode of Algorithm 2 to Compute Causal Tree.
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for the dependencies of an action a. In line 14, the algorithm checks whether the
tree of an action a was previously created. In case, this tree for a is stored in m,
the function createTree returns this tree. Otherwise, the algorithm creates the
tree for a and stores it in variable t. The algorithm first creates a basic event e
for a in line 17. In line 18, the algorithm gets the set pL of actions on which a
depends. In case a depends on no other action, e is the tree with the dependencies
of a and the algorithm stores e in t. In case pL contains only a single action
stored in pL[0], the algorithm creates the tree t’ with the dependencies for the
action in pL[0] in line 22. In case pL has several actions, the algorithm creates a
tree for every action in pL in line 24 and combines these trees with an and-gate
t’. g’ depicts the precondition actions for a, thus, the algorithm combines g’
and a in line 25 in this sequence with an ordered-and-gate. This ordered-and
gate is stored in t. t is stored in m for the action a in line 26 and in line 27
returned by the function. The function createTree is called in line 10 for every
independent action. The trees of these actions are stored in a set indep. After all
trees are created, they are combined by an and-gate in line 11 and this and-gate
is the causal tree that we wanted to compute.

It is possible to optimize the algorithm in the following way. An ordered-
and gate in the causal tree can be connected to another ordered-and gate. For
instance, when a1 occurs before a2 and a2 occurs before a3 then the presented
algorithm creates two ordered-and-gates instead of one with all three actions.
The implementation of line 22 and 25 in Listing 2 combines several ordered-and-
gates to a single one when possible and returns it.

Correctness of the Algorithms. We now prove that the presented algorithms to
compute a causal tree that depicts a strict partial order for an action trace set
T is correct with respect to completeness and soundness.

A DDAG G computed by Algorithm 1 is complete according to Definition 5
when every action trace in T corresponds to a valid ordering of the actions
according to the dependencies stored in G.

Definition 5 (Completeness DDAG Construction). Assume a DDAG G
computed for an action set T . G is complete when any action trace t ∈ T is an
action trace satisfying G.

Theorem 1 (Completeness of Algorithm 1). Algorithm 1 computes a com-
plete DDAG according to Definition 5.

Proof. Assume a DDAG G computed by Algorithm 1 for an action trace set T and
an action trace t in T that is not satisfying G. Since t is not satisfying G two actions
a and b exist that satisfy it(b) < it(a) but in G the dependency relation a ≺ b
holds. Since a ≺ b holds in G by construction of G another trace t′ in T exists
that satisfies it′(a) < it′(b). For t and t′, Algorithm 1 would store the relations
it(b) < it(a) and it′(a) < it′(b) in matrix m (line 8) and removes them (line 12)
afterwards since these relations contradict antisymmetricity. Thus, either a ≺ b
cannot hold in G or t �∈ T . Both cases contradict our assumptions. ��
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A DDAG G computed by Algorithm 1 could be considered sound when any
action trace that satisfies G is in T . However, as we shall see, this definition of
soundness is too strict. Assume, a set with two action traces a, b, c and c, a, b.
Then, Algorithm 1 computes a strict partial order a ≺ b. This strict partial
order allows the action trace t3 = a, c, b but t3 is not in the original action trace
set. This observation was considered further in [Wei19]. For G, we therefore use a
different soundness criterium based on pairs of actions. Notice that in an action
trace that satisfies G, only the order of independent actions can be changed
while preserving its satisfaction of G. As mentioned above, two actions a and b
are independent when neither a ≺ b nor b ≺ a holds in G. a ≺ b does not
hold when a trace t with it(b) < it(a) exists, and b ≺ a does not hold when a
trace t′ with it′(a) < it′(b) exists. G is sound according to Definition 6 when for
any two independent action in G the action traces t and t′ exist.

Definition 6 (Soundness DDAG Construction). Assume a DDAG G com-
puted for an action set T . G is sound when for any two independent action a
and b in G, an action trace t ∈ T satisfying it(b) < it(a) exists and another
action trace t′ ∈ T satisfying it′(a) < it′(b) exists.

Theorem 2 (Soundness of the Algorithm 1). Algorithm 1 computes a
sound DDAG according to Definition 6.

Proof. Assume a DDAG G computed by Algorithm 1 for an action trace set T
and two actions a and b that are independent in G and a �= b. Two actions are
independent in G when no walk a...b and no walk b..a exists. By construction
of G, a walk a...b does not exist when a trace t with it(b) < it(a) and a walk
b...a does not exist when a trace t′ with it′(a) < it′(b) exists. We now show by
contradiction that the action traces t and t′ are in T .

In a first case, we assume that no action trace t exists that satisfies it(b) <
it(a). Thus, the relation a ≺ b is not removed in line 12 in Listing 1. In this
case, either a ≺̂ b and the algorithm creates an edge (a, b) (line 15) or actions
a1, ..., an with a ≺ a1 ≺ ... ≺ an ≺ b exists and the algorithm creates edges
(a, a1)(a1, a2) . . . (an, b) in G. Both, the single edge and the sequence of edges
represents a walk a...b. This walk contradicts the assumption that a and b are
independent.

In a second case, we assume that no action trace t′ exists that satisfies
it(b) < it(a). This case is equivalent to the first case since a and b are only
substituted with another. Thus, the reasoning that t′ has to exist is similar to
the argumentation for t.

We see that every case contradicts its assumption. Thus, when a and b are
independent then t and t′ have to exists. ��

We now discuss whether Algorithm 1 terminates. Algorithm 1 iterates over
actions and their relations. Since the number of action traces in T is finite, the
actions and the action relation are also finite. We conclude that Algorithm 1
terminates.
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Assume that Algorithm 2 computes a causal tree CT for a DDAG G. Algo-
rithm 2 is sound when for any two actions a and b where a ≺ b holds in CT ,
a ≺ b holds in G, and the algorithm is complete when a ≺ b holds in G then
a ≺ b holds in CT . Remember that action b depends on a does not imply that
b directly depends on a, formally ¬∀a, b. a ≺ b ⇒ a ≺̂ b. In G, a ≺ b holds
when a walk a . . . b exists. In CT , the dependencies of actions are depicted by
ordered-and-gates. a ≺ b holds in CT when an ordered-and-gate gb with edges
(vx, gb) and (b, gb), where vx ≺ b, and a walk a...vxgb exist. Definition 7 ensures
that an action b depends on an action a in G iff b depends on a in CT .

Definition 7 (Correctness of Causal Tree Construction). Assume a
causal tree CT computed for a DDAG G with an action set A. CT is sound
when any two action a, b ∈ A that satisfy a ≺ b in CT also satisfy a ≺ b in
G. CT is complete when any two action a, b ∈ A that satisfy a ≺ b in G also
satisfy a ≺ b in CT . CT is correct when it is sound and complete.

Theorem 3 (Correctness of Algorithm 2). Algorithm 2 computes a correct
causal tree according to Definition 7.

Proof Assume a causal tree CT computed by the Algorithm 2 for a DDAG G,
and two actions a and b in G. In a first case ⇒, we assume that a ≺ b holds in
G and will show that a ≺ b holds in CT , and in a second case ⇐, we assume
that a ≺ b holds in CT and will show that a ≺ b holds in G. In line 25 of
Listing 2, an ordered-and-gate gb is created for b when b directly depends on at
least one other action in G. Thus, when b depends on another action, gb exists
and when gb exists, b depends on another action. By the construction of gb, b is
its most right vertex and so for any walk a..vxgb in CT , vx ≺ b holds.

⇒ We assume that a ≺ b holds in G but not in CT . Because a ≺ b holds in G,
a walk a0...an with a0 = a and an = b in G has to exist. This walk witnesses
that every action ai with 0 < i ≤ n has a precondition. Thus, Algorithm 2
creates an ordered-and-gate for every ai with i ≥ 1 (line 25 in Listing 2), and
for i > 1 either an edge (gi−1, gi) when ai has a single precondition (line 22),
or creates an and-gate g′

i and the edges (gi−1, g
′
i) and (g′

i, gi) (line 24). We see
a walk g1...gn has to exist in CT . Action a can also have a precondition then
similar to the other actions a walk ag0g1...gn exists in CT . Otherwise, a has
no precondition (line 19) and a walk ag1...gn exists. Since gn = gb both walks
ag0g1...gn and ag1...gn witness that a walk a..gb exists in CT . We conclude
that a ≺ b holds in CT . This contradicts the assumption that a ≺ b does
not hold in CT .

⇐ We assume that a ≺ b holds in CT . Thus, an ordered-and-gate gb with edge
(b, gb) and a walk a...gb exists in CT . We now construct a walk a...b in G.
In CT, an edge (a, g) is either an edge from a basic event to a gate or from
a gate to another gate. Hence, a is the only basic event in the walk a...gb
and we know that the other vertices g0, ..., gb are gates. Every gate gi in
g0...gb is an and-gate or an ordered-and-gate. By construction (line 25 and
17), every ordered-and-gate gi is created for an action ax in G and has an



An Algorithm to Compute a Strict Partial Ordering of Actions 21

edge (gi, ax) in CT . An and-gate gi is created (line 24) when ax has several
preconditions and depicts independence. We can remove every and-gate and
substitute every ordered-and-gate gi with its action ax in ag0...gb and result
in a walk aa1...b. Thus, we found a walk a...b in G that ensures a ≺ b in G.

Since both cases hold, we conclude that a ≺ b holds in G iff a ≺ b holds in
CT . ��

Algorithm 2 executes only finite loops over the actions in G in the function
createCausalTree and creates at most once a dependency tree for every action
in G. Since the actions in G are finite, Algorithm 2 will terminate.

Theorem 1 and Theorem 2 show that according to our correctness criteria,
Algorithm 1 computes a DDAG G with the dependencies contained in an action
trace set T . Theorem 3 shows that Algorithm 2 computes a causal tree CT
for G that depicts the action dependencies in G. In summary, a causal tree
CT computed by Algorithm 1 and Algorithm 2 correctly depicts the action
dependencies in T .

Complexity. In the following, we analyze the worst-case complexity of Algo-
rithm 1 and Algorithm 2.

The worst-case complexity of Algorithm 1 is determined by the size |T | of
the action trace set T and the size |A| of its alphabet A. Algorithm 1 has several
computation steps of different complexity. First, Algorithm 1 iterates over every
action trace in T and every action in an action trace (line 3–5), which has a
complexity in O(|A| · |T |). In the next computation step in line 8, a lookup is
executed for every tuple of two actions in A×A to create the dependency matrix
m. Thus, the complexity to create m is in O(|A|2). The worst-case-complexity to
compute the transitive closure is in O(|A|3) [OO73]. For every action in A,
irreflexivity is ensured in line 13 and this has a complexity in O(|A|). Next,
the transitive dependencies are removed in line 14. Therefore, the actions are
ordered by the number of their preconditions, which has a complexity in O(|A|2)
to count the number of preconditions, and a lookup happens for every triple of
three different actions in A × A × A which results in a complexity of O(|A|3).
In summary, the most complex computation steps are in O(|A|3 + |A| · |T |) and
this is the worst-case complexity of Algorithm 1.

Algorithm 2 first determines the independent actions in G in O(|A|2). After-
wards, function CreateTree is called for every action a in G to depict the depen-
dencies of a. Notice that a depends on at most |A|−1 other actions. For every a,
CreateTree creates at most one and-gate (line 24), one ordered-and-gate (line
25), and |A| + 1 edges. One edge starts in every action on which a depends
and one edge starts in every gate that is created. This computation to depict
the dependencies of a is executed at most once since the result is stored in the
map m. We see, CreateTree is called |A| times where every call is in O(|A|))
which results in an overall worst-case complexity in O(|A|2). In summary, the
worst-case-complexity of Algorithm 2 is in O(|A|2).
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Table 1. Quantitative experimental results.

Model States Transitions #Causality
Classes

#Traces #Actions Time Memory

Railroad 92 231 1 3 4 4ms 0.605MB

Railroad gate 143 373 4 20 10 28ms 2.438MB

Airbag 3,456 14,257 5 252 9 28ms 2.622MB

TrainOdometer 4,032 19,624 3 5 5 34ms 2.590MB

FFU ECU 9,728 30,209 19 80 6 40ms 9.660MB

FFU Star 207,052 964,695 16 80 6 27ms 17.038MB

ASR 680,897 3,745,635 2 61,920 29 4ms 14.864MB

4 Case Study

We implemented Algorithm 1 and Algorithm 2 in the tool QuantUM. We quali-
tatively evaluate the algorithms in that we assess whether they can jointly ana-
lyze the strict partial order in a given set of action traces. In the quantitative
assessment, we measure the computing resources needed by the algorithms when
analyzing a set of models. All experiments were performed on a computer with
an i7-6700K CPU (4.00 GHz), 60 GB of RAM and a Linux operation system.

Qualitative Results and Interpretation. The resulting fault tree of the running
example is given in Fig. 1(c). In [KL19], we analyzed a slightly different model of
the railroad crossing example which includes the functionality of a gate. Without
the use of the algorithms proposed in the current paper, QuantUM computes the
fault tree in Fig. 2 in [KL19] that does not depict the order of the actions. When
using the proposed algorithms, QuantUM computes the fault tree in Fig. 3. It
depicts the order of the actions in a causality class as we defined it above. Both
fault trees contain the causality classes Class0 to Class3. In both fault trees, all
actions of Class0 are contained in Class2 and all actions of Class1 are contained
in Class3. It is not clear from the fault tree in [KL19] why Class2 and Class3
contain minimal counterexamples which would contradict the conditions of a
cause [KL19]. In the fault tree in Fig. 3, we see that in Class0 and Class2 the
gate has a failure caused by event Gate fail. In Class0, the gate is stuck open
and in Class2 the gate first closes and then opens in error. Thus, both times the
train and the car can be in the crossing at the same time, and therefore incur
an accident. In the fault tree in Fig. 3, we see the difference between Class0
and Class2 in the order of the actions. This fault tree also depicts the difference
between Class1 and Class3. In Class1, the car crosses the railroad and meanwhile,
the gate closes and the train enters the crossing. In Class3, two trains enter the
crossing subsequently, but the signal gate open to open the gate is late. Thus,
the gate opens when the second train is already in the crossing. The car can then
enter, leading to the hazard. In Class1 and Class3 the system behaves without a
failure of the system but the order of the actions causes the hazard. We conclude
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Fig. 2. Time to compute a causal tree in relation to #Actions in a causality class.

that the ordering of the actions helps to understand causes for the occurrence
of the hazards.

Quantitative Results and Interpretation. We now want to analyze the perfor-
mance of the causal tree computation by Algorithm 1 and Algorithm 2. There-
fore, we applied the algorithms to several models of different size, in terms of the
number of states and transitions that they encompass, taken from [Lei15]. The
quantitative results are given in Table 1. The complexity of a model is given in
terms of the number of its states and transitions. For every model, we indicate
the number of causality classes and the maximal number of traces and actions in
one of the causality classes. The columns Time and Memory indicate the max-
imal computation time and memory consumption that the analysis required in
order to compute a fault tree of a model including the action order as per the
proposed algorithms.

For every model, QuantUM produces a fault tree where the causality classes
are depicted with the strict partial order of the actions. We had a detailed look
at all the fault trees and according to this manual inspection, every fault tree
depicts the strict partial orders of its causality classes.

The diagram in Fig. 2 gives the time in microseconds (μs) that is necessary to
compute a causal tree for every causality class in every model. For a model with
several causality classes, the diagram depicts several data-points. The worst-case
complexity to compute a causality class is the combined worst-case complexity
of Algorithm 1 and Algorithm 2 and is in O(|A|3). We let IBM SPSS [IBM20]
analyzed the cubic relation between the time to compute a causality class and
the number of actions and IBM SPSS automatically fits the function 31.583 +
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Fig. 3. Fault tree of railroad crossing with gate with action order
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13.583x − 1.057x2 + 0.057x3 which is depicted as a black in line in the diagram.
The distance of the points to the function can be measured by the coefficient of
determination R2 which is the quadrate of the correlation. The value range of
R2 is [0, 1] where R2 = 1 would be a perfect fit. The function in the diagram
has a R2 = 0.985. This function fits nearly perfectly to the data points, which
supports that the runtime of the proposed order analysis has a cubic complexity.

While the time to compute a causal tree is given in Fig. 2 in microseconds,
the overall time to compute a fault tree is in Table 1 in the area of milliseconds.
We wondered about this gap of factor 100 and detected that Java, which was
used for the implementation of QuantUM and the proposed algorithms, has an
offset time in the area of milliseconds to load and create a class when the class
is instantiated the first time. This implies that the overall computation times
given in Table 1 consists primarily of the time for loading classes and not of the
time for computing the causal trees.

Our proposed algorithms computed the strict partial orders within at most
40 ms and at most 17.038 MB of memory. This seems reasonable and is acceptable
for QuantUM since a causality class in the analyzed models contains up to 61, 920
traces of 29 actions.

5 Conclusion

In this work, we present an algorithm that computes a strict partial order of the
actions occurring in an action traces set and represents this strict partial order as
a fault tree. We implemented the algorithm in the tool QuantUM and computed
fault trees for several models. We showed that a representation of the action order
can be computed using a reasonable amount of computing resources, and that
the computed results provide helpful insight into the causes for a reachability
property violation.

In future research, we plan to further explore the considerations in [Wei19]
and to integrate the rewrite-logic based approach pursued in that work with the
algorithm described here. Another direction of research is to extend causality
checking as well as the computation of event orders in causality classes to the
violation of general ω−regular temporal properties.
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Abstract. With the proliferation of neural networks (NN), the need to
analyze, and ideally verify, their behavior becomes more and more press-
ing. Significant progress has been made in the analysis of individual NN
decision episodes, but the verification of NNs as part of larger systems
remains a grand challenge. Deep statistical model checking (DSMC) is
a recent approach addressing that challenge in the context of Markov
decision processes (MDP) where a NN represents a policy taking action
decisions. The NN determinizes the MDP, resulting in a Markov chain
which is analyzed by statistical model checking. Initial results in a Race-
track case study (a simple abstract encoding of driving control) suggest
that such a DSMC analysis can be useful for quality assurance in system
approval or certification.

Here we explore the use of visualization to support DSMC users
(human analysts, domain engineers). We implement an interactive visu-
alization tool, TraceVis, for the Racetrack case study. The tool allows to
explore crash probabilities into particular wall segments as a function of
start position and velocity. It furthermore supports the in-depth exam-
ination of the policy traces generated by DSMC, in aggregate form as
well as individually. This demonstrates how visualization can foster the
effective analysis of DSMC results, and it forms a first step in combining
model checking and visualization in the analysis of NN behavior.

Keywords: Statistical Model Checking · Neural Networks ·
Visualization

1 Introduction

Neural networks (NN), in particular deep neural networks, have led to astounding
advances in many areas of computer science [21,26,36]. NNs are more and more
at the core of intelligent systems, taking decisions traditionally taken by humans.
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For such systems, the need to analyze, and ideally verify, NN behavior
becomes more and more pressing. This constitutes a grand challenge as it
combines (1) the complexity of analyzing NN function representations with
(2) the state space explosion problem (analyzing large system behavior state
spaces). Remarkable progress is being made on (1), through SAT modulo the-
ories [8,23,25], abstract interpretation [12,29], and quantitative analysis [6,42].
This pertains to the verification of individual NN decision episodes, i.e., the
behavior of a single input/output function call. Yet the verification of decision-
taking NNs in intelligent systems requires the analysis of all possible situations
that may result from sequences of NN decisions.

Many intelligent systems using NN, e.g., the control of various forms of cyber-
physical systems, can be cast as discrete decision-making in the presence of
random phenomena. Hence a natural framework within which to start address-
ing the problem are Markov decision processes [35] (MDP), and specifically
the model families considered in probabilistic model checking [28]. Assume a
decision-making problem for which a NN has been trained, and assume that the
problem can be formally cast as a MDP. Then we may use this MDP as a context
to study properties of the NN. The NN is perceived as an action policy in the
MDP, determinizing the non-deterministic choices. This yields a Markov chain
which can be analyzed by probabilistic model checking techniques.

Recent work [14], henceforth referred to as DSMC20, proposed so-called deep
statistical model checking (DSMC) as a scalable approach of this kind. The idea
is to apply statistical model checking [20,43] to the Markov chain resulting from
the use of a NN policy in an MDP. DSMC20 realize this idea in the context of
MDPs represented in Jani [5], a language interfacing with leading probabilistic
model checking tools. They implement a generic connection between NNs and
the state-of-the-art statistical model checker modes [2,4], part of The Modest
Toolset [19].

DSMC20 perform practical experiments in a Racetrack case study (adopted
from benchmarks in AI autonomous decision-making [1,34]), where a vehicle
needs to choose accelerate/decelerate actions on a discrete map so as to reach
a goal line without bumping into a wall. We adopt this case study here. While
the problem is simple, it is suited as a starting point in the grand challenge
of intelligent system verification. It can be readily extended to include traffic,
sensing, fuel consumption, etc., ultimately up to models reflecting important
challenges in autonomous driving.

DSMC20 propose DSMC as a tool for quality assurance by human analysts or
domain engineers in system approval or certification. Clearly, given the complexity
of problem parameter spaces and the need to understand what is going wrong and
how, visualization methods are potentially very useful for that purpose. DSMC20
illustrate this with simple heat maps localizing safety issues. In the present paper,
we begin to address the full scope of this visualization problem.

We design a new highly immersive visual exploration tool, that we baptize
TraceVis, for the data space in DSMC on Racetrack. TraceVis exploits 3D visual-
ization for mapping probabilities to height, stacking of trajectories and mapping
of time. We develop a hierarchical navigation concept to avoid multiple views,
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such that all visualizations are integrated into a single 3D scene (which will
ease a future extension to a virtual reality setup). Besides TraceVis itself, our
contributions are:

– An interactive overview and context visualization of the goal and crash prob-
abilities computed by DSMC, where we can inspect for all start positions p of
the track either a single start velocity v or all start velocities at the same time.

– An aggregate view of all trajectories for a given start configuration (p, v)
that visualizes the velocity distribution over the whole track in a concise and
comprehensible way. Optionally, we allow disaggregation of time providing
more details into the data space.

– An efficient hierarchical navigation approach, from an overview over the whole
track to a trajectory ensemble for a selected start configuration, and over two
levels of trajectory clusters down to individual trajectories.

– A replay mode that animates policy traces, which can be used in the stacked
as well as in the aggregate trajectory visualization mode.

– A case study illustrating the analysis power of the new visual exploration tool
in Racetrack.

Our endeavor differs from previous work on visualization techniques for NNs (e.g.
[22,40,44]) in its focus on DSMC and Racetrack. We draw on established tech-
niques in visualization, in particular in ensemble visualization (e.g. [9,31,38]).

Overall, we initiate a connection between DSMC and visualization research,
laying the groundwork for long-term synergy between model checking and visu-
alization in this context. In particular, we believe that some of the key ideas in
TraceVis will carry over to more faithful representations of autonomous driv-
ing, and to other domains involving cyber-physical systems where position and
velocity in physical space are key dimensions.

The paper is organized as follows. Section 2 discusses related work. Section 3
briefly summarizes DSMC20 as relevant to understand our work and contribu-
tion. Section 4 outlines our data space and visualization concept, followed by
Sects. 5 and 6 which describe our visualization techniques for crash probabili-
ties and policy traces respectively. Section 7 exemplifies the use of TraceVis for
DSMC result analysis in Racetrack. Section 8 closes the paper with an outlook
on future challenges.

A video demonstrating TraceVis as well as its source code is available at DOI
10.5281/zenodo.3961196 [13].

2 Related Work

In the context of explainable AI research, a lot of recent research has been
devoted to interactive visualization of NN [22]. Goals for such techniques include
interpretability, explainability, NN debugging, as well as model comparison and
selection. Most of the work has been dedicated to NNs for image analysis tasks.
Only few recent works address the debugging and interpretation of deep networks
used in reinforcement learning [40,44]. These are dedicated to Deep Q-Learning

10.5281/zenodo.3961196
https://doi.org/10.5281/zenodo.3961196
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of agents playing Atari Retro Games, where high state-space dimensionality is
the core problem addressed. In [44] the authors embed the state space based on
the last layer of the NN with t-SNE into two dimensions and colorize the 2D
points with handcrafted features. Their main contribution is an analysis of the
MDP through spacetime clustering of the state space. The resulting hierarchical
decomposition into skills allows for a better interpretation of the strategy of the
learned agents. Wang et al. [40] developed a visual analysis tool with multiple
coordinated views supporting a hierarchical navigation from an overview of the
learning process down to individual traces of gameplays. Their main contribution
is a scalable visualization of these traces that visualizes the position of the paddle
together with the actions taken.

One of our contributions pertains to the visual analysis of large collections of
traces. So our work relates to ensemble visualization, which is an active research
area. Wang et al. [41] survey sixty recent ensemble visualization papers and
found that all visualization techniques are based on aggregation over ensemble
members before the visualization, and on composition of ensemble members
after the visualization. For the case of trace or trajectory ensembles, prominent
aggregation techniques generalize 1D boxplots [39]. Mirzargar et al. [31] use the
concept of data depth to define a band which encloses a given percentile of the
curves in a curve ensemble. Due to the high computational complexity of curve
boxplots, Etienne et al. [9] propose trajectory box plots, which are based on per
frame oriented boxes that are fast to compute but introduce more visual clutter.
With respect to composition of 2D trajectory ensembles, the stacking of the
trajectories in 3D has shown to be a versatile solution [38]. Here, we develop a
new aggregation technique specifically designed for Racetrack, and also support
the stacking of trajectory ensembles.

3 Background: DSMC20 and Racetrack

This paper is a direct follow-up on DSMC20 [14], so we give the background
in terms of a summary of that work, as relevant to understand our study and
contribution.

Deep Statistical Model Checking (DSMC). The models considered in DSMC20,
and here, are discrete-state MDPs. For any nonempty set S let D(S) denote the
set of probability distributions over S.

Definition 1 (Markov Decision Process). A Markov Decision Process
(MDP) is a tuple M = 〈S,A, T , s0〉 consisting of a finite set of states S, a finite
set of actions A, a partial transition probability function T : S × A � D(S),
and an initial state s0 ∈ S. We say that action a ∈ A is applicable in state
s ∈ S if T (s, a) is defined. We denote by A(s) ⊆ A the set of actions applicable
in s. We assume that A(s) is nonempty for each s (which is no restriction).

An action policy resolves the non-deterministic choices in a state, determining
which applicable action to apply as a function of the state history so far. We
represent histories as finite sequences of states, hence elements of S+. We use
last(w) to denote the last state in w ∈ S+.
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Definition 2 (Action Policy). A (deterministic, history-dependent) action
policy is a function σ : S+ → A such that ∀w ∈ S+ : σ(w) ∈ A(last(w)).

An MDP together with an action policy defines a Markov chain:

Definition 3 (Markov Chain). A Markov Chain is a tuple C = 〈S, T , s0〉
consisting of a set of states S, a transition probability function T : S → D(S)
and an initial state s0 ∈ S.

Given an MDP M = 〈S,A, T , s0〉, an action policy σ : S+ → A induces a
countable-state Markov chain 〈S+, T ′, s0〉 over state histories in the obvious way:
For any w ∈ S+ with T (last(w), σ(w)) = μ, set T ′(w) = ρ where ρ(ws) = μ(s)
for all s ∈ S.

The idea in DSMC is to analyze this Markov chain for an action policy
represented as a neural network (NN). The NN is assumed to be trained exter-
nally prior to the DSMC analysis, but is assumed to operate on the same state
space as a given MDP M (i.e., the NN’s inputs are states and its outputs are
actions). The NN policy σ together with M then induces a Markov chain C as
described. Statistical model checking is a promising approach to analyze C, as it
merely requires to evaluate the NN on input states, otherwise treating it like a
blackbox. DSMC20 implemented this approach for modes [4] in The Modest
Toolset [19].

Observe that, for DSMC to work in this form, the MDP and the NN need to
operate on the same level of system abstraction. This is a simplification (relative
to, e.g., NNs whose input are camera images) that renders the model checking
problem crisp. Another subtlety is that the NN may return inapplicable actions
(giving guarantees on NN outputs is notoriously hard), and in that sense may
not actually fit the definition of an action policy. DSMC20 handle this through
a more permissive definition of action oracle, transitioning to a new stalled state
in the induced Markov chain C if the NN oracle’s chosen action is inapplicable.

Racetrack Benchmark and Jani Model. Racetrack is originally a pen and paper
game [10]. It was adopted as a benchmark for MDP algorithms in the AI com-
munity [1,3,15,30,33,34]. The track is a two-dimensional grid, where each cell of
the grid can be a starting position, a goal position, a free position, or a wall. The
vehicle starts with velocity 0 at any of the starting positions, and the objective
is to reach the goal as fast as possible without crashing into a wall. The actions
modify the velocity vector by one unit in the eight discrete directions; one can
also choose to keep the current velocity. We consider noise emulating slippery
road conditions: actions may fail with a given probability, in which case the
velocity remains unchanged. Here we use two Racetrack benchmarks, i.e., track
shapes, originally introduced by Barto et al. [1]. They are illustrated in Fig. 1.
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Fig. 1. The maps of our Racetrack benchmarks: Barto-small (left) and Barto-big
(right). Starting positions green, goal positions red. (Color figure online)

DSMC20 encode these Racetrack benchmarks in Jani [5,24]. Many tools offer
direct support for Jani, including ePMC, Storm and The Modest Toolset
[7,18,19]; an automatic translation from Jani to Prism [27] is available too.

DSMC20’s Jani model represents the grid as a two-dimensional array. Vehi-
cle movements and collision checks are represented by separate automata that
synchronize using shared actions. This is straightforward except for the collision
checks, i.e., checking whether the vehicle’s move – represented through hori-
zontal and vertical speed (dx, dy) – hits a wall. This is done by generating a
(discrete approximation of) a straight line from the vehicle position (x, y) to
(x + dx, y + dy), and checking whether any position on that line contains a wall
segment.

Neural Networks. NNs consist of neurons that apply a non-linear function to a
weighted sum of their inputs. DSMC20 use feed-forward NNs, where neurons
are arranged in a sequence from an input layer via several hidden layers to an
output layer. So-called “deep” neural networks consist of many layers. Feed-
forward NNs are comparatively simple, yet are wide-spread [11] (and anyway
our visualization techniques are independent of the NN architecture).

To learn NN action policies in Racetrack, DSMC20 employ deep Q-learning
[32], where the NN is trained by iterative execution and refinement steps. Each
step executes the current policy until a terminal state is reached (goal or crash),
and updates the NN weights using gradient descent. NNs are learnt for a specific
map (cf. Fig. 1). The NNs have two hidden layers each of size 64.

Case Study and Heat Maps. DSMC20 use Racetrack as a case study to highlight
the use of DSMC for quality assurance. They use simple heat maps for a lim-
ited visualization of the DSMC outcome. Here we advance way beyond this, to
interactive visualization of a much richer data space. To give the comparison to
DSMC20, in what follows we briefly show a representative result from their case
study.
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Fig. 2. DSMC20 heat maps, showing aggregated crash probability as a function of
start position when fixing start velocity to 0. (Color figure online)

Figure 2 shows aggregated crash probability – the probability of crashing into
any wall – as a function of start position when fixing start velocity to 0. The
heat maps use a simple color scheme as indicated in the figure. From this simple
visualization, quality assurance analysts can conclude that the NN policies are
fairly safe, to different degrees depending on the map region. What the heat
maps don’t show is, for example, how the shown probabilities depend on initial
velocity, where unsuccessful policy runs tend to crash into the wall, and to what
degree such crashes are due to noise or bad policy decisions. We show in what
follows how to make all these details accessible through interactive visualization
methods.

4 Visualization Concept

Before we go into the details of our visualization techniques, let us outline our
concept in terms of the data space we visualize, and the principles behind our
visualization approach.

Data Collection. We collect extensive information about the to-be-analyzed
action policy from modes, allowing to analyze policy behavior as a function
of start position p and start velocity v, and showing not only whether the policy
succeeded or crashed but also where. To this end, we run separate model checks
with modes for every pair (v, p), with properties representing every possible ter-
minal (goal/crash) position. The number of runs is thus quadratic in map size,
with a constant factor of 25 for the start velocities (in {−2,−1, 0, 1, 2}2). We
ignore start velocities that directly lead to a crash in the first step.

We furthermore collect all policy traces generated by modes during DSMC,
with detailed per-step information: position, velocity, action taken by policy, and
a Boolean indicating whether the action succeeded or failed (i.e., whether noise
occurred). In Barto-big, to keep computation times reasonable, we generated
this data only for 7 of the 25 possible start velocities.
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We want to highlight that the information about the policies we extracted
from modes are not specific to DSMC. We only used state and action information
of the MDP under investigation. These trace information can be obtained with
every statistical model checker independent of the mechanism used to resolve
nondeterminism which in our case was DSMC.

Computation and export of this data for Barto-small/Barto-big took 17/20 h
on 25 virtual machines having an AMD EPYC Processor at approximately
2.5 GHz using Ubuntu 18.04 with 8vCPUs and 16 GB RAM. The data com-
prises 5473/3826 start configurations consuming 1.25 MB/1.18 MB for probabil-
ities and 15.3 GB/13.4 GB for traces/reduced traces on disk, in a concise text
file format organized in two folders for probabilities and traces with one file
per start configuration. The largest trace file has 13 MB on disk and contains
18270 traces of average/max length 44/65. The data is publicly available at DOI
10.5281/zenodo.3961196 [13].

Visualization Principles and Rationales. Neither the probabilities nor the traces
can be visualized in their entirety in a single visualization. We therefore opted
for the development of a highly interactive visual analysis tool, TraceVis. As
Racetrack is 2-dimensional, we chose a 3-dimensional visualization space to be
able to exploit the 3rd dimension to map additional features. We implemented
TraceVis as a plugin to the CGV-Framework [16], which allows rapid prototyping
of interactive 3D tools in C++ with OpenGL. The CGV-Framework supports
efficient high-quality rendering of large amounts of primitive shapes like boxes,
spheres and rounded cones based on the concept of GPU based raycasting [17,
37]. All primitives allow color mapping.

Figure 3 illustrates the design of TraceVis. For each track position we render
a box whose type is color coded: start/goal locations in green/blue, walls in red,
other track locations in light gray or color-mapped, and an additional row of
dark grey boundary cells added around the track.

To keep the tool as clear as possible, we completely abstained from multiple
views, incorporating all visualizations and interactions within a single 3D scene
built on top of the Racetrack map. The view onto the 3D scene can be adjusted
with the mouse based on an adjustable focus point with the typical navigation
commands for translate, zoom and orbiting around the focus. Mode switches
are used to navigate through different visualizations, and mouse pointer and
wheel are used for direct selection and ergonomic configuration. All selections
and configurations can also be adjusted through a classical user interface, which
shows the current status of TraceVis and serves as manual by providing help
on mouse interaction and hotkeys through tooltips. For fast navigation and to
foster comprehension, an important design goal was the support for high frame
rates even when visualizing a large number of traces at the same time.

10.5281/zenodo.3961196
https://doi.org/10.5281/zenodo.3961196
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Fig. 3. Screenshot to illustrate the design of TraceVis. Highly interactive 3D view,
accompanied by classical UI showing current tool state and providing tooltip based
help. (Color figure online)

In accordance to Schneiderman’s mantra – “Overview first, zoom and filter,
then details-on-demand” – we designed a hierarchical navigation scheme. A heat-
map visualization similar to the one in DSMC20 serves as overview over all
start configurations. The user can select individual start configurations to view
crash and goal probabilities (as described in Sect. 5). The user can dive into
more detail by switching to trace visualization mode where the corresponding
trace file is read on the fly; the traces can further be navigated from main
clusters down to single traces (as described in Sect. 6). To navigate to a different
start configuration, the user first needs to navigate back up the hierarchy to the
probability visualization mode. This allows for the reuse of the same hotkeys on
different hierarchy levels, reducing the number of hotkeys to be learned for fast
interaction.

5 Visualizing Probabilities

We next describe our techniques for visualizing crash/goal probabilities as a
function of start position p and start velocity v.

Start Configuration Selector. DSMC20 provides for each start configuration (p, v)
and each wall, boundary and goal location q the probability that traces from
(p, v) end in q. Visualizing the entire probability mapping P (p, v, q) in a single
image or 3D-scene seems futile. Our approach is to instead leverage interac-
tive visualization, based on selection and aggregation of arguments to P (p, v, q).
TraceVis supports selection of a single p and/or a single v at a time. We indicate
these user-fixed parameters notationally as p̂ and v̂.
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The user can interactively select p̂ by hovering with the mouse over the
track while pressing Shift. v̂ can be selected by additionally holding the Ctrl
modifier key and hovering to neighboring locations of p̂. p̂ is visualized by a
yellow box and v̂ by a bent arrow with a direction dependent color scale as
shown in Fig. 4 (left). The user can either focus on v̂, or on all possible velocities
v for which probabilities have been precomputed. The latter all velocity mode
is auto-selected by hovering over the track with the Ctrl modifier pressed as
illustrated in Fig. 4 (right).

Fig. 4. Start configuration selection and different probability visualization approaches.
Left: selected start configuration (p̂, v̂) shown as yellow box and pink arrow. Summed
crash probabilities

∑
q̃ P (p, v̂, q̃) mapped to color of valid track locations p. Pink bar

charts show crash and goal probabilities for start configuration (p̂, v̂). Middle: Same as
left, with additional mapping of summed crash probabilities to height of track boxes.
Right: All velocity mode shows summed probabilities aggregated over all start velocities
– here the maximum of the summed crash probabilities. Colored charts show crash and
goal probabilities for all start configurations (p̂, v). (Color figure online)

Heat Map Overview. We extend the DSMC20 heat map overview by the option
to adjust the height of the track boxes, as shown in Fig. 4 (middle). The user
can select the probability type with hotkeys. In all velocity mode the summed
probabilities are aggregated per start location over all start velocities with one of
the user-selectable aggregation operators min, max or range = min − max. In this
way we can visualize

∑
q̃ P (p, v̂, q̃) and aggṽ

∑
q̃ P (p, ṽ, q̃), where agg denotes the

selected aggregation operator. These visualizations can be used as a guidance to
finding start configurations of interest and continuing further investigation from
there.

Bar Chart Details. While the heat maps allow to efficiently determine start
positions with a high rate of crashing, they do not show the crash positions q.
TraceVis supports the latter through track boxes in the form of bar charts, visible
e.g. in Fig. 4 (left) in the back on the left-hand side (pink bar). The bar heights
indicate the probability of crashing/reaching the goal, thus visualizing P (p̂, v̂, q).
In all velocity mode, an individual bar is included for each possible start velocity,
i.e. we visualize P (p̂, v, q). To this end, we use the visual metaphor of spatial and
color coding: the thin bars have the same color and positional offset as the start
velocity vectors, as can be seen in Fig. 4 (right).
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6 Visualizing Policy Traces

Once a start configuration (p̂, v̂) of interest is found, a natural means to investi-
gate further is to inspect the actual policy traces generated by DSMC starting
from (p̂, v̂). TraceVis supports this in depth, through the techniques we describe
next.

Trace Visualization Modes. To initiate trace inspection, the user presses the
Enter key. TraceVis reads the trace file, and by default filters out duplicates of
the traces while keeping track of the number of duplicates per trace. Figure 5
illustrates our three distinct modes to visualize traces: Stacked, spatial and space-
time.

Fig. 5. Comparison of different trace rendering modes for a start configuration with
17530 traces of which 2856 remain after duplicate filtering. Left: stacked rendering of
2856 traces, sorted and color coded by end location. Top right: spatial aggregation
showing segments as arcs with appearance counts mapped to height and luminance.
Bottom right: spacetime mode disaggregates segments over time, mapping time to
height. (Color figure online)

Traces are visualized as colored 3D tubes or, in the case of an aggregated
view, bent arrows. While the direction of traces is towards the goal positions
in general, there are exceptions (e.g. when the agent needs to turn around first
given a particular start velocity). Using tubes alone is not sufficient to show the
direction of movement, hence we map an arrow texture onto the tubes.

Stacked Trace Visualization. In stacked mode, all traces that were calculated
for a specific start configuration are shown stacked vertically above the track.
Traces are sorted by their end location, and are arranged into two main clusters:
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one for traces that end at a goal position and one for those that crash. A sub-
cluster is formed for each end position. As shown in Fig. 5 (left), the goal (crash)
clusters are colored with a blue to cyan (red to orange) color scale. Stacking
in the order of the sub clusters and with cluster based coloring reduces visual
cluttering significantly. The stacking offset in z direction can be adjusted with
the mouse wheel.

Spatial Aggregation. Given the number of traces, simply visualizing the set of
all traces is often not helpful. We design a more comprehensible visualization in
terms of the velocity distribution over the track. To this end, we leverage the
discrete nature of the underlying MDP, aggregating over discrete time and space.
Specifically, we consider the possible move segments that action applications
result in on the map. Each segment is defined by a start position ps and end
position pe. Multiple segments of different traces share the same ps and pe.
We can therefore compute a segment histogram by counting, for each segment
(ps, pe), the number of appearances in the DSMC traces.

In the spatial mode shown in Fig. 5 (top right) this histogram is visualized
by mapping the appearance counts to bent arcs with height proportional to
the appearance count. Additionally, the appearance count is mapped to the
luminance of the bent arc with a gamma correction that can be adjusted with the
mouse wheel. The absolute values of the appearance counts can be read from the
legend. The mapping to bent arcs has the additional advantage that overlapping
segments get visually separated (compare Fig. 6). To maximize visual separation,
we optionally allow mapping the arc height to half the segment length, resulting
in circular arcs.

Fig. 6. Variants of segment rendering. From left to right: straight tube segments; added
arrow texture; arcs with height equal to half step size; tilted arcs; arcs with height
proportional to appearance counts. (Color figure online)

For starting configurations where the agent needs to reverse its direction,
overlapping inverse movements can be observed, see Fig. 6 (middle). This pre-
vents the visual separation of oppositely pointing arrows. We overcome this issue
by slightly tilting the arcs sideways to visually separate them again as shown in
Fig. 6 (2nd from right).

Spacetime Visualization. The aggregation of segments characterized by start and
end position (ps, pe) can be extended to also incorporate time information. Due
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to the noise influencing the successful application of a policy action, it is possible
that no agent movement occurs in a given time step. Since we do not consider
time in the other visualization modes, this is hard to notice. Furthermore, dif-
ferent traces might run along segments with equal start and end position but at
different times. For exploration scenarios where this is important, we therefore
implemented the spacetime mode as shown in Fig. 5 (bottom right). Given the
discrete-time nature of the MDP, the time t of a segment is simply defined by
its position in the trace.

To calculate the aggregated segments for the spacetime mode we calculate
the appearance count histogram over the triples (ps, pe, t). While rendering the
segments, appearance counts are again mapped to luminance and optionally to
arc height. We map time to an increasing height offset. This allows to efficiently
identify faster and slower runs, as well as showing track points where the agent
temporarily stops. A thin yellow stick is rendered to visually link trace vertices
to their corresponding track locations.

To support the analysis of local behavior at a given position, we added
another mouse hovering mode (activated by the Alt modifier), that restricts
the view to the outgoing arcs at the current mouse pointer position. The height
scale for arcs and the time offset can be adapted with the mouse wheel with
different modifier keys.

Cluster Navigation. To reduce visual clutter in the aggregated trace visualiza-
tion modes further, the user can navigate hierarchically through clusters and
individual traces as illustrated in Fig. 7. The Enter key goes down the hierarchy
from all traces to main clusters, then to sub-clusters and finally to individual
traces. Sub-clusters can also be selected by hovering over a trace end position.
At each level, the Up and Down arrow keys allow to navigate through the respec-
tive clusters/traces. Backspace is used to back up one hierarchy level. Pressing
Backspace on the all-trace level terminates the trace mode, and brings the user
back to probability mode.

Fig. 7. Illustration of four cluster hierarchy levels in spatial mode: top level (top left),
main cluster level (top right), sub-cluster level (bottom left), individual trace (bottom
right). (Color figure online)
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Noise Visualization. All visualization modes make use of spheres placed at the
track points where two segments are connected. The color coding of these spheres
correlates to the amount of noise which influenced the agent during the DSMC
runs. Red color indicates the appearance of noise, while green color states the
successful movement according to the action chosen by the NN. This is especially
useful for the in-depth examination of individual traces, visualizing the policy
reacting to action failures at difficult track locations and configurations. For
aggregated views, the color is interpolated between red and green according to
the noise frequency.

Animation. To illustrate synchronicity in time across traces, we added an ani-
mation of spherical probe particles moving along the traces synchronously with
adjustable speed. The animation is supported in all trace visualization modes.
Space allows to toggle the animation, and with the Left and Right arrow keys
one can step back and forth over individual time steps.

7 Case Study

To illustrate the use of TraceVis for policy behavior analysis, we now consider
TraceVis from a user’s (rather than a visualization researcher’s) perspective. We
highlight some interesting observations supported by TraceVis in analyzing the
NN policies trained by DSMC20 in Racetrack.

Fig. 8. Unsafe behavior near goal line. Overview of crash/goal probabilities across start
velocities (left), and individual view for particularly problematic start velocity (right).
(Color figure online)

Figure 8 shows our first observation, for a position just before the goal curve
in Barto-small. We can see in Fig. 8 (left) that, overall, the policy has a high
chance of reaching the goal line as one would expect. However there are two start
velocities not directed into the wall for which that is not so. Such problematic
cases can very conveniently be located simply by dragging this overview pre-
sentation over the map. Selecting the most problematic start velocity in Fig. 8
(right), it becomes evident that policy behavior is highly, and unnecessarily,
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unsafe here. One can reach the goal with high probability simply by keeping the
velocity and turning once the wall is cleared. Yet the policy tends to “cut the
corner” and crash.

Fig. 9. Unsafe turning between walls: Successful (left) vs. crashed (right) trace. (Color
figure online)

Figure 9 shows another instance of curious policy behavior, also needlessly
unsafe but less obviously so. Here the start position is in a tight spot between
walls on the left and right, with a start velocity away from the goal and to the
left. The safest decision would be to “turn around on the spot”, i.e., decelerate,
get left-right velocity down to 0, accelerate to the goal. Instead, as we see in the
successful policy trace in Fig. 9 (left), the policy over-accelerates to the right,
going for a curve that only just avoids the right-hand side wall. Yet that curve
relies on action success (green balls at move arcs in the visualization), and is
brittle to action failure (red balls) as we see in the crashing trace in Fig. 9
(right).

Fig. 10. Counterintuitive turning near goal: Overview of crash/goal probabilities across
start velocities (left), and policy-trace overview for one particular start velocity (right).
(Color figure online)

Consider finally Fig. 10. Here the agent is placed in front of the goal near the
corner, and the overview (left) shows that the start velocities going towards the
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corner have a tendency to crash. This is not surprising given the actual risk of
crashing here when actions fail, plus our previous observations in Fig. 8. A more
surprising insight is obtained when choosing a harmless start velocity, away from
the goal at speed 1. Here we again get a counterintuitive turning behavior. Like
above, a human player would “turn around on the spot”, simply accelerating
towards the goal and reaching it on a straight path with probability almost 1
(the only possibility to crash being 7 action failures in a row). Yet the trained
neural network policy does not do that. Instead, it travels along a potentially
large de-tour towards the start line, curving back to reach the goal on a trajectory
scraping along the wall. This does work out with a high probability here, but
nevertheless points to a weakness in policy behavior. Together with the odd
behavior observed in Fig. 9, it seems the policy generally has issues in situations
requiring a full turn-around – giving a strong hint for possible re-training.

Note that TraceVis is key to all these observations. We miss them if we
aggregate over start velocities (or fix these to 0 as DSMC20 does), if we aggregate
over crash positions, if we have no in-depth visualization of policy traces.

Interestingly, TraceVis enabled us to find bugs in our own technology stack.
Apart from initial data discrepancies due to bugs in cross-tool communication,
this pertained also to a bug in our Jani model introduced when modifying it
for this paper. Examining crash probabilities as a function of start velocity as
illustrated above, we observed unintuitive results where start velocities heading
directly into a wall did not lead to a crash. This behavior prompted us to re-
examine the Jani model, identifying a bug in the vehicle automaton (where an
initialization value was set incorrectly). Such a faulty behavior would not have
been visible in DSMC20’s heat maps as these ignore start velocities. The bug
would be exceedingly hard (if not impossible) to identify based solely on modes,
given the overwhelming amount of log data. Hence TraceVis can be useful also
for debugging the model itself, arguably a crucial part of model checking.

8 Conclusion

Deep statistical model checking (DSMC) is a natural approach to quality assur-
ance of MDP action policies represented by neural networks. We have designed
and implemented a new tool, TraceVis, for visualizing and navigating DSMC
results, as well as for deeply understanding the underlying causes by examining
the actual policy traces. Our case study and own debugging experience with
TraceVis suggests that interactive visualization can be useful for the practical
application of DSMC, and potentially more general statistical model checking
contexts as well.

We believe that the combination of formal methods with visualization is a
key instrument to address the problem of NN action policy analysis (by DSMC
or other methods). First, in contrast to traditional software artefacts, NN defy
direct human inspection. Second, in many cases, full verification will be pro-
hibitively complex or bound to fail (an autonomous car will hardly guarantee
to avoid all possible accidents). Therefore, third, to gain trust in an action pol-
icy, human quality assurance analysts will have to understand its behavior and
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inspect its reactions against a large space of possible environment behaviors. The
combination of formal analysis tools with human-accessible data and results pre-
sentation seems predestined for that purpose. We view our work as one initial
piece of this big puzzle.

Our contribution at this point is, of course, limited to the simple Racetrack
benchmark, and it remains to be seen which ideas will carry over to other and
more complex domains. That said, we believe that the Racetrack case study
was useful, and remains useful, to focus on key aspects of many cyber-physical
systems: position and velocity in physical space. This is different from the focus
on visualizing complex strategy patterns, naturally entailed by the study of
policies for computer games as done by the aforementioned previous works [40,
44].

Our envisioned research trajectory thus is to stick to Racetrack-like case
studies, incrementally extending these to reflect more aspects of, and ultimately
approach, autonomous driving. Fuel consumption for example seems easy to
integrate, Lidar sensing can be integrated by additional views, similarly for sim-
ple camera images showing a grey-scale view of what’s ahead. In 3-dimensional
extensions like drone control, most of TraceVis’s current features will be appli-
cable.

In the longer term, a major challenge will be multi-dimensional state spaces,
in particular multi-agent behavior like traffic in autonomous driving/drones, or
collaborative agents in cyber-physical production. We envision to extend Trace-
Vis by dimension reduction techniques, providing an abstract visualization of
the state space, where we can morph back to 3D space in order to focus on
the behavior of individual agents or the 3D relationship between the agents at
certain instances of time. It may also be possible to leverage prior insights from
computer games, not as much to elicit strategy patterns, but to elicit environ-
ment patterns, like typical traffic scenarios of special cases of particular interest.
We expect to still stick to physical space as the main organization paradigm for
the visualization.
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Abstract. Advances in sensing, communications and data analytics
have made it possible to construct virtual replicas of Cyber-Physical
Systems (CPSs). Such replicas, known as digital twins, can in princi-
ple inform decision making during operation and evolution of the sys-
tems they model. This short paper introduces the ISoLA 2020/21 series
of papers on the technology and practice of engineering digital twins
for CPSs. The focus is on the relationship between model-based design,
machine learning, digital twins and CPSs.

1 Introduction

Ensuring the dependability of Cyber-Physical Systems (CPSs) poses challenges
for model-based engineering, stemming from the semantic heterogeneity of the
models of computational, physical and human processes, and from the range
of stakeholders involved. Delivering such dependability may thus be expected
to require the coordinated use of multi-disciplinary models developed during
design alongside models derived from data gathered from the operational system.
Together, these have the potential to form the basis of a learning digital twin,
able to inform decision making both in redesign and in operation.

There is an extensive and diverse literature on digital twins. The Gartner
group put the concept among its 10 strategically most important technologies in
2019 because of the many potential benefits by establishing digital twins1. The
benefits claimed for digital twins include the ability to:

1. reduce time to market,
2. establish preventive maintenance possibilities,

1 https://tinyurl.com/y5wkfewe.
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3. enable additional services for the users,
4. visualise the physical twin,
5. enable fault detection and possibly fault diagnosis,
6. increase autonomy, and
7. provide decision support capabilities.

Although there is considerable hype around the potential for digital twins, the
technology poses many open research questions, particularly when one considers
twins of CPSs and the need for dependability in order that decisions based on
twins are sound. The foundations, processes, techniques and tools for engineering
digital twins have not so far been the subject of large-scale and systematic study.

– What foundations are needed for a dependable digital twin of a CPS?
– What are the key concepts to be captured in understanding the requirements

for a digital twin?
– Where are the limits for a digital twin? When is it ‘good enough’?
– What value can be expected from a digital twin, and when it is worthwhile

constructing one?

The dependable operation of CPSs requires both the ability to address the
consequences of evolving system components, and the ability to explore and iden-
tify optimal changes that do not unduly compromise overall dependability. This
combination of prediction and response alongside support for informed decision-
making and redesign by humans requires both the data derived from operations
and the models developed in design. Tackling the challenges of CPS design thus
requires a marriage of both descriptive multi-models of the type that might be
developed in a design process, and inductive models derived from data acquired
during operation. This combination of models, cutting across formalisms as well
as across design and operation, has the potential to form a learning digital twin
for a CPS, enabling off-line and on-line decision-making.

The goal of the track on the Engineering of Digital twins for CPSs at ISoLA
2020 is to discuss how one can enable the well-founded engineering of digital twins
for dependable CPSs. In order to make the benefits listed above a reality there are
important challenges to overcome. These range from the creation of a common
basis for discourse in what is inherently a mulitdisciplinary field, through design
methodology in the face of the uncertainties that arise when computational pro-
cess interact with the physical environment, through system architecture to ver-
ification. The papers selected for this track address some of these issues from the
perspective of formal and model-based approaches, seeking to leverage advances in
modelling and verification to address the dependability of digital twins for CPSs.

2 Contributions

In the context of a diverse and rapidly growing literature on digital twins, Yue
et al. recognise the need for a conceptual framework to underpin discourse [7].
The framework includes characterisations of digital and physical twins and their
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environments, and also the critical properties of systems that contain twins, such
as notions of fidelity. Central to the benefits claimed for digital twin technology is
the ability to manage change, and this in turn requires careful conceptualisation
of evolution and life-cycle events in both the digital and physical twins. Further,
there is a need to clarify the role of uncertainty in many contemporary CPSs,
especially where autonomy is present.

Woodcock et al. [6] consider some of the sources of uncertainty alluded to
by Yue et al. In particular, they consider the challenge of handling discrepancies
between the values of observed data – which may be subject to noise and delays –
and the values predicted in the digital twin. Following an example in agricultural
robotics, they consider the description of tolerable deviations the generation of
runtime monitors that enforce the identified tolerances. They also consider the
use of the digital twin to perform what-if analysis in order to identify optimal
system configurations.

Modern CPSs are decentralised, distributed structures. As Kamburjan et al.
[2] point out, it may be unrealistic to expect that such CPSs will be captured ade-
quately as physical twins by single models; the architecture of the digital twin
will be more heterogeneous and layered. To support such a view, the authors
develop a formalised hybrid active object model and demonstrate the expres-
siveness of the approach. An interesting trade-off is identified between ease of
composition and support for simulation: two properties that are needed together
to support both analysis and prediction in the digital twin.

Four of the contributed papers examine the potential and the challenges of
model-based and formal techniques in realising the potential of digital twins in
specific industry sectors: construction, rail transportation, manufacturing and
agricultural robotics.

In the construction sector, model-based methods are beginning to bring real
benefits, through the use of Building Information Models (BIM). In [4], Li et al.
examine the potential of 4-dimensional BIM (BIM updated with real-time sen-
sor data from a construction site or building) as a basis for digital twins. In
particular, the paper illustrates how abductive reasoning can provide a basis
for checking conformance to construction safety codes. The authors note how
a consideration of the digital twin from a formal perspective leads to a need
for precision in often tangled concepts, such as building code formalisation and
building code execution. As with [7], codification of core concepts via an ontology
forms a key part of their approach.

Lecomte [3] reviews the classes of model and modelling activity in the rail
sector, pointing out that the heterogeneity of models in the industry results from
the diverse purposes for which models are constructed (such as specification,
validation, and certification) or the diversity of subjects being modelled (such
as signalling and rolling stock). Given the characteristics of the sector, Lecomte
concludes that a universal model or digital twin is unlikely to arise, but that
new analyses (such as performance improvement) or threats (such as that of
infrastructure cyber attack) might provide a motivator to develop digital twins
in the future.
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Matei et al. [5] recount experience in developing a digital twin for a manu-
facturing system with computational, physical and human elements. A notable
feature of this study is the combination of Virtual Reality with machine learning
in a manufacturing scenario where a human is collaborating with an assembly
workstation (usually a cobot). This includes quite advanced sensors enabling
detailed feedback from the human live.

In [1] Foldager et al. have taken the first steps towards exploiting multi-
modelling as the basis for a digital twin of an agricultural robot. The paper
demonstrates the co-simulation of dynamics using a multi-physics modelling
framework that allows modelling of comparatively low-level features such as
soil/surface interaction. In such an application, the discrepancies (in time as well
as value) between data reaching the twin and the twin’s predictions becomes a
significant aspect of the twin’s design.

3 Concluding Remarks

The contributions in this track make it clear that realising the considerable
potential benefits of digital twins for CPSs presents many challenges and oppor-
tunities for research and innovation. It is evidently not simply a matter of taking
heterogeneous design models and streaming data from a physical twin to iden-
tify discrepancies. Many other factors that have a significant impact on the
interaction between the physical and digital twins must be taken into account
systematically before one can consider the digital twin’s predictive functionality
to be sufficiently dependable. We look forward to the interdisciplinary research
that will be conducted over at least the next decade as digital twin technology
comes to deliver its promise in many fully independent domains.
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Abstract. Digital Twins (DTs) are revolutionizing Cyber-Physical Sys-
tems (CPSs) in many ways, including their development and operation.
The significant interest of industry and academia in DTs has led to var-
ious definitions of DTs and related concepts, as seen in many recently
published papers. Thus, there is a need for precisely defining different DT
concepts and their relationships. To this end, we present a conceptual
model that captures various DT concepts and their relationships, some
of which are from the published literature, to provide a unified under-
standing of these concepts in the context of CPSs. The conceptual model
is implemented as a set of Unified Modeling Language (UML) class dia-
grams and the concepts in the conceptual model are explained with a
running example of an automated warehouse case study from published
literature and based on the authors’ experience of working with the real
CPS case study in previous projects.

Keywords: Cyber-physical systems · Digital twins · Conceptual model

1 Introduction

Cyber-Physical Systems (CPSs) are complex interdisciplinary systems present in
many domains. With time, these systems are getting even more complicated due
to, e.g., ever-changing hardware, software updates, protocols, the increased use of
advanced artificial intelligence (AI) techniques, and highly uncertain operating
environments. As a result, advanced technologies such as digital twins (DTs)
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have been proposed to ensure correct development and dependable operation
throughout lifetimes of such CPSs.

However, DTs are not specific to CPSs and can be built for any living or
non-living thing. For example, there exists an initiative in the European Union
about building digital twins for life sciences1 and even building a digital twin of
the Earth (i.e., the Destination Earth (DestinE) initiative)2. In the context of
this paper, we focus only on DTs for CPSs. DTs for CPSs may share similarities
with DTs for other things, but may also differ. For instance, a DT built for an
ocean may be reused for various CPSs operating in the ocean such as subsea oil
production systems [6] and autonomous vessels [11].

DTs for CPSs have attracted huge interests in industrial and academic cir-
cles, as it can be seen by major companies promoting their digital twin plat-
forms (e.g., ANSYS3, Siemens4), and an increased number of scholarly publica-
tions [16,21,25]. Due to the increasing interest in DTs for CPSs, DTs and their
concepts have been emerging with various definitions. Though some recent papers
have started to unify the meaning of such concepts (e.g., [16,22,25]), due to several
similar publications appearing close to each other, they have resulted in another
set of definitions of DTs and their concepts. To this end, we present a conceptual
model for the purpose of unifying various DT concepts. In addition, in our con-
ceptual model, we made the effort to establish relationships among the concepts
and characterize important concepts such as DTs with their functionalities, matu-
rity level, and quality requirements. We developed our conceptual model as a set
of UML class diagrams. To explain the concepts, we used a running example of a
CPS case study from the logistics domain.

The rest of the paper is organized as follows. Section 2 presents the descrip-
tion of our running example. Section 3 introduces core concepts, while Sect. 4
describes more detailed concepts of a DT and its CPS. We discuss evolution
and uncertainty of DTs and their CPSs in Sect. 5 and their life-cycles in Sect. 6.
Finally, we present related work in Sect. 7 and draw conclusions in Sect. 8.

2 Running Example

To explain various concepts, we will use the running example of a CPS case
study, i.e., Automated Warehouse System (AWS), all throughout the paper to
explain the conceptual model. This AWS CPS case study has been used in our
previous works for assessing the definition of: a conceptual model for uncer-
tainty in CPSs [30], a UML state machine based methodology for modeling
uncertainty [29], a model-based testing framework for CPS testing under uncer-
tainty [28], a CPS product line modeling methodology [23], and an approach for
monitoring CPSs [15].
1 https://euroocs.eu/funding-opportunities/eu-fet-proact-eic-07-2020-digital-twins-

for-the-life-sciences/.
2 https://ec.europa.eu/digital-single-market/en/destination-earth-destine/.
3 https://www.ansys.com/products/systems/digital-twin.
4 https://www.plm.automation.siemens.com/global/en/our-story/glossary/digital-

twin/24465.

https://euroocs.eu/funding-opportunities/eu-fet-proact-eic-07-2020-digital-twins-for-the-life-sciences/
https://euroocs.eu/funding-opportunities/eu-fet-proact-eic-07-2020-digital-twins-for-the-life-sciences/
https://ec.europa.eu/digital-single-market/en/destination-earth-destine/
https://www.ansys.com/products/systems/digital-twin
https://www.plm.automation.siemens.com/global/en/our-story/glossary/digital-twin/24465
https://www.plm.automation.siemens.com/global/en/our-story/glossary/digital-twin/24465
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Fig. 1. Physical twin, digital twin, their connections and environments

AWSs can be used for diverse applications, such as in food industry for auto-
matically producing orders for supermarkets. An AWS system typically consists
of many different physical systems such as conveyor belts, sorting systems, and
cranes. An AWS usually has an accompanying supervision system, which is often
deployed on a cloud. This supervision system performs various operations such
as monitoring warehouses, taking actions in case of emergency situations, and
performing advanced analyses based on data collected from various warehouses.
This can be considered as the initial version of a DT for the AWS. We can
imagine that the DT can be extended with additional functionalities to reach
a higher level of maturity (see Sect. 4.2). In this paper, we describe our vision
towards this direction, and illustrate it with this running example.

3 Overview

In this section, we introduce basic concepts related to DTs. We introduce com-
mon concepts that have been used in different papers, as reported in the sys-
tematic literature review in [16]. Note that sometimes different terms have been
used in different papers to refer to the same concept. We will report the most
common term or, in any case, the one that we think is more representative.
Figure 1 reports the concepts we identified.

A central concept is Physical Twin (also called physical entity), representing
the physical artifact for which a DT has been built or is to be built. Examples of
physical twins include buildings, vessels, farms, and vehicles. In our context, we
particularly focus on CPSs, and we use the example of an AWS in this paper.
Various concepts related to the DT of AWS are listed in Table 1.
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A physical twin (PT) is characterized by a list of physical processes that
it performs (see Fig. 1). Different processes require different considerations by a
DT. Some are critical processes required to be monitored by the DT, while others
are non-critical and no attention is needed from the DT. Usually, the execution of
a monitored process produces a state change, which should be observed and dealt
with accordingly by the DT. A PT exists and lives/operates in a PT environment
that encompasses all the elements that can affect, in some way, its operation.
Examples are environmental conditions of the AWS such as temperature and
humidity in the warehouse. More detailed discussions about PTs are provided
in Sect. 4.1.

Digital Twin (also named virtual twin) is the central concept of the concep-
tual model we propose in this paper. A DT of a PT represents the digital and
live replica of the PT. The DT synchronizes with its PT, and performs different
functionalities. More detailed discussions about DT Functionalities are provided
in Sect. 4.2.

A DT interacts with a virtual environment (see Fig. 1), which is a replica of
the physical environment of its counterpart PT. Note that some of the aspects
of the physical environment may be unknown, and so the view provided by the
virtual environment is, by definition, partial. Please refer to Sect. 5 for more
detailed discussions on this. Having the virtual environment separated from the
DT is convenient, as this could be reused over different DTs (e.g., the virtual
environment of the warehouse could be used for the DT of a food production
and retail). Moreover, variations of the virtual environment could also be used
for prediction activities, to predict what could happen to the PT under possible
future (probably uncertain) environmental conditions.

Both the PT and the DT are characterized, at any given time point, by their
State (see Fig. 1). The twins operate by changing their states. The concept of state
change is particular relevant in this context, as the modification of the current
state of the PT could be used to trigger analyses implemented in the DT.

An important concept for the operation of the DT is the connection between
the twins. This is actually achieved through two different types of connec-
tions: PT-To-DT-connection and DT-To-PT-connection (see Fig. 1). PT-To-DT-
connection allows the DT to update its view of the state of the PT (e.g., the
positioning of stock and number of shelving units), i.e., transmitting such infor-
mation through the connection from the PT to the DT. In the opposite direction,
the DT-To-PT-connection allows the DT to trigger the evolution of the oper-
ating PT for, e.g., applying some mitigation actions. For instance, the DT of
an AWS might send a request to reboot one or more programmable logic con-
troller (PLCs) of an AWS system. Another example could be that the DT of
a smart building [10] could request its Heating, Ventilation, and Air Condi-
tioning (HVAC) system to turn down the temperature of some empty rooms,
as a shortage of electricity has been forecasted by a prediction model of the
DT. The connection can be established with the same connection means used
in the PT-To-DT-Connection. Additionally, the DT-To-PT-connection requires
that the PT provides actuators to apply changes decided by the DT. Note that
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the DT-To-PT-Connection could also be performed by a human operator who,
on the basis of the outcomes of the analyses performed by the DT, manually
modifies the PT. This is necessary when no digital connection can be estab-
lished, and/or the PT does not provide a way to be digitally controlled. For
instance, an operator of the DT of an AWS system might directly talk to an
onsite AWS operator to inspect a malfunctioning PLC in the warehouse. Alter-
natively, when the DT observes an anomaly of a PLC, the DT sends a signal
directly to the computer that a specific AWS operator is interacting with and
requests for manual inspection of the PLC.

The overall process of synchronization (in both directions) between the PT
and the DT is referred to as Twinning (see Fig. 1). The twinning is characterized
by the twinning rate, i.e., how often the synchronization takes place. In case of
(almost) real-time synchronization, the twins are always aligned. However, if the
twinning rate is non-negligible, there could be moments in which, for example,
the DT has an outdated view of the PT.

The type of information that is exchanged between the twins can be described
in terms of parameters, each characterized by a parameter type (see Fig. 1).
The number and the accuracy of these parameters define the fidelity of the
virtual representation. Indeed, despite the name twin, the DT is by definition an
abstraction of the PT. Increasing the number and accuracy of the parameters
allows to lower down the abstraction and, therefore, increase the fidelity of the
representation.

The running case study illustrating this part of the conceptual model is shown
in Table 1.

4 Physical Twin and Digital Twin

In this section, we present the conceptual models for characterizing PTs and
DTs.

4.1 Physical Twin

PTs, i.e., CPSs in our context, appear in many diverse domains, such as com-
munication, energy, healthcare, robotics, and transportation, as shown in enu-
meration CPS Application Domain in Fig. 2.

This classification was borrowed from the concept map of CPSs developed
by Lee et al. [2]. Also, based on the concept map, we characterize a CPS with
a list of properties such as being networked and/or distributed, being adaptive
(responding to its changing Physical Environment and requests from its DT) and
predictive (predicting changes in its Physical Environment), being intelligent in
terms of self-learning, understanding and perception, and/or being real-time.
Additionally, there are two other properties that are interleaved with these prop-
erties: uncertainty and evolution, which will be discussed separately in Sect. 5.

We would also like to acknowledge that there exist many conceptual models
for characterizing CPSs in the literature. In this paper, we tried to characterize



Understanding Digital Twins for Cyber-Physical Systems 59

Table 1. Running example for conceptual model – overview

Concept(s) Explanation

Physical Twin An AWS and its constituent systems such as sorters, cranes,
and conveyor belts

Physical Process A process to automatically create an order requested by a
supermarket, including various quantities of various items
such as breads and soda

Physical Environment Everything included in the operating environment of an
AWS (including humans), characterized with factors such as
the warehouse temperature

DT and DT
Environment

A digital replica of an AWS and its operating environment.
Such a replica may consist of several simulators integrated
with each other with the FMI standard [1] simulating the
physical environment of the AWS

DT Functionality Examples include monitoring an AWS, raising alarms in
case of emergencies, and predicting the time for the next
warehouse maintenance

DT-To-PT
Connection/PT-to-
DT Connection

Communication interfaces defined for transferring
information from sensors of the AWS to its DT. The DT
feeds back insights to the PT via actuators to intervene with
the physical processes of the AWS

Twinning The DT is synchronized with its AWS every half an hour,
for instance

State The current values of all the state variables of an AWS, its
constituent systems, and environment

State Change The change in the current values of all the state variables of
an AWS

Parameter Examples include values of the state variables of the sorter
system in an AWS being transferred from the AWS and its
DT

Table 2. Running example for conceptual model – physical twin

Concept(s) Explanation

CPS Application Domain The AWS CPS belongs to the
manufacturing domain

CPS Property The AWS CPS is a networked,
adaptive, and real-time system

CPSs at the minimum level as readers can refer to many available descriptions
of CPSs at the conceptual level such as the concept map presented by Lee et al.
[2] and the survey presented in [14].

The running case study illustrating this part of the conceptual model is shown
in Table 2.
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Fig. 2. Characterizing cyber-physical systems (CPSs)

4.2 Digital Twin

We first like to acknowledge that, in this section, we make the effort to charac-
terize DTs from several aspects that we think are important. Therefore, it is,
by no means, comprehensive. This part of the conceptual model is presented in
Fig. 3.

As shown in Fig. 3, a Digital Twin can be operated by human operators,
developed with specific DT platforms (e.g., GE Digital Twin5), supported by
a diverse set of technologies such as machine learning and artificial intelligence
(ML/AI), modeling and simulation techniques belonging to different paradigms
(e.g., numerical modeling, software and system modeling, co-simulation sup-
ported with Simulink and SysML), as shown in the enumeration Technology
Type of Fig. 3.

A DT is situated in its DT Environment (as discussed in Sect. 3), which
naturally requires a Data Management Infrastructure, as the DT needs to obtain
data from the PT at real time, analyze the data received at real time and also
historical data collected in the past, manage the data in terms of storing, sharing,
authorizing the access of data, and so on.

The essential component of a DT is its DT Model, which aims to virtually
represent a diverse set of aspects of its counterpart, i.e., the PT. As suggested
by Solomon W. Golomb in [12] decades ago: ‘Don’t limit yourself to a single
model, more than one may be useful for understanding different aspects of the
same phenomenon’. Considering that engineering a CPS is inherently multi-
disciplinary, a DT model, therefore, needs to be developed with modeling lan-
guages (e.g., SysML, Simulink, Modelica), methodologies and tools belonging

5 https://www.ge.com/digital/applications/digital-twin.

https://www.ge.com/digital/applications/digital-twin
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Fig. 3. Characterizing digital twins

to different modeling paradigms, some of which are shown in the enumeration
Modeling Paradigm Type of Fig. 3.

Fidelity is often used to characterize the degree to which a DT model imi-
tates the PT. High fidelity models are often required to infer properties of real
systems in the context of scientific modeling and simulations from the perspec-
tive of physics, for instance [18]. However, when a model already clearly serves
its purpose in an engineering context, it is often unrealistic and even meaning-
less to pursue a higher fidelity, which often requires significant amount of effort
and might result in low efficient models. Therefore, selecting suitable modeling
paradigms and capturing different modeling aspects at suitable levels of abstrac-
tions will lead to multi-fidelity DT models, as also discussed in [5].

A DT is intended for achieving one or more specific functionalities such
as real-time monitoring and control, predictive maintenance, scenario and risk
assessment (e.g., unknown or uncertain scenarios, what-if analyses), efficient and
informed decision making, and data/information visualization, as shown in the
enumeration DT Functionality Type in Fig. 3. Achieving these functionalities
requires the support of various technologies (shown in enumeration Technology
Type) and the achieved functionalities determine the maturity level of a DT. We
borrow the different DT maturity levels defined in [26] and present them as enu-
meration DT Maturity Level in Fig. 3. The first two levels offer supervision via
monitoring and manual control of the operation of the PT, respectively. At the
third level, the DT can simulate the PT’s behavior to provide a stronger decision
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support for the design and operation of the PT. Such decision support is fur-
ther enhanced by benefiting from machine learning (ML) and advanced artificial
intelligence (AI) techniques to automate decision support with minimal human
intervention, to achieve the intelligent and autonomous maturity levels.

Same as for other software systems, a developed DT should be verified against
a list of quality requirements such as security, safety, performance, reliability, and
trustworthiness, as shown in the enumeration DT Quality Requirement in Fig. 3.
For example, as shown in Fig. 1, a DT is bidirectionally connected with its corre-
sponding PT to support Twinning, i.e., transferring data of parameters between
twins at runtime through the established connections. Therefore, in certain appli-
cation contexts (e.g., healthcare), a particular care should be taken to ensure no
leaking of sensitive information (e.g., patient personal medical profiles).

A DT may be composed of a set of other DTs of the same or different types
(DT Aggregation in Fig. 3). This is because a complex CPS might be composed of
different components, which are developed or operated with their own DTs. For
example, an AWS might have a set of aggregated DTs corresponding to various
subsystems (e.g., automated material handling systems, warehouse management
and execution systems) for dealing with different physical processes. A better
example is presented in [9], where two connected digital twins are suggested
for the trauma management: managing the physical process of the pre-hospital
phase with one DT, and the physical process of managing the trauma inside the
hospital with another DT, as reported in [9].

A DT often needs a Human-Machine Interface (HMI), which can be of vari-
ous types and developed with different technologies such as Augmented Reality
(AR)/Virtual Reality (VR), Natural Language Processing (NLP) enabled com-
munication between humans and machine via voice, hand gesture-based control,
or simply a control panel with or without a touch screen, as represented in enu-
meration HMI Type in Fig. 3. HMI is important for DTs because being fully
autonomous (without human intervention, having the DT Maturity Level being
the highest, i.e., autonomous) is not realistic in a lot of application contexts;
therefore, operating DTs will be highly dependent on human interactions and,
consequently, their designs need to take care of the human-in-the-loop aspect by
selecting and applying appropriate HMI techniques. Dependent on the design
of HMI, additional devices might need to be introduced to DTs, represented as
concept DT Device in Fig. 3. A relevant work is presented in [13], where the
authors proposed to enhance the capability of DTs with VR in the context of
manufacturing Cyber-Physical Production System.

The running case study illustrating this part of the conceptual model is shown
in Table 3.
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Table 3. Running example for conceptual model – digital twin

Concept(s) Explanation

Human-Machine
Interface

The HMI of the DT of an AWS can come in different shapes, for
instance, designed to have a touch screen

Data Management
Infrastructure

The DT can use various data management infrastructures which can
be cloud-based solutions or in-house data centers

DT Aggregation It is realistic to develop a DT that is an aggregation of a set of DTs,
which corresponds to various subsystems of an AWS such as
automated material handling systems and warehouse management and
execution systems

DT Platform Existing platforms for developing DTs can be used

DT Human
Operator

DT operators monitor the operation of the AWS through the provided
HMI, identify potential improvements to the AWS operation, and
intervene with its operation when needed, with the help of data
analytic of the DT

Technology Different sensors attached to monitor the surface of conveyor belts in
an AWS. Such sensors help to determine when to clean the surface of
the conveyor belts

DT Quality
Requirement

The DT and the AWS are connected through internet; therefore, any
unauthorized access to the DT should be prevented

DT Maturity
Level

The DT of the AWS provides supervision facility and allows running
simulations to assess the performance of the operational AWS

DT Model and
Modeling
Paradigm

The DT of an AWS can consist of various hardware models of various
systems (e.g., sorters), in Simulink for instance. In addition, the
environment of the DT of the AWS can be modeled with numerical
models. Moreover, the warehouse management process can be modeled
with Petri Nets

Fidelity Depending on what functionalities a DT implements, the DT model
might have different fidelity levels. For instance, 3D model of high
fidelity is often used to allow users to visualize certain pallets in the
warehouse and help operators to have an overview of the warehouse
such that the operators might identify opportunities to improve stock
placement and picking processes. Such a high fidelity model is however
inappropriate for visualizing goods quantities, and data visualization
techniques such as customizable charts and tables might better serve
the purpose

5 Evolution and Uncertainty

As previously discussed, we consider evolution and uncertainty as two important
aspects to be considered when developing, operating and maintaining DTs and
CPSs. Therefore, in this section, we provide our vision and call for contributions
on these two aspects.
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Fig. 4. PT and DT evolution

5.1 Evolution

An intelligent PT naturally evolves during its operation by constantly interacting
with its physical environment (probably partially known at a given time point),
humans and its DT, which we call PT Evolution (Fig. 4).

Consequently, a DT also naturally evolves when it interacts with the virtual
environment (probably presenting a partial view of the physical environment as
this is partially known at a given time point), and continuously receives data
from its PT, i.e., DT Evolution. As shown in Fig. 4, PT Evolution triggers DT
Evolution, and vice versa.

Specifically, DT Evolution is often triggered in the following situations:

– The PT evolves as a result of a software update or replacement of a hardware
component, etc., which consequently triggers the evolution of the DT;

– The DT needs to be evolved to accommodate a new DT Functionality ;
– The DT needs to be evolved to refine the DT Model when more data from

the PT becomes available and more information becomes available during its
interactions with the virtual environment and human operators via HMI;

– An adaptive and autonomous DT self-evolves when its operating environment
changes, through its implemented self-configuration mechanism for instance.

PT Evolution is often triggered in three situations:

– The upgrade or replacement of its own software and hardware components;
– Configurations from human operators or the DT received during its operation

and maintenance;
– Self-adaptation or self-configuration implemented in an adaptive and/or

autonomous physical twin.
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Fig. 5. Characterizing uncertainty

Therefore, this situation is an instance of co-evolution of two intelligent sys-
tems. Particular designs of the twins themselves and the twinning between them
are needed to cost-effectively accommodate such co-evolution, which, to the best
of our knowledge, has not received sufficient attention probably because applying
DTs to empower CPSs is still at its early stage.

5.2 Uncertainty

In the last decade, uncertainty, especially external uncertainty in the open and
operational environment in CPSs (e.g., [3,29]) and self-adaptive systems (e.g.,
[19,20]), has attracted a lot of attention because uncertainty is an unavoid-
able feature of such systems. Properly dealing with uncertainty in DTs and
CPSs is especially critical, considering the increasing complexity in terms of the
scales of the digital and physical twins, network communications within and
between the twins, and/or deployed ML/AI algorithms in both of the twins, and
their ever-changing and open operating environment. Therefore, as presented in
enumeration Place of Uncertainty in Fig. 5, different places of the digital and
physical twins, the twinning between them, their respective environments, inter-
actions with humans, and even data/information transferred collected by the
twins and transferred across the twins, all possibly contain uncertain informa-
tion. Therefore, uncertainty is yet another dimension that significantly increases
the complexity of engineering both DTs and CPSs.

There exist related works on specifying, modeling and measuring/quantifying
uncertainty in the context of CPSs. For example, Zhang et al. [30] proposed a
conceptual model (named U-Model) to understand and characterize uncertainty
and its associated concepts from the angle of software engineering and espe-
cially model-based engineering. Later on, Zhang et al. also instantiated U-Model
for specifying system requirements as use case models [31] and for modeling
uncertainty by extending standard UML state machine notations [29]. Along
the same line, in the context of dynamically adaptive systems, Betty et al. [8]
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Table 4. Running example for conceptual model – evolution and uncertainty

Concept(s) Explanation

PT
Evolution

The introduction of a new sorter hardware to the AWS

DT
Evolution

New and high quality sensors are added to monitor the
surface of the sorter systems

Uncertainty The AWS system sometimes stops without any obvious
reason, which requires manual restart of the AWS. This is
an example of uncertainty in the PT. The network
connection between the DT and PT might get lost
occasionally, which should be considered as a kind of
uncertainty in the connections between the DT and the
PT. There might be uncertainty in DT-recommended
warehouse maintenance strategies

proposed RELAX [8] to support uncertainty specification and analysis. Later
on, FLAGS [4] was proposed for enabling the specification of adaptive goals.
To support decision making under uncertainty, various methodologies have been
proposed for testing CPSs under uncertainty [7,28], etc.

Though these related works have built the foundation for developing
uncertainty-aware solutions in the context of engineering DTs for CPSs, it lacks
systematic solutions going from uncertainty specification, modeling and analysis,
design and development of solutions to support decision making under uncer-
tainty, all the way down to uncertainty-wise verification and validation, as shown
in enumeration Uncertainty-aware Activity in Fig. 5. Especially during its oper-
ation, the DT constantly receives data from its corresponding PT, which can
be used to discover (previously) unknown information from these received data
and, consequently, make more informed decisions. It is expected that specific DT
functionalities are hence needed to elegantly deal with uncertainties that may
exist or occur in different places (enumeration Place of Uncertainty in Fig. 5).

An instantiation of the running case study for these conceptual models is
shown in Table 4.

6 Life-Cycle

A DT co-exists with its counterpart and it is expected to support the full life-
cycle of its PT. As a complex system itself, a DT has its own development
life-cycle. As shown in Fig. 6, inspired by the concept model developed by Lee et
al. [2], we consider that both the life-cycles of a DT and its PT are composed of
a list of essential activities, captured in enumeration Essential Activity Type. We
acknowledge that there exist standards and methodologies (e.g., ISO/IEC/IEEE
15288) for developing CPSs, but we are not aware of any standard or method-
ology for developing DTs.
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Fig. 6. DT and PT life-cycles and essential activities

In addition, to support a CPS development and operation through a DT,
a fundamental research question is: how to coordinate the life-cycle of the DT
with the life-cycle of its counterpart CPS? Below, we list three such DT and
CPS dual life-cycle options (with in total five different settings):

Option 1: CPS and DT do not exist. This is the typical case when a very
complex and safety-critical CPS (e.g., an entirely new smart hospital) need to be
built, and the usage of a DT is chosen to strengthen, for instance, the safety and
the performance of the CPS. There are three settings for this option: 1) Building
a CPS and its DT together right from scratch; 2) Starting with building a CPS,
and, at a later point in time, starting the development of the DT and aligning
its development with its CPS); 3) Starting with building a DT for a CPS, and
later introducing the development of the CPS itself, with the DT that has been
(partially) developed as the basis.

Option 2: DT exists. It starts developing a CPS from an existing DT. This
is the typical case that can occur in product lines, i.e., a DT DT 1 has been
developed in the past for a product p1, and the DT DT 2 for another new product
p2 is derived by extending DT 1 (reasoning on the similarities and differences
between p1 and p2).

Option 3: CPS exists. It builds a DT for an operational CPS to better sup-
port its operation and maintenance. This case happens when the CPS has been
developed in the past, but further requirements on its operation have emerged. If
its re-engineering is not feasible, the development of a DT can be a cost-effective
solution.

Rigorous methodologies are needed to guide the development of a DT and
coordinate with the development life-cycle of the counterpart CPS. Also, the
Twining Process (see Fig. 1) brings another layer of complexity to the dual devel-
opment life-cycles of the twins. We also acknowledge that developing the twins
is naturally a highly iterative process due to their complex nature.

The running case study illustrating this part of the conceptual model is shown
in Table 5.

7 Related Work

Jones et al. [16] presented a systematic literature review of 92 digital twin pub-
lications and identified a list of concepts such as physical entity, virtual entity,
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Table 5. Running example for conceptual model – life-cycle

Concept(s) Explanation

Life-cycle of PT The AWS system is in the operational phase

Life-cycle of DT The DT is in the operational phase

Activity The development of an AWS and its corresponding DT often
requires to go through some of the phases defined in
enumeration Essential Activity Type shown in Fig. 6

fidelity, and twining. In our paper, we constructed the conceptual model pre-
sented in Fig. 1 based on the review results of this paper. The authors of the
paper also presented a list of future directions and research gaps. For example,
they discovered that the majority of the works studies have put their focuses
on the implementation phase of the DT life-cycle and insufficient attention has
been given to the early phases of the DT life-cycle. In addition, the majority of
identified use cases of DTs are manufacturing-related, and talk about simula-
tion modeling, optimization, and data management. Similarly, another literature
review was presented by Josifovska et al. in [17], which defines concepts similar
to those of Jones et al. [16].

Negri et al. [21] conducted a literature review of 26 publications to answer
two questions: how DTs are defined in the literature and what is the role of
a DT in Industry 4.0. The authors concluded that: (1) the scientific literature
is still immature as the studied literature mostly refers to different definitions
of DTs; and (2) in the manufacturing industry, it is relevant to define a DT
as a virtual counterpart (a digital representation) of a physical device, which
is augmented/updated/synchronized with data continuously from the physical
object, to support decision making and predictive maintenance.

Tao et al. [24] presented their vision of engineering DTs for CPSs of the
manufacturing domain, by providing a mapping between the physical and digital
worlds, and a hierarchical structure that divides CPSs and DTs into three levels:
the unit, system, and system of systems (SoS) levels. In this structure, DTs are
connected to their corresponding CPSs at every single level. For instance, a
unit-level DT is actually a model of a physical object specifying its geometric
shape, identity, operating status, and even its high-fidelity visual simulation. A
system-level DT is an integration of the models constructed at the unit level. In
addition, the system-level CPS and DT share the same architecture. For instance,
an aircraft is composed of various components (e.g., engines, wings), each of
which has a DT. An SoS-level DT is simply the integration of the system-level
DTs. This structure naturally implies the development life-cycle of going from
the unit-level to the SoS-level, which is the same for both CPSs and DTs. The
authors also explicitly say that they consider CPSs and DTs as conceptually
similar in smart manufacturing, and the key difference is that DTs are more
concerned about models and data.
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Rasheed et al. [22] also presented a literature review of methodologies and
techniques for constructing DTs with the aim of identifying values of apply-
ing DTs (e.g., supporting what-if analysis and informed decision making), their
application domains (e.g., health, meteorology, and manufacturing), and cur-
rent challenges (e.g., large-scale data fusion, data security, and real-time sim-
ulations). In addition, the paper also discussed enabling technologies such as
physics-based modeling, data-driven modeling, big data and IoT technologies,
and human-machine interface.

Xiaodong et al. [27] reviewed the use of DTs for Prognostics and Health
Management (PHM) in the literature. They identified that, in this context, the
main functionalities of a DT are (i) keeping historical data about the PT, (ii)
monitoring its health and performing fault diagnosis, (iii) devising an efficient
maintenance schedule for the PT, and (iv) allowing testing in a virtual environ-
ment to avoid damages to the PT occurring from destructive tests. The concepts
are illustrated with a high-speed train electric multiple unit.

Boschert and Rosen [5] focused on the simulation aspects of the DT. Apart
from common concepts also presented in other papers, the authors underline the
importance of selecting the suitable abstraction of the model for the problem
to be solved, as having unnecessarily too-detailed models can lead to scalability
issues. Moreover, they underline that the simulation facilities of the DT make
it suitable to be used along all the life-cycle of the physical twin, not only in
operation. In the design phase, for example, the models that are created for
building the system are a first foundation of the DT itself.

8 Conclusion

Digital twins (DTs) for Cyber-Physical Systems (CPSs) aim to improve the cur-
rent practice of developing and operating CPSs. The increased interest in DTs for
CPSs have resulted in various definitions of DTs and their associated concepts.
Thus, in this paper, we presented a conceptual model of different DTs concepts
and their relationships based on the published literature. Moreover, concepts are
also explained with a running example. The conceptual model serves as the first
step towards providing a unified meaning of various DT concepts in the CPS com-
munity. In addition, we acknowledge the needs of developing systematic solutions
for dealing various uncertainties in the development and operation of both CPSs
and their DTs, and their co-evolution. We also encourage more research activities
on designing dual lifecycles of engineering DTs and CPSs.
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20. Moreno, G.A., Cámara, J., Garlan, D., Klein, M.: Uncertainty reduction in self-
adaptive systems. In: Proceedings of the 13th International Conference on Software
Engineering for Adaptive and Self-Managing Systems, pp. 51–57 (2018)

21. Negri, E., Fumagalli, L., Macchi, M.: A review of the roles of digital twin in CPS-
based production systems. Procedia Manuf. 11, 939–948 (2017). https://doi.org/
10.1016/j.promfg.2017.07.198

22. Rasheed, A., San, O., Kvamsdal, T.: Digital twin: values, challenges and enablers
from a modeling perspective. IEEE Access 8, 21980–22012 (2020)

23. Safdar, S.A., Yue, T., Ali, S., Lu, H.: Evaluating variability modeling techniques
for supporting cyber-physical system product line engineering. In: Grabowski, J.,
Herbold, S. (eds.) SAM 2016. LNCS, vol. 9959, pp. 1–19. Springer, Cham (2016).
https://doi.org/10.1007/978-3-319-46613-2 1

24. Tao, F., Qi, Q., Wang, L., Nee, A.: Digital twins and cyber–physical systems toward
smart manufacturing and Industry 4.0: correlation and comparison. Engineering
5(4), 653–661 (2019). https://doi.org/10.1016/j.eng.2019.01.014

25. Tao, F., Zhang, H., Liu, A., Nee, A.Y.: Digital twin in industry: state-of-the-art.
IEEE Trans. Ind. Inform. 15(4), 2405–2415 (2018)

26. Wagg, D.: Asset Management using the Digital Twin concept. https://www.
thefuturefactory.com/blog/26. Accessed 4 Sept 2020

27. Xiaodong, W., Feng, L., Junhua, R., Rongyu, L.: A survey of digital twin technol-
ogy for PHM. In: Jain, V., Patnaik, S., Popentiu Vlădicescu, F., Sethi, I.K. (eds.)
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H. (eds.) ECMFA 2016. LNCS, vol. 9764, pp. 247–264. Springer, Cham (2016).
https://doi.org/10.1007/978-3-319-42061-5 16

31. Zhang, M., et al.: Specifying uncertainty in use case models. J. Syst. Softw. 144,
573–603 (2018)

https://doi.org/10.3390/s150304837
https://doi.org/10.3390/s150304837
https://doi.org/10.1016/j.promfg.2017.07.198
https://doi.org/10.1016/j.promfg.2017.07.198
https://doi.org/10.1007/978-3-319-46613-2_1
https://doi.org/10.1016/j.eng.2019.01.014
https://www.thefuturefactory.com/blog/26
https://www.thefuturefactory.com/blog/26
https://doi.org/10.1007/978-981-13-9406-5_48
https://doi.org/10.1007/978-981-13-9406-5_48
https://doi.org/10.1016/j.jss.2019.03.011
https://doi.org/10.1016/j.jss.2019.03.011
https://doi.org/10.1007/s10270-017-0609-6
https://doi.org/10.1007/978-3-319-42061-5_16


Uncertainty Quantification and Runtime
Monitoring Using Environment-Aware

Digital Twins
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Abstract. A digital twin for a Cyber-Physical System includes a sim-
ulation model that predicts how a physical system should behave. We
show how to quantify and characterise violation events for a given safety
property for the physical system. The analysis uses the digital twin to
inform a runtime monitor that checks whether the noise and violations
observed fall within expected statistical distributions. The results allow
engineers to determine the best system configuration through what-if
analysis. We illustrate our approach with a case study of an agricultural
vehicle.

1 Introduction

We engineer a Cyber-Physical System (CPS) using separate models for its dif-
ferent parts [9,13,16,27,32]. If we use different formalisms, then this is a multi-
model and we must use the corresponding support tools in coordination. In
particular, we must connect the different simulation tools in a co-simulation. A
co-simulation is a generalised form of simulation where different simulation tools
are coupled together (see [14,19] for an introduction to the topic).

Typically, we use multi-models only in the engineering phase of the CPS in
question (e.g., as in the V-process [31]). Recently, we have been reusing multi-
models as digital twins after deploying the CPS (see [10]). We stream sensor
and actuation signals from the CPS (the physical twin) to the multi-model co-
simulation (the digital twin). We then predict how the physical twin should
behave. However, the predictions can never be 100% accurate. This is because
the multi-models cannot capture the full detail of physical reality: the sensor
data is noisy and sampled at a finite frequency; the numerical solution of the
multi-models is an approximation; and the environment for the physical twin
may be different from the one used for prototyping.

An important practical question is: how large can these discrepancies be
before we judge that the CPS is no longer behaving as we intended? We cannot
c© Springer Nature Switzerland AG 2021
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Fig. 1. The necessary components of a CPS operating in its environment.

hope to answer this question in general, as it depends on the CPS, the level of
detail of the multi-models, and the properties of the CPS that we are interested
in. However, we can provide tools and methods that make it easier to specify
allowed discrepancies.

In this paper, we try to answer the above question based on a case study
representing an agricultural vehicle. The data used is simulated data, but repre-
sentative of the real system. The reproducibility code for the results can be found
in [15]. This work is a stepping stone towards bridging numerical and statistical
simulation techniques with the runtime monitoring and verification field, where
important techniques have been developed to synthesise monitoring algorithms
[2,5,8]. We show how, by embedding noise into the model of the system, we
may understand how that noise impacts the system’s behaviour (e.g., are safety
boundaries still respected?), and devise a runtime monitor that checks whether
the noise observed in practice still corresponds to the modelled noise. When this
condition is not observed, actions need to be taken to ensure that the system
continues to operate correctly.

After this introduction, Sect. 2 motivates the need to operate with tolerances
in a digital twin context. Afterwards Sect. 3 presents a case study with an agri-
cultural vehicle. Finally Sect. 4 discusses how it is possible to talk about safety
in the presence of statistical inaccuracies and provides a few concluding remarks
and points towards the future work we wish to carry out.

2 The Need for Digital Twins and Tolerance

A simplified1 representation of a CPS is depicted in Fig. 1. It comprises a digital
component that controls a physical asset operating in some environment. In order
to study the behaviour of the CPS, having a good model of the environment is
as important as having a model of both the digital and the physical component,
as the environment affects the behaviour of both.

As stated in Kritzinger et al. [18] and Tao et al. [30], a digital twin can be
used to monitor the conformance of the real CPS to these models, and possibly
affect the real CPS when such conformance is violated.
1 In practice, there may be many sub-components of each of the controller, plant, and

environment, elements, and they may have complex interactions.
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Here we define the digital twin as the system that ensures the correct func-
tioning of the system, aptly named the physical twin. For some systems, the
digital twin can be realised with sensory data directly. For more complex sys-
tems, a combination of state estimators, data fusion algorithms, and numerical
simulation, might be required to get a more comprehensive state of the system.
As a simple example, suppose we want to monitor the torque acting on an elec-
trical agricultural vehicle’s wheels. The digital twin can read the current on the
motor of each wheel. It measures this from sensory data. If the digital twin has
a well-calibrated torque constant, then the torque is just the multiplication of
the torque constant by the current measured.

Discrepancies between the values observed from the system and the values
computed by the digital twin may occur for the following reasons:

1. Sensor data represent delayed discrete samples of the system;
2. Sensors (and actuators) have inaccurate and noisy readings.
3. The models used by the digital twin (e.g., used to derive data) do not fully

represent the physical twin.
4. There are processing delays in the digital twin.

The statistician George Box is famous for the quote: “All models are wrong,
but some are useful” [3]. This is sometimes used as an excuse for bad models,
but that is not what Box meant. Box clarifies this: “Remember that all models
are wrong; the practical question is how wrong do they have to be to not be
useful?” [4]. The same question applies to discrepancies between digital twin
and the system.

To give an example, suppose we need to check whether the physical twin satis-
fies some safety property. In the face of uncertainty of noisy sampled sensor data,
how do we know that a violation is not a false positive? Or that a non-violation
is a real non-violation? These questions highlight the need to incorporate noise
models, which can be considered environment models, into the digital twin, and
monitor whether those noise models correspond to the noise observed in practice.

If we successfully address the above questions, we can use the detection of
violations for:

– Switching system operation to a fail-safe mode (as in Mitsch et al. [24]).
– Alerting human operators.
– Triggering a recalibration of the digital twin in a tracking simulator (e.g.,

[20,23,25]) (if the violation represents a change in the environment).
– Triggering maintenance activities (if the violation represents a change in the

system’s components, e.g., due to wear and tear).
– Triggering root-cause analysis [28] (e.g., by running multiple simulations with

varying parameters that try to explain the violation observed).

3 The Agricultural Vehicle Case Study

Autonomous agricultural systems are a prime application domain for digital twin
technology. They are complex systems working in remote environments with a
high degree of intrinsic uncertainty.
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As example of the need to monitor these vehicles, consider the following.

Example 1. The speed controllers on the wheels of an agricultural vehicle are
tuned such that, for a particular static and viscous friction profile, they quickly
settle on the speed that is commanded by the user. This is highly beneficial not
just from a safety point of view, but also because it enables the use of path plan-
ning and job scheduling algorithms that rely only on kinematic2 models. With
wear and tear, manufacturing variability, unexpected operating temperatures,
etc., the friction profile used to tune the speed controller becomes outdated.
This makes the controllers perform poorly, and may invalidate the kinematic
models used for planning.

Monitoring alleviates the problem highlighted in Example 1 by, e.g., measur-
ing the current drawn and speed of the motors to detect when the controllers
have deviated from the original behaviour (obtained through simulations and
initial experimentation with the system). We must tolerate certain deviations
because they might be due to noisy current measurements. We can specify a
threshold as a function of the uncertainty in current measurements. Deviations
that exceed the threshold trigger one of the following actions:

1. Alert human operators to lubricate the joints of the vehicle (i.e., change the
physical system to match the kinematics).

2. Alert human operators to re-tune the controller parameters (i.e., calibrate
the controller’s models of friction).

3. Recalibrate the kinematic models, finding new acceleration and speed profiles.

Each of the above actions has a different impact in the operations of the vehicle.
For instance, option (3) invalidates all prior path planning and optimisation
results.

We now show two analyses to quantify the uncertainty in the measurements
of the physical system. The first analysis is a well known Montecarlo simulation,
which consists of running several simulations, with noise drawn from statisti-
cal distributions that characterise the environment of the system. The second
consists of combining what-if analysis with Montecarlo co-simulations. It enables
designers to understand which noise sources have the biggest impact in the safety
of the vehicle. Both analyses use models of the system environment (in this case,
the noise).

We introduce a simple agricultural vehicle and derive its kinematic and con-
troller equations. We can generalise the analysis described here to the more
complex system described in Foldager et al. [11] and Macedo et al. [22].

2 Some terminology. Kinematics is the space of all possible configurations of a system
at one time without considering the forces acting on the system. For example, invari-
ants between state variables that follow from conservation laws. Dynamics is how
configurations change as a function of time, due to the forces acting on the system.
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3.1 Vehicle Kinematics

We derive simple kinematic equations for the agricultural vehicle. We consider
it to be a bicycle model3 with front steering and centre of gravity at the centre
of the rear axis. For a more general derivation see Rajamani [26, Section 2.2].

Figure 2 gives a diagram of the agricultural vehicle, inspired by Alur [1]. The
vehicle has four wheels, two at the back that have a fixed direction and two at
the front that the driver can steer towards the left or the right. We define the
vehicle’s current position to be the centre of the rear axle (x , y). The distance
between the front and back axles is Lm. The vehicle is moving forward at a speed
of v ms−1. The front wheels are at an angle of θ◦ to the frame of reference (the
x -y axes in the diagram). The driver has turned the front wheels to the right
by an angle of δ◦. Because of its steering geometry, this is causing the vehicle
to follow a circle with the origin at point C . We determine the centre of the
turning circle by producing two lines, one following the rear axle and the other
following the front axle rotated clockwise by the steering angle δ.4

We deduce some facts about the vehicle’s motion. The geometric interpreta-
tion of the derivative of a function f (x ) at x = x0 is the slope of the graph of f
at that point. This is defined to be the slope of the tangent line to the graph at
x0.5 Thus, by definition we have:

dy
dx

= tan θ

=
{

by the chain rule of differentiation:
dy
dt

=
dy
dx

· dx
dt

}

dy/dt
dx/dt

= tan θ

= { changing from Leibniz’s notation to Newton’s for conciseness }
ẏ/ẋ = tan θ

3 The term “bicycle model” is used because the equations assume that the angle of
each front wheel is the same, as happens with vehicles that have only one front
wheel. In practice, the angle between the two front wheels differs and the difference
is proportional to the distance between them (as in Ackermann steering geometry).

4 We assume that the vehicle moving at a constant speed describes a circle about its
forward travelling frame of reference. In reality, steering is more complicated than
this. It depends on whether the vehicle is front or rear-wheel driven; whether the
front or rear-wheels steer the vehicle; what particular steering geometry is present;
what the tyre characteristics are; and whether there are differential axles. A stan-
dard configuration is for the vehicle to have front-wheel steered driving wheels with
Ackermann steering geometry (Zhao et al. show how to derive this geometry in a
mechanical engineering setting [33]). This approximates idealised steering along a
circular arc.

5 More formally, it is the limit of the secant lines through (x0, f (x0)) and nearby points
(x , f (x )) as x approaches x0. For the tangent line to be well-defined, the graph of f
at x0 must be continuous. The tangent line must not be vertical: a vertical line is
not a function and so does not have a slope.
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Fig. 2. Agricultural vehicle.

= { trigonometry: tan θ = sin θ/ cos θ }
ẏ/ẋ = sin θ/ cos θ

= { arithmetic }
ẏ cos θ = ẋ sin θ

This equation is satisfied by ẋ = cos θ and ẏ = sin θ and their scalar multiples,
which correspond to the vehicle’s velocity v . That means ẋ = v cos θ and ẏ =
v sin θ.

Now we want to find the angular speed of the vehicle. The angle between the
lines that meet at C is also δ. The distance between the centre of the axle and
C is ρ (see Fig. 2). Therefore,

tan δ = L/ρ

= ρ = L/(tan δ)

The vehicle follows a circular path. Suppose that the vehicle travels s metres
along its circular trajectory and s is half the distance it takes to intersect the
y = x axis again. Given that θ is the angle subtended by this arc, identical
to the one measured at the centre of the rear axle, and ρ is the radius of this
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circular trajectory, then we have s = ρ θ. This comes directly from the formula
that relates degrees of arc and radians: angle θ =

s
ρ

radians. Now calculate:

s = ρ θ

⇒ { differentiate both sides (assumption: monotonic functions) }
ds
dt

=
d(ρ θ)
dt

= { constant circle radius ρ }
ds
dt

= ρ
dθ

dt

=
{

replacing linear velocity
ds
dt

= v and angular velocity
dθ

dt
= θ̇

}

v = ρ θ̇

To summarise, the kinematic equations of our simplified vehicle are:

ẋ (t) = v(t) cos θ(t)
ẏ(t) = v(t) sin θ(t)

θ̇(t) = (v/L) tan δ(t)

(1)

where the controlled inputs are t and δ(t), and the initial values for the states
x , y , θ are known.

3.2 Controller

To keep the explanation simple, we develop a controller whose purpose is to
drive the vehicle in a straight line, in the x direction with a constant speed.

Given a position (x , y) and orientation of the vehicle θ, the controller com-
putes δ and v that get the vehicle closer to the intended y coordinate ytarget = 0
and orientation θtarget = 0, as follows:

δerror(t) = −(ktθ(t) + kpy(t))

δ(t) =

⎧⎪⎨
⎪⎩

δmax if δerror(t) > δmax

−δmax if δerror(t) < −δmax

δerror(t) otherwise

v(t) = 1

(2)

where kt > 0 and kp > 0 are tunable constants and δ represents the steering angle
limited by the maximum steering wheel angle, represented by δmax . Figure 3
shows an example solution of the closed (no inputs) system formed by putting
together Eqs. (1) and (2).
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Fig. 3. Example simulation where vehicle starts 1m away from the straight line (right),
and with wrong orientation (left). As can be seen, the controller corrects this (saturating
δ initially) and settles the vehicle in the straight line after a few seconds. Here, the
parameters kt = kp = 1, and theta and delta correspond to θ and δ.

3.3 Deployed System

The system of equations derived so far in Eqs. (1) and (2) does not reflect the
actual deployment of the system. This is because: (i) the deployed controller will
sample the position and orientation of the vehicle every H > 0 seconds; and (ii)
there is noise in the sensor measurements of x , y , θ and in the actuators v , δ.

To represent the sampled system, we note that, between samples, the actu-
ation of the controller is constant, and the only continuous behaviour is the
vehicle’s. In the time interval τ ≤ t < τ + H , the system’s motion is given by
Eqs. (1) and (2) with the difference that the vehicle speed and steering angle
are kept constant throughout the interval, and are computed according to the
orientation and position of the vehicle at the beginning of the interval:

ẋ (t) = v(τ) cos θ(t)
ẏ(t) = v(τ) sin θ(t)

θ̇(t) = (v(τ)/L) tan δ(τ)

(3)

where the initial state values x (τ), y(τ), θ(τ), are given, and δ(τ), v(τ) are com-
puted as in Eq. (2) (or Eq. (4) if there’s noise) from the initial state values. Note
that throughout the interval, θ̇(t) is constant.

The behaviour of the system is computed in a co-simulation involving the
controller and the vehicle kinematics as follows:

1. At time t = τ , the controller gets the values for position and orientation from
the sensors, calculates the steering wheel angle and speed, and sets those
values through the actuators.

2. We use a numerical solver to solve Eq. (3) in the interval τ ≤ t ≤ τ + H .
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Fig. 4. Results of the co-simulation using the controller with noise (Eq. (4)) and the
system dynamics in Eq. (3). The noise terms are drawn from statistical distributions.
The communication step size H = 0.1 seconds.

3. At the end of the interval, when t = τ + H , the controller gets new values
for position and orientation from the sensors, recalculates the steering wheel
angle and speed, and sets those values through the actuators (this is Step 1
for the new interval τ + H ≤ t ≤ τ + 2H ), and the cycle is repeated.

To account for noise, we introduce noise terms by reformulating Eq. (2) as follows:

δerror = −(kt(θ + εθ) + kp(y + εy)) + εδ

δ =

⎧⎪⎨
⎪⎩

δmax if δerror > δmax

−δmax if δerror < −δmax

δerror otherwise

v = 1 + εv

(4)

We assume that the noise terms introduced are constant during the continuous
evolution of the system’s kinematics, but may change at each control execution
cycle. The system behaviour is computed by the same co-simulation algorithm
as described above, except when the controller computes δ, v , it does so using
new values for the noise terms. The values for these terms can be taken from
a statistical distribution. They will perturb the system and cause deviations on
its correct behaviour, even when the vehicle starts in the target position and
orientation. The simulation results in Fig. 4 illustrate an example.

3.4 Statistical Analysis

In the previous subsections, we derived a simple model of how the deployed agri-
cultural vehicle behaves. In the following subsections, we introduce the statistical
analysis used to quantify the uncertainty of the vehicle’s behaviour with respect
to the uncertainty in the environment of the vehicle. The methods we introduce
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here can be applied automatically for different parametrisations of the system,
and therefore they can be used to guide design choices and parameter tuning.

To illustrate the importance of these analyses with respect to safety, suppose
that we wish the system to always stay within a maximum distance of the center
of road.

∀ t ,Y (t) < ymax (5)

where Y denotes the trace of y coordinates of the system, and ymax is a constant
reflecting, for example, the half-width of the road where the vehicle will drive.
The more general property ∀ t , |Y (t)| < ymax could be used, but the analyses
are analogous.

Assuming that the noise in the system can be characterised as a statistical
distribution, then running Montecarlo co-simulations may help us determine the
expected system’s behaviour with respect to its safety properties.

For instance, suppose that each time the controller computes the velocity
and steering angle, in Eq. (4), the noise values are drawn from a Normal distri-
bution with zero mean and standard deviation that’s been estimated from real
measurements:

εp � N (0, σp) for p ∈ {θ, y , δ, v} (6)

Then running many simulations, as Fig. 5 exemplifies, will yield estimates on
important measures of expected violations. Those measures can then be used in
a runtime monitor that checks whether the violations of the real system agree
with the simulation data. To exemplify this, we first need to define the quantities
of interest for the case study used.

Definition 1 (Violation Events, Peak, and Duration). Given a trajectory
of the vehicle Y (t), the i-th violation event, denoted as a tuple with the start
time and end time [t i , t i ], represents the interval during which the vehicle is
violating that property. Formally, ∀ t ∈ [t i , t i ],Y (t) ≥ ymax. The peak of the
i-th violation event is given by max

{
Y (t) − ymax : t ∈ [t i , t i ]

}
. The maximum

peak of a trace is the maximum of the peak of each violation event.

Figure 6 illustrates these concepts.
Within the same trace, violation events are not Independent and Identically

Distributed (i.i.d.), because of the dynamics of the vehicle. To see why, note
that, right after a violation event, the probability of another event occurring
depends on the dynamics of the control system. In particular, the control system
is steering the vehicle towards the line y = 0, regardless of the values that the
noise terms may take (the noise terms are i.i.d.). The further the vehicle is from
the line, the stronger the control action, and the smaller the set of possible noise
terms that will make the vehicle violate the property. This set gets bigger as
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Fig. 5. Results of 100 co-simulations using the controller with noise (Eq. (4)) and the
system kinematics in Eq. (3). The noise terms are drawn from statistical distributions
with the following standard deviations: σθ = σy = σv = 0.1, σδ = 0.01. The communi-
cation step size matches the controller execution cycle H = 0.1 seconds. The straight
line represents the property limit ymax = 0.1. As can be seen, there are a few violations.

the control action gets weaker, e.g., as the vehicle gets closer to the line y = 0,
affecting the probability of a subsequent violation event.

However, between two traces, the violation events are i.i.d.. Hence, we can
compute statistics between traces for:

– Maximum violation peak within the same trace.
– Maximum violation duration.

Figure 7 shows the results of these quantities, computed from simulations like
the ones in Fig. 5.

3.5 Runtime Monitoring

Having estimated the quantities in Fig. 7, a run-time monitor can be synthesised
that will perform the following, at each monitoring step:

1. Compute moving average of each sensor and actuation signal.
2. Compute moving standard deviation of each sensor and actuation signals

(such standard deviations represent the noise standard deviations observed).
3. Compare each observed noise standard deviation with the noise standard

deviation used to obtain the simulation results.
4. If the observed noise parameters are too different from the noise parame-

ters used to create the simulations, give an alert to the user (because the
simulation results used the wrong assumptions and should be repeated).

5. Quantify how safe the system is (e.g., evaluate Eq. (5), compute for how long
it does not hold, maximum violation, etc.).

6. If such quantification does not match what was observed with the simulation
data (in Fig. 7), then alert the user that the system is unsafe.
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peak 1
peak 0

Fig. 6. Illustration of the concepts in Definition 1. There are two violation events. The
peak of each violation event is the maximum distance between the trace and the safety
line ymax. The maximum peak is peak 0.

Fig. 7. Statistics of quantities of interest for runtime monitoring, computed from 10000
co-simulations. The parameters are the same as in Fig. 5.

3.6 What-If Analysis

The property in Eq. (5) reflects a characteristic of the road in which the vehicle
operates. These properties may come from industrial regulations, etc., and are
independent of the way the vehicle is designed. The previous subsection shows
how to characterise and quantify the violation events caused by the vehicle and
control system characteristics, in particular, the noise in the sensors and actu-
ators. This subsection shows how the same technique can be used to identify
which noise sources have a bigger impact in the system operation.

Suppose we are trying to decide whether to upgrade the vehicle with a better
GPS receiver, or a better servomotor for the steering wheel. With only enough
budget for one purchase, we would like to know which makes the system safer.
Repeating the statistical analysis with the new noise characteristics provides
estimates on the impact of each configuration.

For brevity, we show the results and conclusions of the statistical for both
new GPS configuration and new servo, in Fig. 8.
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Fig. 8. What-if analysis results. The nominal standard deviations for the noise terms
are as in Fig. 5: σθ = σy = σv = 0.1, σδ = 0.01. As can be seen, the new GPS
configuration reduces both the mean and standard deviation of the violation events
more than the new servo configuration.

4 Conclusion

We set out to describe some of the techniques that can be used to measure
discrepancies between a CPS and a digital twin. We have shown how, for a given
safety property Eq. (5), to quantify and characterise the violation events of that
property. The analysis is based on a model of the system, and can then inform a
runtime monitor that checks whether the noise and violations observed fall within
the expected statistical distributions. For this analysis, we assume that the noise,
initial states, and inputs to the system must be such that violation events can
occur. If the system is already safe with respect to the property, regardless of
the noise, then the analyses presented here confirm that and there’s nothing to
be tolerated.

Additionally, the results presented here allow the engineers to determine the
best system configuration through what-if analysis. For instance, the statistical
analysis could be used to calculate the minimum accuracy of the GPS signal, so
that the probability of a violation event occurring is below some threshold.

We now summarise the limitations and assumptions of this case study:

1. The statistical analysis can be computationally expensive (even though the
simulations can be run in parallel).

2. The analyses presume that the standard deviations of the noise can be
obtained from empirical data. They are supposed to make use of the models
to relieve but not eliminate the need for some physical experimentation with
the real vehicle.

3. In each simulation, we assume that the noise terms are constant in between
controller samples. In practice, noise may affect the physical system in
between those samples.

4. The performance of the co-simulation plays a fundamental role in enabling
the Montecarlo co-simulations.
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Additionally, we have assumed that it is possible to quantify the violation
degree of a safety property. Signal Temporal Logic (STL) is a formalism for spec-
ifying the requirements of CPSs [7]. It mixes models of discrete and analogue
components and a continuous environment. STL has a quantitative semantics
and is a natural candidate to quantify safety. Algorithms exist for offline com-
putation of quantitative semantics and methods for online analysis monitoring
satisfaction during simulation [6].

Our work is related to the field of run-time verification. These techniques
checks that a run of a system satisfies or violates a given correctness property [21].
This is the natural technology for checking behavioural deviations between a
physical asset and its digital twin. Techniques exist for robust online monitoring
of properties described in STL [6].

Regarding the performance of the co-simulation, if the example is sufficiently
complex, it won’t be feasible to run the 10 000 co-simulations. To this end,
researchers have employed many system identification [17], grey-box modelling
[29], and surrogate modelling techniques [12], to create faster simulation models
that can be used for the analysis.

Ongoing work is focusing on generalising this method into a framework that
allows user to describe the safety properties, described tolerable violations, and
generate runtime monitors that enforce such tolerances. In particular, we will
develop an ontology based on multiple case studies, which will in turn inform us
of the most common tolerable violations for safety properties.
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Abstract. Models of distributed software systems extend naturally to
cyber-physical systems “in the large”; i.e., systems of loosely coupled soft-
ware components which interact with models of physical processes. But
how do we model such combined systems? This paper discusses this prob-
lem from the perspective of active object systems. We attach different
active objects to models of physical systems, but maintain the objects’
actor-like decoupling of communication and synchronization. The result
is a model of hybrid active objects. In this setting, we discuss different
ways of modeling and controlling time advance and value propagation
between components, which may be inside the model, controlled by the
model, or controlling the model as a simulation unit. The patterns of
on-demand value propagation as well as fixed- and variable-step time
advance arise naturally from the semantics of hybrid active object mod-
els in HABS, a hybrid extension of the formal specification language
ABS.

1 Introduction

Models of distributed systems extend naturally to cyber-physical systems “in
the large”; i.e., loosely coupled distributed systems which include one or more
cyber-physical components. Cyber-physical systems in the large describe both
applications building on the Internet of Things and for Digital Twins in which
various models of physical systems interact with a distributed software system.
It is today a challenge to verify and even to validate such hybrid distributed
system models [11].

This paper discusses a compositional approach to this challenge, based on
formal semantics and executable models of loosely coupled distributed systems
of so-called hybrid active objects. Hybrid active objects are a hybrid extension of
active objects for modeling distributed cyber-physical systems. Active objects [5]
are object-oriented systems based on the actor concurrency model [12] which
decouple communication and synchronization through asynchronous message
passing, allowing very flexible decentralized systems to be easily expressed. ABS
[13] is a formally defined, executable modelling language based on active object
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concepts that has proven to be suited for intuitive and natural modeling, and
formal verification of complex systems in an industrial context and a multitude
of domains, ranging from railway operations [17] to cloud-based systems [27].
Timed ABS adds a dense-time discrete event semantics to active objects. ABS
also includes an interface for data acquisition from outside sources via http
requests, called the Model API. To model hybrid active object systems, the
Hybrid Abstract Behavioral Specification language (HABS) [14,18] is designed
to combine simulation and verification as a hybrid extension of the modeling
language ABS.

In this paper, we explore concepts of distributed control in the setting of
HABS. We discuss these concepts in the context of two simple water tank exam-
ples, the first one targeting distributed controllers and the second one targeting
prediction capabilities. We examine their components to discuss the runtime
structure of the HABS models. In particular, we distinguish between implicit (or
declarative) and explicit (or operational) components of a model, and between
messages needed for time advance and value-passing. A central consideration is
the level of control in the HABS models. HABS differentiates between control
over time advance and control over value passing. Time advance is specified by
the active objects and regulated by a central orchestrator that computes the
maximal possible time advance. This time-orchestrator cannot rewind time and
can only send time advance messages to the objects. Control over value passing
does not involve the time orchestrator; it is distributed and explicitly modeled
in the active objects. This allows flexible and complex communication patterns
to be expressed, that capture communication as it is happening in the modeled
system. This decoupling may also make the system simulation more performant,
because the time-orchestrator is no bottleneck for communication of values. This
is critical if the modeled system itself is distributed and communication is more
complex than simple value propagation, but triggers complex behavior in the
hybrid active objects.

HABS relies on a white-box model of discrete controllers as well as continuous
dynamics for verification. To bridge between HABS and possible white- and
black-box components of a model, we explore how interfacing to the continuous
dynamics can be used to integrate implemented systems with recreated live
data, as functional mock-ups or complex simulators for simulation (as a white-
box) while retaining the ability of formal reasoning. We also explore how to
integrate recorded data (as a black-box), via the Model API, a REST interface, to
explore what-if scenarios for predictions, in this case formal analysis can still be
done using, e.g., runtime monitoring and assertion checking. These integrations
provide two ways to link between HABS models and Digital Twins.

Related Work. Digital Twins are a very interesting application area for formal
methods because the basis for Digital Twins is model-based analysis. To cover
an asset life-cycle, a digital twin need to combine a declarative model of the
design of the asset with an inductive model derived from data observations of
the system in operation [8]. However, the richness of the models makes it hard
to do full verification and analysis in a digital twin setting, particularly for
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hybrid models with discrete and dynamic components. Such analysis is often
based on simulation [22] or co-simulation [11]. A prominent example of work
in this direction is INTO-CPS [30], which is pushing a co-simulation platform
in the direction of Digital Twins based on FMI [3], an emerging standard for
connecting simulators. In the case of ABS, the Model API allows data to be
fed into a running model, thus integrating snapshots of industrial data with
simulations in real time [27]. We have also used ABS to model a digital twin
triggering software upgrades of connecting cars by sensor data [21,26].

Digital Twins are closely related to cyber-physical systems, but typically
consider only distributed cyber-physical systems which connect various cyber-
physical components into a distributed system, which is a major challenge for
formal methods [28]. We do not attempt to cover that large area here, but men-
tion Platzer’s work on verification of cyber-physical systems using differential
dynamic logic dL [25], which has been a source of inspiration for our work on
HABS as a hybrid extension of ABS. HABS is a formally defined, executable
modeling language with a proof theory building on dL. Formal support for co-
simulation algorithms has been done by means of model checking [29] and ver-
ification of the simulation itself by means of basic contracts [10]. The use of
Hybrid Active Objects complements this work by offering a rich toolkit for the
analysis of expressive properties for distributed and hybrid systems, which hope-
fully suffice to verify models of distributed control. Whereas this paper hints at
verification for such models, the verification of such algorithms is not attempted
here.

Structure. In Sect. 2 we describe active objects and the ABS modelling language
for distributed active objects, and in Sect. 3 the hybrid extension HABS. In Sect. 4
we give two water tank models to illustrate modeling with HABS showcasing
different notions of distributed control. In Sect. 5 we relate these notions to co-
simulation and digital twins. We conclude the paper in Sect. 6 and present future
work.

2 A Short Overview of ABS

ABS [13] is an actor-based, object-oriented language for modeling concurrent
and distributed systems and supporting the design, verification, and execution
of such systems. ABS has a purely functional layer of functions and algebraic
datatypes, and an object-oriented layer for modeling Java-like objects and inter-
faces. Communication between objects is implemented via asynchronous method
calls, which produce a future at the caller and a new process at the callee
object. The caller continues execution immediately and only synchronizes with
the future when the result of the call is needed. The callee schedules one of its
pending processes; that process runs without preemption until it either finishes
or suspends, e.g., when waiting for a future, at which point the object schedules
another waiting process. These cooperative, explicit scheduling points are the
foundation of the compositional proof system of distributed ABS models [6] and
of its timed semantics which is explained later in this section.
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Fig. 1. The discrete-event watertank model and its behavior

Example 1. Consider a simple model of a WaterTank, which is filled from the
top at a fixed fillrate and is drained (if the valve is open) from the bottom
at a fixed drainrate (see Fig. 1 left for a basic sketch and Fig. 2 for its ABS
implementation). We explain the basic concepts of asynchronous method calls
and cooperative scheduling in ABS using an example from class Controller

(Fig. 2, Line 27), which controls the water level of such tank. The execution of an
asynchronous call statement like tank!valvecontrol(Open) (Line 33) creates
a new process in the object tank which will execute the method valvecontrol

but does not release the control at the caller object, where the current process
continues its execution. Since we do not store the return value of the call, this
corresponds to a “pure” message sending operation.

If we want to synchronize and/or receive the result of a method call, we store
its future (f=o!m();). This future f can be used to both suspend the current
process until the callee process has finished (Syntax: await f?;) and to read the
future’s value (Syntax: f.get). Suspending the current process means that the
object running the calling process can schedule another process from its own
pool or stay idle; when awaiting on a future, the suspended process becomes
eligible for scheduling once the future f contains a value (i.e., when its process
has finished).

As a shorthand, the statement level = await tank!getLevel() (Fig. 2
Line 31) creates a new process in the object tank, suspends the calling pro-
cess until the return value of that method has been received, and then assigns
the value to the variable level. Figure 1 shows a sketch of the physical setup
(left) and its expected behavior (during “a kind of” discrete event simulation) in
terms of how the level of the water changes as time progress (right).

2.1 The Time Model of Timed ABS

The previous section has already hinted that an object in ABS can be either
running or idle; the latter case occurs when its process queue is empty or all
processes are waiting on some condition. Timed ABS, an extension of ABS, adds
a global logical clock, which acts as a time orchestrator that advances once all
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Fig. 2. ABS (Non-hybrid) model of a water tank and controller

objects are idle. All objects can specify their own time advance interval; the clock
will advance by the maximum amount that satisfies all these conditions. Since
the time domain is the rational numbers, dense time and thus Zeno behavior is
supported.
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For example, In Lines 19 and 37 of Fig. 2, we see statements await duration
(1, 1);. These statements suspend the running process until the global clock
has advanced by 1 (which is both the minimum and maximum advance given in
the statement).

Timed ABS thus allows models to incorporate explicit manipulation of time
from a dense time domain, which can be used to represent execution time inside
methods, which either block an object, using duration(min, max); or suspend a
thread, using await duration(min, max); for a certain amount of time between
min and max. This way of modelling timed behavior is well-known from, e.g.,
timed automata in UPPAAL [20]. By using this modelling of the passage of
time, we abstract from the actual execution time and execution context of a
thread (i.e., the computation time of the thread is independent of the cpu speed
and the load on the server where it is executed).

2.2 The Model API

The Model API of ABS is a way to call methods on objects of a running model
from the outside via http requests. The model annotates the objects and methods
that should be callable, i.e., the model is not completely open via the Model API.
In addition, the Model API provides some measure of control over the model
time advance: As explained in Sect. 2.1, the clock advances by the maximum
possible amount. The Model API can set a limit for the clock and then raise it,
again controlled by a http request from an agent on the outside of the model.

Using the Model API transforms a model into an open system, where the
behavior cannot be determined statically, although class invariants and method
contracts hold as before. The Model API is reactive, i.e., it receives method calls
and time advance triggers as external stimuli but cannot send stimuli to the
outside of the model.

3 Hybrid Abstract Behavioral Specification Language

The Hybrid ABS (HABS) [18] language is an extension of Timed ABS for mod-
eling Cyber-Physical systems. In this section we introduce the main features of
HABS: (1) integrated continuous behavior declared in a special block in the class
that contains ODEs, (2) special await statements to react to changes caused by
this continuous behavior and (3) a transparent extension of the time model.

3.1 Syntax and Semantics

HABS extends ABS by two new constructs:

– A physical block in class definitions contains physical fields which define the
continuous behavior over time of a part of the object state via (autonomous)
ordinary first-order differential equations (ODE). In the definition of a phys-
ical field f, the notation f’ is used for the first derivative of f. All physical
fields have the type Real, while non-physical fields can have any type.
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Fig. 3. The multi-controller watertank and its behavior

– A new suspension statement await diff g which suspends the running thread
until g holds. The guard g is a quantifier-free formula over the object’s physi-
cal fields and the local variables of the process. This statement plays a similar
role as transition guards in hybrid automata [2] and allows one to model reac-
tion to state change.

In HABS, an object that has a physical block is a hybrid object. If the object
has no physical block, but uses duration statements in its methods, then it is a
timed object. Otherwise it is a discrete object. Note that HABS does not model
evolution domains (e.g., level ≥ 0, sometimes called mode invariants) directly,
to give the user the possibility to implement how leaving the evolution domain
shall influence the behavior of the object upon time advance of the system.

Example 2. Consider a model of a water tank, depicted in Fig. 3 left, and coded
in Fig. 4. It declares an object with a physical field level to describe the water
level of the tank, and three normal fields flowA, flowB, flowC that hold the
status of three different valves of the tank, which let water either fill or drain
depending on the direction of the flow. The field declaration in the physical
block, in addition to specifying an initial value inVal, describes the dynamics of
the level field via an ODE. We use level’ = flowA+flowB+flowC to denote
that the derivative of level (seen as a function over time) is equal to the sum of
the three flows. The setFlow method, when called, sets any of the valves, and
the outLevel method returns the current water level. Finally, the acqLevel

method suspends until the water level falls below a certain level r.

The acqLevel method shows how continuous behavior in the physical block and
discrete program in the rest of the object interact, by using a differential suspen-
sion await diff g. Semantically, this statement suspends the running process P
until the earliest time td where g holds for the physical block. The solution F of
the physical block can be computed over the time interval within now() and td,
with the initial values (with underscore 0) provided by the current state. Upon
reactivation, the values of the physical fields are updated according to F (td). In
our example, F for the variable level is the solution defined by:

F (td) = level0 + flowA0 × td + flowB0 × td + flowC0 × td
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Fig. 4. A water tank with three controllers in Hybrid ABS.

such that the solution over the time interval keeps the current values of level,
flowA, flowB and flowC as constants.

Any other process that runs between now() and td, and thereby modifies
the object state and the state of the physical variables, will cause the solution
for g to be recomputed and the waiting time for P to be extended or shortened
according to the new object state. For every blocking statement that might cause
time to advance, such as get or duration, we similarly compute the solution to the
continuous behavior in the current state and update the state once the passed
time is known.

This is transparent to the time model of Timed ABS because the messages
for suspension, possible time advance and reactivation do not change for HABS.

For simulation, HABS uses maxima [23] to (1) compute the solution to the
initial value problem stated by the physical block and the current heap and
(2) to compute td by minimization of time for the solution, constrained by the
guard. For the scheduler of the active object in ABS, the extension is transparent:
Processes in hybrid active objects are scheduled in the same way as for normal
active objects and the time orchestrator handles td in the same way as timed
duration statements. HABS and the tools in its backend, can handle differential
equations beyond ODEs and linear dynamics.

3.2 Analyzability

The semantics of HABS take care of the problems that naturally occur in hybrid
systems: solving ODEs and computing the next time advance, and keeping the
state updated after discrete time steps. The model in Example 2 is, thus, more
concise and natural than its discretized counterpart in Example 1. The update
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of state is crucial for modeling distributed systems, as a hybrid object must be
reactive to calls from the outside at any point in time.

Formal analysis and verification is also more simple than in the discrete case:
the continuous behavior of each object is described directly and centralized in
the physical block with a well-established mechanism. The physical block is an
abstraction of the numerical and symbolic operations performed by the runtime
(in HABS) or the explicit discretization (in ABS). Verification of Example 2 can
use the ODEs to reason about continuous dynamics, while Example 1 requires
an analysis of the implemented simulator. There are established tools for ODEs
and the code in Example 2 can be automatically translated in proof obligations
in differential dynamic logic [24] which can be checked with the KeYmaera X
theorem prover [9].

A hybrid system in HABS contains hybrid objects and non-hybrid (timed and
discrete) objects. Due to the strong encapsulation of the language semantics,
properties of distributed systems that are not dependent on the hybrid objects
can be analyzed by the rich toolkits [1] and logics [15] for discrete objects.

However, execution (simulation) becomes more complex, as the abstraction
provided by the physical block does not help with simulation. While simulation
is not an analysis per se, it plays an important role during development by using
testing as a complement to verification. HABS uses assert statements for runtime
verification. HABS can be executed using a simple simulator, but increasing its
performance by connecting it to external tools is an open challenge.

The Model API and HABS . The model API allows one to connect a HABS
model to external tools at runtime. This makes the model open and has two
main consequences: On one hand, continuous behavior which is too complex to
be described in the physical block can interact with the model. On the other
hand, static analysis becomes difficult and must possibly be mixed with runtime
monitoring with assert statements. The reason for this are two-fold: (1) there is no
abstraction of the external continuous behavior that can be used for verification
and (2) the order of send messages cannot be analyzed a priori.

4 Models for Distributed Control

This section explores the design of modular cyber-physical systems in HABS.
Two HABS models of distributed water tanks show different possible runtime
structures, showing in particular the issue of control : which parts of the HABS
code are models of physical devices and which parts are modeling their control.

– The first HABS model has a tank with three controllers that must coordinate
the three valves, as in Fig. 3, to keep the tank level in a safe zone. The three
controllers read the level of the tank and use a simple round-robin leader
election mechanism to make decisions. The behavior of the water tank model
is passive.

– The second HABS model has a different scenario: the model API is used to
communicate the current level to the HABS model and the water tanks are
used to predict the optimal control of a single valve.
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Fig. 5. Distributed control with pull communication from physical device to controllers.

4.1 Internal Control

The first model uses the tank from Fig. 4 and adds three controllers, one for each
valve. The controllers read the value of the current level and coordinate the new
state of the valves accordingly. Time advances in constant intervals of size tick

via an await duration(tick,tick); statement in each controller.

Example 3. Consider the tank in Fig. 4, with its three controllers. Each controller
can control the flow of up to 0.5 l

s water in or out of the tank, but the tank is only
considered safe if the total flow is between −1 l

s and 1 l
s , hence the controllers

need to coordinate.
The code in Fig. 5 shows one controller implementing the following behavior:

After every tick seconds (Line 9), the controller checks whether it is the current
leader (Line 10) and if so, reads the current water level (Line 11). If the level
is below a certain threshold, it sets its own valve to −0.5 l

s and orders the other
controllers to set theirs to 0.5 l

s (Line 13). This realizes the requirement above
that it is not safe to add/remove water with more than 1 l

s at every valve. The
inverse happens if the water level is above a certain threshold (Line 16). Finally,
the controller passes leadership to its left controller (Lines 18–19). Figure 3 shows
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Fig. 6. Structure of the compiled HABS model of Fig. 5.

a sketch of the physical setup (left) and its expected behavior (right) in terms of
how the level of the water changes as time progress (during “a kind of” contin-
uous time simulation). In the sketch we are depicting a state in which the first
controller has a positive flow (filling water into the tank), while the other two
have a negative flow (draining water from the tank).

Runtime Structure. The structure of the compiled model of Example 3 has the
following components:

Water Tank Object. This object is hybrid, because it has a physical block.
Three Valve Controller Objects. These objects are timed, because they

have a duration guard but no physical block. The messages send around in the
distributed system are only between the three controller and the water tank
objects.

Maxima. A maxima instance computes the continuous dynamics of the physical
block of the water tank instance on-demand when asked by it.

Time Orchestrator. The global scheduler of ABS coordinates the global time
advance over all objects. It is not responsible for passing values and schedul-
ing messages. Maxima, in essence the “main” simulator in this system, is
controlled by its hybrid object.

The communication is pictured in Fig. 6. Communication here is pull communi-
cation, because the valve controllers pull the values of the tank object, which is
passive otherwise. The main control lies with the three controllers, which also
execute the leader election.



Designing Distributed Control with Hybrid Active Objects 99

minlevel = 3

maxlevel = 10

level

Fig. 7. The predictive watertank and its behavior

As for modeling, each object is a representation of a real world structure,
while the implicit components (time orchestrator, maxima) are not exposed in
the model. The model is more intuitive, as it requires no knowledge about the
details of time advance or synchronization and, thus, is more easy to validate
with domain experts. Having the implicit components fixed in the language also
simplifies analysis.

We discussed the water tank from the modeling point of view. From a co-
simulation point of view we make three observations.

Observation 1. The maxima instance for a physical block of the water tank
object is essentially a simulation unit, controlled by the ABS water tank object
(for values) and the orchestrator (for time). Its ODEs can be seen twofold: as
configuration of the simulation unit or as the behavioral interface of the contin-
uous behavior used for verification.

Observation 2. The ABS objects without the physical block can be seen as a
(value and time) orchestrator that propagates and computes values of the sole
continuous simulation unit.

Observation 3. The controllers can be seen as simulation units themselves.

From the model and the observations we can derive three points to connect
HABS with co-simulation:

1. One can connect the co-simulation engine to the physical block, i.e., extend
the physical block with a more generic interface to the outside. The enveloping
object would play the role of an orchestrator. From this view, the water tank
object is a co-simulation engine with one simulator (a maxima script).

2. One can connect the HABS-orchestrator with the orchestrator of a co-
simulation engine as a sub-orchestrator. However, this would require that
the orchestrator can propagate values to the objects.

3. One can connect a co-simulation engine with a designated object, that shares
values with other objects and time advances with the HABS-orchestrator, but
is transparent to the time semantics of HABS.

We examine these possibilities in detail in Sect. 5.
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4.2 Predictive Control

The second model illustrates the use a physical tank model to simulate “what-if”
scenarios in order to optimize a model parameter.

Example 4. Consider the water tank depicted in Fig. 7 and coded in Fig. 8. Its
outResult methods simulates the water tank, returning the final water level
by adjusting the flow at the given rate flowrate for wait time units. The
initial water level is always reset to inVal. This model can therefore be used
for predictive control by simulating possible settings for adjusting the flow and
choosing an appropriate one.

Fig. 8. Water tank for predictive control.

Figure 9 shows a controller that calculates the largest flow rate that keeps
the tank level within bounds for 1 time unit. A call to go returns the maximal or
minimal setting (depending on whether the water should rise or fall depending
on the negative or positive value) for flow. To do so, starting from the most
extreme setting (determined by pivot), the potential flow is changed by 1/10
until the simulated water level is within bounds for 1 time units. Figure 7 shows
a sketch of the physical setup (left) and its expected predicted behavior (right)
in terms of how the chosen value for the flow can predict an optimal level in the
water for a targeted time.

For the sake of brevity, we refrain from using the three-valve model of Sect. 4.1
here. In brief, extending the model with these cooperating controllers can be done
by extending the method outResult to take three objects as parameters and
simulating, e.g., pull control for one iteration.

Note that in Fig. 9, the controller itself is exposed via the model API. This
means that the main control and the parallelism lie outside the model. Since this
model simulates alternative scenarios, it will typically run under a temporary
time orchestrator that does not influence the surrounding model.

Observation 4. The previous model discussed the HABS runtime as a co-
simulation framework. This model exposes that we can see the HABS model as a
simulation unit in itself.
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Fig. 9. Predictive controller.

Thus, we can connect co-simulation to HABS at a forth point:

4. One can connect the co-simulation engine via the model API with a special
object (here: the FlowCtrl instance) as the interface.

Compared to the first model, predictive control is more easy to connect to tech-
niques like co-simulation and digital twins, especially since the model API can
be integrated into a live system, but less natural : the parts of the water tank
do no longer correspond directly to some physical equivalent in the physical sys-
tem. The outResult method, with its discrete change of the water level, is only
relevant for simulation. Naturalness is a critical property of models because it
influences the communication with domain experts [19].

Observation 5. If the data is input from a live system, then the overall model
is a predictive model of a digital twin.

From an analysis point of view there are 3 challenges: 1. The model is open
and thus harder to analyze statically. 2. The model is harder to specify because
some properties (here: whether the water tank empties completely) are violated
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by design without consequence. 3. The model is harder to specify as parts of the
system are outside the model, yet influence its behavior.

5 Discussion: Hybrid Active Objects in Relation to
Co-simulation and Digital Twins

As we have shown in the last section, HABS models have some similarities to co-
simulation and digital twins. This raises some questions on the relation between
these concepts and how they would benefit from an integration.

5.1 Relation to Co-simulation

The distributed control patterns discussed for HABS models have some similarity
with co-simulation frameworks. Co-simulation consists of techniques to enable
global simulation of a coupled system via the composition of simulators [11]. Each
simulator can be seen as a black-box capable of exhibiting behavior, consuming
inputs, and producing outputs. In discrete event simulations, a simulation unit
synchronizes with the environment at some specific timestamps to exchange
values. If two events happen at the same time, both are processed before the
simulated time progresses. In continuous time simulation (e.g., for cyber-physical
systems), state evolves continuously, which introduces flexibility in the step size
of the time synchronization. For co-simulation with hybrid simulation units,
the units cannot be coupled together by simply connecting input to output
ports. Instead the orchestrator needs to reconcile the different assumptions about
the inputs and output of each unit, to make sure that the properties of the
constituent systems are retained. In the large majority of co-simulators which
couple such hybrid simulation units, the coupling is done ad-hoc [11], which
makes the co-simulation systems increasingly complex and error-prone.

HABS is expressive enough to model a (distributed) co-simulation framework
and reason about the correctness of the framework. We have seen that loosely
coupled orchestration can be modeled, separating data exchange from time syn-
chronization. More tightly coupled orchestration can be modeled as a special
case in which, e.g., all data pass through a central object. ABS has a devel-
oped, tool-supported theory of reproducibility [31] and search through reachable
states, which may be used to reason about determinism and confluence for par-
allel orchestrators, a recognized challenge in discrete event simulation [11]. The
hybrid extension of HABS does not affect the semantics of parallelism underly-
ing this theory. In a hybrid co-simulation, the orchestrator needs to ensure the
validity of the simulation in terms of the assumptions about parameter values
to the different simulation units. Although the time semantics of HABS makes
it difficult to directly model roll-back and similar direct manipulation of time
inside the executable model, but we believe HABS can be used to reason about
such time manipulation by branching executions.
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Table 1. Connection between internal and external components.

Aspect Physical block Orchestrator Model API Interface objects

Runtime − + + +

Naturalness + + − −/+
Analyzability + − −− −/+
Relevant example Sect. 4.1 Sect. 4.1 Sect. 4.2 Sect. 4.2

HABS models can also be part of a co-simulation framework. Section 4.1
illustrates a HABS model as a decentralized orchestrator, which needs to obtain
consensus on the actions of the different pumps. Section 4.2 illustrates a HABS
model as a simulation unit in a co-simulation setting, which receives parameter
values from the outside. Our work so far does not point to a clear “best way” to
connect HABS to a co-simulation framework, as this depends on the modeling
style used for a system.

The observations made in Sect. 4 suggest what we can expect from the differ-
ent integration concepts we have considered between HABS and a co-simulation
framework. The benefit of such an integration would be an enhancement of
simulation capabilities for HABS and an enhancement of analyzability of the
co-simulation framework. Such an integration would be an important step to
simulate large and hybrid HABS systems. There are three main questions, which
we now discuss in more detail:

I Runtime: how to technically connect external units to HABS entities?
II Naturalness: how to preserve the naturalness of a HABS model when
connecting external units?
III Analyzability: how to keep parallelism analyzable and retain tools devel-
oped for closed HABS/ABS systems?

Table 1 summarizes the expected consequences of using a particular connection
method with respect to runtime integration (i.e., how easy is it to exchange data
with external entities), naturalness of the model and model analyzability. We
discuss the table from left to right.

– Interfacing to external components using the physical block preserves the nat-
uralness of the model and, if a proper abstraction can be provided, we expect
the model to be analyzable in the sense that the semantics of parallelism does
not change and the system is still closed (because the object containing the
physical block retains control). However, this control over the physical block
limits the kind of simulation one can do at runtime because the semantics do
not allow for complex message exchanges.

– Using the orchestrator, we expect a better connection at runtime but a worse
analyzability, because the control is now outside of the formal semantics. Nat-
uralness again depends on how the interface is modeled, but as the connection
is to an implicit runtime component, we expect only limited effects.
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– Using the model API moves more control to the outside of the formal seman-
tics. This gives one most freedom about the connection to an external orches-
trator, but will lead to less natural models and lower analyzability.

– We can, however, internalize the model API to retain its benefits of easy inte-
gration while limiting its impact on analyzability and naturalness. This can
be done by means of designated interface objects. which are the only objects
exposed in the model API. These objects could extend the current Model
API to support not only receiving messages but may also sending messages
to the outside. In future work, we intend to define the design space for inter-
face objects such that they comply with the compositional time semantics
of HABS, to preserve the analyzability. Both timed and functional behavior
should be specifiable, e.g., by behavioral types that specify communication,
time and state [4,16]. This would allow specified assumptions about external
behavior to be monitored at runtime, such that static checking of internal
behavior remains feasible. We expect such specifications to improve the nat-
uralness of models with interface objects.

In summary, the model API appears as a difficult choice because we lose the
benefits of using a formal modeling language, but it gives the best prospect for
simulation. The other discussed options give possible trade-offs between simula-
tion, naturalness and analyzability. Using a special interface object that serve to
control the external interface may be the best compromise if external behavior
can then be encapsulated with specifications which allow static intra-model rea-
soning combined with runtime monitoring of the interface behavior. However,
this approach does impose restrictions on the control of an external orchestrator.

5.2 Relation to Digital Twins

A digital twin (DT) is a digital replica of an underlying system, often called the
physical twin (PT). The digital twin is connected to its physical twin in real-
time through sensor measurements at different locations and by other ways of
collecting data. This turns the DT into a live replica of the PT, with the purpose
of providing insights into its behavior, and clearly distinguishes a DT from, e.g.,
a standard simulation model.

A DT is commonly seen as an architecture with three layers: the data layer
with, e.g., CAD drawings and sensor data, an information layer, which turns
these raw data into structures, and an insight layer, which applies different analy-
sis and visualization techniques to these data structures. The analysis techniques
of the insight layer can be classified as follows: The DT is typically able to com-
pute an approximation of how the PT acts in a given scenario (simulation
or “what-happened” scenarios), or to estimate how the PT will behave in the
future based on historical and current data (prediction or “what-may-happen”
scenarios). By configuring the parameters of the different models, the DT may
analyze the consequence of different options on future behavior (prescription
or “what-if” scenarios).
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When modeling human-built artifacts, the physical twin can be divided into a
cyber-physical system (CPS) and its physical environment. The latter is a mix of
physical conditions (e.g., temperature or fluid pressure) and modeled conditions
(e.g., motion tracking devices or computerized decision rules). In the DT, the
CPS model may consist of several sub-models reflecting the different parts of
the CPS. Similarly, the environment model comprises many models capturing
the relevant dynamics of the operational environment. These smaller, targeted
models are typically created by experts in the respective fields.

HABS is an expressive modeling language, which includes abstractions of
cyber-physical systems. Although in theory an entire physical twin can be cap-
tured in a huge model, we do not think this is the way to go for complex, indus-
trial cases. The digital twin as a “stack of models” seems more realistic, and a
HABS model could be situated at many layers of such a stack. The composi-
tional treatment of time in HABS suggests that models can contain components
at different levels of abstraction, synchronized through the timed semantics. The
information layer of a digital twin may quickly become very large and contain
a lot of unnecessary information for a given analysis. HABS is not made for
modeling complex data relations and large sets of data, and we propose to use
complementary techniques to connect the executable models to static data (see,
e.g., recent work on combining semantic ontologies with formal models [7]). We
have shown how HABS models may both receive such data from the outside
(Sect. 4.2) and call external simulators such as maxima (Sect. 4.1). Section 4.2
has shown by example how HABS models can integrate real-time data series
through the Model API [27], which enables real-time simulation in a DT con-
text of sensor data. This example also suggests through a simple example how
different, alternative parameter settings can be used to explore what-if scenarios
for prescriptive analysis.

6 Conclusion

This paper considers decentralized orchestration of cyber-physical systems “in
the large”. We have explored different ways of connecting a model of distributed
active objects with cyber-physical components to model different forms of
orchestration.

We did so from an active object perspective, a concurrency model that decou-
ples communication from synchronization. This makes control-flow of active
object systems flexible and enables complex orchestration patterns which depend
on the exchange of values between different active objects. Our hybrid active
object model HABS, a hybrid extension of ABS, is executable, which makes the
language well-suited for model simulation, yet it has a formal, compositional
semantics which makes the language well-suited for verification and validation.

We discuss different solutions to the modeling of distributed cyber-physical
systems which combine a HABS model with external simulators for natural sys-
tems from the perspective of both analysis, simulation and naturalness. The
resulting hybrid multi-models give rise to a co-simulation problem. Our exam-
ples show that it is challenging to preserve both support for simulation and for
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compositional reasoning which relies on the formal language semantics of HABS.
The examples allow us to observe that we profit from built-in time orchestra-
tion in HABS which facilitates composition, but that we suffer from external
simulation units which reduce that value of a composition formal semantics for
reasoning about the orchestration model.

Despite the challenges, we identify interface objects with formal specifications
as a promising solution that may provide a reasonable compromise between
flexible simulation and orchestration, and restricting on the level of control to
which an external unit may subject the HABS model. The work reported in this
paper points to several interesting directions for further work.

Formally Analyzable Co-Simulation. By implementing orchestrators as
models in HABS that interact with the external simulation units through
(possibly extended) physical blocks, we plan to study correctness properties
for orchestration algorithms through formal analysis, including safety proofs
for value propagation.

Formally Analyzable Digital Twins. By implementing designated interface
objects, we plan to study the combination of compositional reasoning and
simulation for predictive and prescriptive analysis in a digital twin setting.
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Abstract. In this work, we present the initial steps in the develop-
ment of a digital twin of the agricultural autonomous vehicle, Robotti.
A model of the vehicle dynamics is initially developed in the open-source
multi-physics code, Chrono, and then wrapped as a Functional Mock-up
Unit. We provide an overview of the envisioned digital twin system and
a description of currently implemented features. The dynamic system of
the vehicle chassis is characterised by the implementation of a revolute
joint that ensures wheel–surface contact in uneven terrain. The vehicle
dynamics model is applied for testing two scenarios describing the loads
on the vehicle as a consequence of this mechanism. Finally, we give point-
ers to future work on modelling the Robotti and the establishment of a
digital twin.

Keywords: Modelling and Simulation · Vehicle dynamics · Chrono ·
Functional mock-up interface · Digital twin · Agricultural robot ·
Robotti

1 Introduction

Model-based approaches are commonly applied to simulate and understand the
behaviour of physical or cyber-physical systems in various fields of engineering.
In this work, we describe the initial steps towards establishing a digital twin of
the autonomous agricultural vehicle, Robotti (Agrointelli, Denmark).

Within the last decade, various autonomous farming robots have emerged
[12], including the Robotti. It is designed for applications such as seeding, weed-
ing and spraying. The robotic system consists of a number of main components
including: navigation, steering control, safety systems, and a modular mechani-
cal system that can be configured with different track widths and different tools
can be mounted. A photo of the vehicle is shown in Fig. 1. When operating in
c© Springer Nature Switzerland AG 2021
T. Margaria and B. Steffen (Eds.): ISoLA 2020, LNCS 12479, pp. 109–123, 2021.
https://doi.org/10.1007/978-3-030-83723-5_8
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field conditions, the effects of terrain needs to be considered. To comply with
uneven terrain, the chassis of the vehicle is designed such that the two main-
modules can move independently. The left module is connected to the mainframe
with a revolute joint whereas the right module and the mainframe has a fixed
connection.

To obtain a digital representation of the vehicle, models of the sub-
components such as the mechanical and the control systems are required. Co-
simulation [11] allow for combining models of such components in simulation.
Previously, co-simulations have been conducted of a simple two-dimensional ver-
sion of the Robotti [9] and the steering controller [10] using the Functional Mock-
up Interface 2.0 (FMI) [2] and the co-simulation engine, Maestro [23]. In this
work, a three-dimensional model of the dynamics is developed and FMI-enabled
by generating a Functional Mock-up Unit (FMU) of the model. The FMU will
serve as one of the components leading towards a digital twin [7]. The dynamic
system is modelled using the open-source multi-physics code Chrono1 [21]. It is a
mature tool for simulating dynamic systems and a suitable choice for modelling
the mechanical framework of the vehicle. Chrono has support for simulating
various advanced features such as soft-soil surface interaction. Such capability
is particularly relevant in the future work of modelling the Robotti operating in
field conditions. Additional applications of Chrono [21] count granular dynamics
[16], solid–fluid interaction [15] and others. A part of this work is to produce an
FMU of such model developed using Chrono.

We demonstrate a single component of the digital twin, a Chrono-based
multibody dynamics and the corresponding FMU. Using the model of the
mechanical system of the vehicle in three dimensions, the static and dynamic
loads as a consequence of driving across an uneven surface can be computed.

Our objectives are:

(i) To develop a model in Chrono of the agricultural vehicle, Robotti and pro-
duce an FMU of the model.

(ii) To take the initial steps towards a digital twin system with FMI as the
simulation interface.

The rest of this paper is structured such that Sect. 2 introduces the materials
and methods used in the research presented here. Afterwards, Sect. 3 presents
the results produced so far from our research. Finally, Sect. 4 discusses the results
achieved and look ahead for the future work planned.

2 Materials and Methods

In the following section, the fundamentals of the Chrono-based Robotti model
and its relation to a digital twin tool-chain and case study is described. Simula-
tions using FMI will become a central part of the future work on establishing a
digital twin setup of the Robotti.

1 https://projectchrono.org/.

https://projectchrono.org/
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Fig. 1. Robotti performing a seeding operation. Photo credit: Agrointelli.

2.1 Functional Mockup Interface

The FMI 2.0 standard [2]2, describes how to represent a component, such that
it can participate in an FMI-based simulation. The FMI standard contains both
FMI for Model Exchange and Co-Simulation, where the contributions of this
manuscript are restricted to the latter. A component adhering to the FMI stan-
dard is referred to as an FMU and is treated as a ‘black box’ in the context of
a simulation, thereby supporting the separation of Intellectual Property (IP).
In practical terms, an FMU implements a C-interface, offers a static description
file of its interface in terms of inputs, outputs and parameters along with offered
functionality, i.e. the possibility of setting and getting state and is packaged in
a particular fashion. This enables a FMI master to set inputs, compute over
simulation intervals, and get outputs from FMUs that may represent different
formalisms, i.e. discrete-event or continuous-time systems. The coordination of
multiple FMUs is done through an orchestration engine [23], which acts as an
FMI master. Such FMI masters have not been standardised, and offer challenges
in both research and practice [18]. However, there is a long list of modelling
and simulation tools that are able to export their functionality as independent
FMUs3. It is even possible to enable easy-to-produce FMUs from popular pro-
gramming languages such as Python as presented in [14].

2.2 Digital Twin Tool-Chain

We envision an open platform for creating digital twins that integrate multi-
models (digital system configurations) with data derived from CPS operations.
The platform should also include inductive models learned from such operational
data. The goal of our current work is to create and evaluate such a digital twin,
using platforms that admit, as far as possible, open integration of a wide range
of tools. FMI plays a central role as interfacing technology in the realisation of
such a tool-chain, which is revisited in Sect. 4.

2 http://fmi-standard.org/.
3 https://fmi-standard.org/tools/.

http://fmi-standard.org/
https://fmi-standard.org/tools/
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Fig. 2. Functionality of a digital twin (from [7])

Figure 2 shows the main features of a digital twin of the kind we envisage.
In operation, the CPS will be interacting with the physical world and human
users, generating additional data related to system commissioning, configuration
or tuning from the administrator side. The twin receives data from the real
CPS, and multi-models developed within design activities. It supports decision-
making, either by having an autonomous supervisory system that automatically
take action in case of irregularities, or having a human operator taking decisions.
This may result in updates to both the operational CPS and consistent updates
to multi-models. Within the digital twin, the following levels of functionality are
delivered:

– Multi-model and Data Storage include the basic handling of multi-models
covering the architecture and interaction between the operational CPS and
the digital twin, recording and maintaining time series data acquired from
sensors, correlating it to existing multi-models. The operational data may for
example be transferred to the digital twin using a message broker as presented
in [22].

– Model and Data Processing turns data into information. It includes static
and dynamic analysis on multi-models, via a range of tools, including co-
simulation and model checking. Data Analytics includes the analysis of time-
series data and in particular the use of Machine Learning (ML) techniques
to derive models based on the CPS ‘as built’, as well as incident prediction.
Specific ML techniques can be selected depending on the application and data
characteristics.
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– Decision Enabling presents information to decision-makers based on the
model and data processing analyses done on operational data and multi-
models. This will include decision support through possibilities to carry out
trials, visualisation and Design Space Exploration (DSE).

– The API enables interaction between the digital twin and externals, includ-
ing (potentially) other digital twins.

The tooling to support the different levels outlined above are in development.
Figure 3 gives an impression of the current state and is as follows: The hardware
and logging of time-series data to a database (DB) are in development for a scaled
replica of the realised Robotti (expanded upon in Sect. 4. The realised Robotti
contains these features). Data via RabbitMQ is an off-the-shelf component4. An
FMU capable of subscribing to such a message broker and making data available
in an FMI-based co-simulation has been developed [22]5. The FMI interface of
the Robotti model has been developed as part of the work carried out in the con-
text of this manuscript6. A controller FMU has been developed for other models
of Robotti and is expected to be applicable to this case with minor modifications
[3]. The Monitor FMU capability and methodology are under development as
part of a project called AgroRobottiFleet7. FMI-based co-simulation is expected
to be carried out with the open-source orchestration engine called Maestro [23].
Finally, an example of an open-source Digital Twin Master to connect the above-
mentioned constituents of a digital twin is under development8.

Fig. 3. Digital Twin functionality realised (checkmark) and in development (question-
mark)

2.3 The Robotti Model

The Robotti is compatible with existing and third-party tools through a stan-
dard three-point linkage positioned on the centre frame. Two modules carry
4 Available at https://www.rabbitmq.com/, visited December 14, 2020.
5 Available at https://github.com/INTO-CPS-Association/fmu-rabbitmq, visited

December 14, 2020.
6 Available at https://gitlab.au.dk/software-engineering/chronofmu isola along with

a demonstration, visited January 7, 2021.
7 See https://projects.au.dk/agrorobottifleet/, visited December 14, 2020.
8 One such tool is being developed at the Centre for Digital Twins of Aarhus Univer-

sity: https://digit.au.dk/centre-for-digital-twins/, visited December 14, 2020.

https://www.rabbitmq.com/
https://github.com/INTO-CPS-Association/fmu-rabbitmq
https://gitlab.au.dk/software-engineering/chronofmu_isola
https://projects.au.dk/agrorobottifleet/
https://digit.au.dk/centre-for-digital-twins/
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the propulsion engines and additional hardware. The Robotti can be configured
with different track widths up to 3.5 m. The configurations of different tools and
widths add up to a number of scenarios that affect the dynamic and static loads
on the vehicle which are important both in the design and during operation.
Two scenarios are presented. Using a three-dimensional multi-body dynamics
model of the vehicle, the forces in the system can be computed. The model is
developed using Chrono [4].

The model consists of 13 bodies and 12 constraints including four driving con-
straints. A sketch of the model abstraction is shown in Fig. 4. The bodies are:
four wheels (a-d), four wheel fixtures (e-h), a centre frame (i), two main mod-
ules (j-k), a three-point linkage (l) and a payload (m). Four kinematic drivers
are applied as motors positioned at the wheels for imposing kinematic propul-
sion. Two drivers are implemented for steering the front wheels. The model is
constrained such that only the revolute joint (Joint A in Fig. 4) is free to move.
Masses and inertia are estimated based on a 3D CAD representation of the indi-
vidual bodies. The static wheel loads of the unloaded machine are verified by
weighing the actual vehicle. The simulations are conducted using undeformable
solid surface and tyres. An FMU is generated of the model with an interface as
shown in Fig. 5. The inputs to the model configuration are the track width of the
Robotti, payload of the tool and steering properties. The outputs are time series
of wheel normal loads, the joint forces, positions and orientation. All constraint
forces, constraint torques and contact forces are available in the model.

P

T

L

Revolute joint

Fixed connection

x

y

z

px
(Joint A)

yaw
pitch

roll

a

b

c

d

e

f

g

h
i

j

k

l

m

Fig. 4. Illustration of the Robotti model, bodies and joints. T is track width, L is the
wheelbase and P is payload. Green arrows indicate hydraulic motors for propulsion.
Dots (•) indicate fixed joints and circles (◦) indicate revolute joints. (Color figure
online)

The mechanical configuration affects the dynamic and static loads on the
vehicle which are examined in two scenarios. A test-track is included in the
model for inducing roll motion and hereby relative motion in the revolute joint.
The track is designed to induce both positive and negative roll of the vehicle.
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Width (m)
Tool payload (kg)

Wheel Speed (rad/s)
Steering input

Robotti model

Chrono

Wheel normal loads (N)
Joint forces/torques (N,Nm)
Positions: x,y,z (m)
Orientation: pitch, roll and yaw (rad)

Fig. 5. Model interface.

A: Initial position
B: Positive roll

C: Negative roll

Fig. 6. Visualisation of the simulated Robotti driving from (A) to (C) across the test
track. (A) is the initial position. Position (B) corresponds to the maximum negative roll.
Position (C) corresponds to maximum positive roll motion. The green box illustrate
the payload. (Color figure online)

A visualisation of the simulated vehicle on the track is shown in Fig. 6. To com-
pensate for lateral motion, a simple controller is implemented to maintain the
orientation of the vehicle.

3 Results

The kinematic and dynamic effects of the terrain-following mechanism are exam-
ined in two scenarios. Initially, we describe the effects of configuring the Robotti
with different track widths. Secondly the effects of loading and unloading are
described.

3.1 Scenario 1: Changing Track Width
The first scenario examine how the pitch, roll, and yaw motion of the vehi-
cle are affected when changing track width T of the Robotti. By changing the
width, the mass and inertia of the body describing the centre frame are adjusted
accordingly.

Two simulations are conducted to investigate the kinematic response to
changing the track width of the vehicle using the minimum and maximum pos-
sible track widths, 1.25 m and 3.5 m respectively. The pitch, roll and yaw are



116 F. F. Foldager et al.

computed during the simulation at the three-point linkage as the result of pass-
ing across the track as shown in Fig. 6. The vehicle initiate at point A and passes
through points B and C.

By reducing the width of the vehicle, the roll angle increased consequently as
shown in Fig. 7. Similar results could have been obtained by simple kinematics.
However, using the dynamics model we can examine the response of complex
topographical surfaces as a function of time. Additionally, it is observed that
the pitch of the three-point linkage is only introduced in the case of negative roll
for both the wide and narrow configuration. This is an effect of the rotational
joint on the centre frame.

Fig. 7. Pitch, roll and yaw characteristics at the minimum and maximum track width
T .

The pitch angle is relevant to compute since this affects the distance between
the tool and the surface for lift mounted applications. Such kinematic consider-
ations become increasingly important in applications of precision agriculture.

3.2 Scenario 2: Loading the Three-Point Linkage

In the second scenario, a static load, P , is introduced in the model correspond-
ingly to the load of a carried tool e.g. a sprayer. In this example, the load is
applied at a distance px = 1 m from the centre frame.

The revolute joint at the centre frame changes the normal loads on the wheels
when loaded. The load shift is caused by the moment generated by the payload
which can only be obtained through the fixed connection between the centre
frame and the right module. Contrary to the fixed connection, the revolute joint
can only obtain forces in x and z directions and no moment. The normal loads
on the wheels are coupled to the ability to generate the lateral and longitudinal
forces on the wheel-surface interface needed to manoeuvre the vehicle in both
on-road and off-road applications.
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A simulation of the Robotti in a static scenario is conducted. The vehicle is
positioned stationary on a horizontal surface and at steady state, the contact
forces on the wheels are monitored and interpreted as the static normal loads.
To evaluate the influence of the revolute joint on the centre-frame, the vertical
point load P is increased. We normalised the normal loads N by the mean wheel
normal load at P = 0 kg using Eq. (1). In Fig. 8, the normalised loads n on each
wheel k are shown as a function of increasing P .

nk(P ) =
Nk(P )

∑4
k=1 (Nk(P = 0))/4

(1)

The subscript k represent each wheel: front left wheel, front right wheel, rear
left wheel, and rear right wheel. N is the simulated normal load at each wheel
and n is the normalised value.

Fig. 8. Normalized wheel loads at px = 1 m from the centre frame.

By loading the vehicle at the three-point linkage changes the load distribu-
tion. The load shifts from the right front wheel to the right rear wheel and will
consequently increase with the weight of the tool. However, in an unloaded situ-
ation (P = 0), the normal loads are close to evenly distributed. The wheel loads
are important to the steering and driving performance of the vehicle. The model
can be applied to investigate how a given tool or payload at a given track width
configuration will affect the loads and the overall performance of the vehicle.

In a moving scenario, e.g. driving across an uneven field or in this case the
test track, the contact forces on each body and the constraint forces/torques in
each link are computed. By simulating the dynamic system, such values become
available as a consequence of the dynamic loads from both the applied tool and
the configuration of the machine.
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4 Discussion and Future Work

Using the dynamics model of the Robotti, the static effects of loading the vehicle
is computed. A load shift from the front right wheel to the rear right wheel is
identified. However, by recognising this effect it can be compensated for in the
design and operation. Similarly, a load shift would also appear on a conventional
tractor by vertically loading the three-point hitch behind the rear wheels. The
distribution of normal load and stress is not only a relevant topic in understand-
ing the mobility of a vehicle but also important to the soil function and for
minimising the risk of compaction [6].

The pitch, roll and yaw-response corresponding to driving across a test track
are computed. Such considerations become important in applications where the
distance to the ground is of importance since a pitch of the three point link
will impact the distance and angle to the ground of a given tool. Such applica-
tions include camera-based detection of plants [19] or LiDAR-based soil surface
detection [8]. Using co-simulation of FMUs that describe such tools or sensors
combined with the Robotti FMU could elaborate on effects of the interaction
between the tool and the robot.

An FMU is generated of the dynamics model to be compatible with the digital
twin tool chain. However, Chrono has already interfaces to MATLAB, Simulink
(MathWorks, Massachusetts, USA) and a Python-based module PyChrono [1]
that alternatively could have been applied for the integration with the digital
twin tool chain. FMI-enabling Chrono models allow for taking advantage of
both the 3D dynamics capabilities in Chrono and the co-simulation capabilities
through FMI-related tools. By wrapping the model in an FMU, we can co-
simulate our physics-based models with e.g. controllers developed in dedicated
tools such as 20sim (Controllab Products, The Netherlands) or in the VDM-RT
notation [24].

There are several future activities related to modelling the Robotti. Espe-
cially the machine–soil interaction and modelling the control system for future
fleet operations are relevant. Using the model, alternative solutions to the surface
contact mechanisms or suspension systems can be examined. Furthermore, the
results presented here are purely based on simulations. Experimental calibration
and validation are needed in future studies. Calibration and validation of the
model can be conducted using different methods depending on the scope.

To evaluate the driving performance, a model of the propulsion system
needs to be calibrated via dedicated tests to relate driving torque wheel speed
and hydraulic pressure in the system. Also the steering controller can be cal-
ibrated by performing a series of tests to match the measured and modelled
response [3].

4.1 Soil–Machine Interaction

In the current model of the Robotti, the tyres and the surface are rigid. However,
a future task involves modelling the performance in soft soil conditions. Chrono
already has support for simulating soft soil using the Soil Contact Model (SCM)
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[20]. The SCM is semi-empirical and based on inputs that relates the contact
patch pressure and deformation of the soil. The SCM origins in the classical
terramechanics by [25] and [13].

A so-called drawbar pull test can be conducted to quantify the performance
in off road conditions by measuring corresponding values of pulling force, wheel
torques and slip. Such considerations are often applied to research the mobility
of off-road applications. Another relevant method for including soft soil is the use
of the discrete element method (DEM) [5] where the soil is composed of distinct,
often spherical, bodies that interact via friction and adhesion. The DEM is an
appealing approach in agricultural research since it allows for simulating soil dis-
turbance and reaction forces [17]. However, the results obtained using the DEM
comes with a high computational cost. We intend to apply these capabilities
within agricultural research to better understand the soil–machine interaction
and predict the performance of the Robotti under different soil conditions.

4.2 Co-simulation and Digital Twins

The FMI is the main simulation interface of the envisioned co-simulation and
digital-twin system. Thus, several tools have been/are being developed with FMI
as an underlying technology, some of which are mentioned next.

So far, we have carried out initial tests in which we have aligned a physical
twin with co-simulation inside a digital twin where the live data is streamed from
the physical twin. For the streaming technologies, we wish to use a number of
different alternatives. Currently, we have FMI-enabled a message queuing tech-
nology using the open-source message broker software RabbitMQ [22]. Addition-
ally, research is ongoing into self-adaptive systems, also related to the Robotti,
where [14] considers a self-adapting tracking model to match the trajectory of
a 2D reference model (mentioned in Sect. 1). The self-adaption was carried out
when the discrepancy between the models has reached a certain point, at which
a re-calibration of the tracking model is issued. This research also uses FMI
as the simulation interface. An ongoing research topic surrounds how to best
approximate a global state at a specific point in time as sensor data arrives at
different points in time. The use of Kalman filtering in conjunction with the
tracking model mentioned above if currently under analysis.

We also expect that it will be necessary to have an additional layer to the
INTO-CPS Application, which acts as a user interface to our co-simulation
efforts, such that it enables users of the digital twin to define precisely what
discrepancies can be tolerated between the values measured from the physical
twin and the corresponding predictions made by the co-simulation inside the
digital twin before raising the issue to a higher-level or a human [26].

4.3 Desktop-Version of Robotti

The next phase of agricultural robotics contains fleets of robots and control that
can handle multiple cooperating units in a single field. Future research related to
this topic will be conducted through a project called AgroRobottiFleet. In order
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Fig. 9. Photo of the Desktop-Robotti. Dimensions: 0.7 m × 0.4 m × 0.2 m (w × l × h).
(Photo: Søren Bak, Agrointelli)

to research and develop both digital twin systems and the fleet control manage-
ment system, a light-weight scaled version of the Robotti called Desktop-Robotti
is developed to accommodate indoor tests. The dynamics model presented here
is parameterised such that a corresponding model of the Desktop-Robotti can
be configured. A photo of the Desktop-Robotti is shown in Fig. 9. It is equipped
with sensors and actuators such that it can function as the physical version of
the Robotti in related digital twin case studies. Furthermore, an indoor posi-
tioning system capable of detecting the position of the Desktop-Robotti is in
development. Two contemplated case studies are a part of the future work on
the Desktop-Robotti:

1. The Desktop-Robotti manoeuvres around an untested, yet predefined path.
The steering-controller does not perform satisfactorily for the task. To iden-
tify the updates needed to make the Desktop-Robotti capable of manoeuvring
around the path, the digital representation within the digital twin is aligned
to exhibit the same behaviour as the physical twin. At this stage, the steering-
controller within the digital twin is updated to accommodate the desired tra-
jectory. Once this is achieved, the steering-controller of the Desktop-Robotti
is updated similarly, and the motion of the physical twin is verified.

2. The Desktop-Robotti manoeuvres around a predefined path, yet a monitor
detects discrepancies between the behaviour of the Desktop-Robotti and the
Robotti within the digital twin. In an attempt to identify the cause of the dis-
crepancy, the digital twin is subjected to a number of co-simulation scenarios.
One of these scenarios match the trajectory of the physical Desktop-Robotti
and a possible cause is identified.
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4.4 Concluding Remarks

In this work, the current state of model-developments concerning the agricultural
vehicle Robotti is presented. A model of the 3D dynamics is constructed in
Chrono and enabled in the context of FMI 2.0 for co-simulation. Based on the
simulation results, we were able to (i) compute the normal loads as a consequence
of loading the vehicle, and (ii) compute the resulting pitch, roll, and yaw response
as a consequence of driving across a virtual test track designed to induce motion
in the revolute joint. We presented two digital twin-related case studies that
employ the Robotti model and a related physical realisation called Desktop-
Robotti along with an overview of the current status of the digital twin support.
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Abstract. The railways have a quite long modelling history, covering
many technical aspects from infrastructure to rolling stock, train move-
ment, maintenance, etc. These models are mostly separate and operated
independently by various stakeholders and with diverse objectives. This
article presents some of the various digital modelling activities, includ-
ing formal ones, that are undertaken by the railway industry, for design,
development, validation, qualification, and exploitation. It also intro-
duces trends toward regrouping models to obtain more significant results
together with a larger scope, prefiguring digital twins.

Keywords: Railways · Digital modelling · Formal methods

1 Introduction

Modelling activities are central to the railways, mainly in the form of separate
models of diverse natures. Very early in a development, train manufacturers
and operators need to assess and verify that a metro line or a main line will
fulfil expectations in term of performance, number of passengers transported,
operation costs, power consumed, etc. Most of these models (data and related
tooling) are often developed to cover one verification activity, for historical rea-
sons, for regulation reasons (qualification model should be independent from
design model), for organisational/political reasons (different services of a same
company prefer to develop their own solution), or for technical reasons (models
reconciliation/connection requires excessive investment). Initiating a new prod-
uct line is a good occasion to initiate a new model, distinct from the existing
ones, and to contribute to increase their population. Of course, the situation
depends on the company developing/operating trains but it is common trend
observed during the last decades. However, with the increasing complexity of
the systems developed and the competition on the railway market, modelling is
going global, including more aspects to obtain more effective results.

Based on a non-exhaustive picture of the use of models for the trains/metros
manufacture and operation, this article tentatively outlines what could be the
integration of the digital twin concept in the railways. It presents some of the
current digital modelling activities, including formal ones, that are undertaken
by the railway industry, for design, development, validation, qualification, and
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exploitation. It also introduces trends toward regrouping models to obtain more
significant results together with a larger scope, prefiguring digital twins.

This paper is structured in 6 parts. Section 2 introduces the terminology.
Section 3 presents how the infrastructure is modelled. Modelling safety is exposed
in Sect. 4. Section 5 presents some new modelling directions in relation with
emerging paradigms. Section 6 sketches some pros and cons arguments concern-
ing the adoption of the digital twin concept in the railways before concluding.

2 Terminology

This section contains specific definitions, concepts, and abbreviations used
throughout this paper.

Formal methods refers to mathematically rigorous techniques for the spec-
ification, development and verification of software and hardware systems. [9]
identifies a collection of formal methods and tools to be applied in railways.

PLC put for programmable logic controller [21], is an industrial digital com-
puter which has been ruggedized and adapted for the control of any activity
that requires high reliability control and ease of programming and process fault
diagnosis.

Safety refers to the control of recognised hazards in order to achieve an
acceptable level of risk.

Reliability is the ability of a system to perform its required functions under
stated conditions for a specified time.

3 Modelling Infrastructure

This section introduces some important notions about the railway elements sub-
ject to modelling.

3.1 Categories

Railways are divided into two main areas: metro lines and main lines. Below is
a summary of the main differences between the two kinds:

– metro lines: installed in and around cities, the lines are tens of kilometres
long. Except if the line is circular, trains are operated on a carousel: when
they reach the end of a line (forward movement), they fallback using another
set of rails associated to the back movement. Metro stations are usually close
to the next one (around 500 m in Paris): the train spends the same time in
station and travelling between stations. The interval between trains is a key
performance factor: at rush hour, when a train leaves a platform, another one
is going to enter. Only trains from a line are operated on this line, even if the
number of trains is likely to vary to match passengers flow. One signalling
system is installed on board and on the tracks. The train order is fixed as all
trains stop to all successive stations.
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– main lines: they cover large areas, possibly several countries. Lines are up to
thousands of kilometres long. Trains move from point A to point B, with
zero/some stops/all stops. Trains may gain/lose cars in station. Additional
trains may be injected in the flow, coming from other countries/operated by
different companies. Signalling systems change when crossing national bor-
ders.

3.2 Rails

Rails are common equipment among metros and main lines. As such they are
first class citizens: they are the first elements modelled in a project. The network
is called scheme plan or track plan (Fig. 1). These plans contain mainly:

– rails or tracks, made of connected circuits,
– switches, to guide the train from one track to another,
– optical signals, that display instruction or warning to the driver,
– balises/beacons: signals could be duplicated/replaced by electronic equipment

in case of (partial) automation.
– axle counters, track circuits to detect the presence of a train,
– interlocking,
– rail crossings.

Modelling items have attributes like position, length, gradient (slope), max-
imum speed.

Fig. 1. Scheme plan of the Taita metro station, New Zealand.

Many track plan editor tools are available. Some examples are given below.
They are either developed by:

– train manufacturers (SIGART by Alstom, TMDS by Wabtec),
– software/services companies (ERSA traffic simulator, iFrank by iRFP, Fer-

rovia by CGS Labs, Anylogic, Track Editor Tool by SA Transurb, OpenRail
by Bentley, OpenTrack),

– or universities (SafeCap by University of Newcastle).
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These tools have specific GUIs with different graphical representations. For
data persistence/exchange, they rely on either:

– RailML [5]: based on XML to describe tracks and signalling equipment,
timetables, vehicles (rolling stock) and signalling routes (interlocking),

– RailTopoModel [13]: promoted by the International Union of Railways, is
a systemic, general, standard model for describing the topology-based rail-
way infrastructure, able to take into account many non-standard descriptions
needed for addressing specific needs.

Other proprietary formats (mostly closed specification) are also available like
Siemens Infrastructure Format, Infraspeed Infrastructure Format, Bentley Rail
Track, or OpenTrack.

The modelling of the tracks and related equipment is central as it provides
a basis for forthcoming engineering activities. An overall system deployment is
in five steps:

– capture of the railway environment and infrastructure,
– develop railway infrastructure data and generate track plan,
– prepare and compile data necessary for configuration of equipment (beacons,

telecommunication, PLCs, interlocking, etc.),
– validation of data by check or automatic methods (Sect. 4.3),
– validation by simulation including train environment.

The drawing of the track and the positioning of the equipment have to comply
with rules (issued from the train manufacturer, from the train operator, and from
regulations). Engineering also includes the design of the technical rooms (where
equipment is installed), the cable layout and its estimated length.

3.3 Dynamics

Modelling the rails and related equipment provides a static view of the network.
The dynamic view is obtained with:

– a model of the driver. The driver is able to accelerate, decelerate, and brake
(as well as open and close doors). The driving behaviour has to be somehow
optimal by complying with several, sometimes antagonist, requirements:
• the time to travel from one station to another has to be minimal,
• the train speed has to be lower than speed limits,
• the train speed has to be lower than its braking curve, taking into account

the minimum train braking capability,
• train acceleration/deceleration has to be kept within bounds, ensuring a

comfortable travel to passengers.
Such an acceleration profile is given in Fig. 2.

– a model of the train. Reacting to the acceleration/braking of the driver,
this model includes technical characteristics like tractive effort/speed dia-
grams, load, length, adhesion factor, and power systems. It also takes into
account track gradients (Fig. 3) that make the computation of the train
dynamics more complicated [2]:



128 T. Lecomte

Fig. 2. An example of speed profile. X axis represents the train position, red curve is
breaking curve, blue curve is speed limit, black curve is train speed, beige curve is train
acceleration. (Color figure online)

• positive gradient slows down the train and reduces travel performances,
• negative gradient has to be taken into account for the safety braking

curves in relation with the minimal braking capabilities,
• bathtub curve gradient combines both effects. In case of a train at stand-

still in such a place, an oscillation movement could be observed.

Fig. 3. Paris Metro line 14 tunnel depth.

The wheel-rail interface is also a complex domain to model [1,15]. Wheel
slipping occurs when tractive effort exceeds adhesive weight whereas sliding
occurs when braking effort exceeds adhesive weight. In both the situations,
it is the adhesive weight playing the most important role. When tractive
effort is more than adhesive weight, difference in power accelerates the wheel
which results into grinding action on the rail. In the similar manner, when
braking effort exceeds the adhesive weight, extra braking force prevents its
rotation but with continuation of linear motion which results rubbing of wheel
at one location on the circumference and called development of wheel flat.
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Fig. 4. Maximum actionable adhesion in function of speed and rail state.

Both these conditions create unsafe situation. Weather and environmental
conditions, including dry leaves, play a vital role in reducing adhesion.
Slipping and sliding have a dramatic impact on the safety:

– braking distances may be greater than expected, leading to a potential
collision with a train.

– train position is deduced from a number of inputs sources (beacons,
odometer, GPS). In a tunnel, the position between two beacons is esti-
mated with the rotation of the wheels - sliding may bias the precision of
the position and lead to a collision if the train is ahead of its estimated
position.

Many other aspects, not listed here, have an impact on the behaviour of
the train. For example, strong wind (Mistral wind in Provence) implies a speed
restriction because of important windward grip (strong side wind may lead to
train rollover [18]).

3.4 Timetables

With several trains being operated on a line, a timetable specifies where each
train is located at given times over a certain period and is often presented as
a graphical space-time diagram (Fig. 5). That the timetable is feasible means
that it should be free of conflicts between trains and satisfy certain functional
constraints given by the railway system, such as the track capacity resulting
from the physical infrastructure and the signalling system.

The timetable stores information for each train at each station, including
arrival and departure times, minimal stop time, and connections to other trains.
It can be computed from the static model (routes) and from the dynamic model.

Simulation tools (like OpenTrack or SafeCap) could be used to evaluate
timetables by introducing random delays. Predefined trains run according to
the timetable on a railway network. During the simulation, train movements are
calculated under the constraints of the signalling system and timetable.
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Traffic is:

– cyclic (or not): all train services are operated with some fixed interval time
– homogeneous (or not): trains have the same profile (speed, running time, stop

patterns).
– passengers traffic or freight traffic or mixed.

Fig. 5. Diagram of a single route timetable [20]

After a simulation run, train graphs, occupation diagrams and statistics are
used for assessment. In particular, the headway between two successive trains is
used to identify critical block sections. Simulation may be used to:

– compute real-time optimum strategies for traffic flow,
– explore the design space by modifying the track plan and the signalling

parameters,
– minimise energy usage: when employing rheostatic braking, a train could

provide energy to the network that could be used by another close accelerating
train.

In [8], the automation of a large part of the ETCS rail track planning process
is addressed by the algorithmic sequencing of formalized planning rules based on
the knowledge and some best practices obtained from experienced track planners.

Simulation may also be used to assess compliance to standards. For exam-
ple, the ERSA traffic simulator implements the ERTMS principles1 that are
explained in 700 pages (Fig. 6).

1 https://www.era.europa.eu/content/set-specifications-3-etc.s-b3-r2-gsm-r-b1 en.

https://www.era.europa.eu/content/set-specifications-3-etc.s-b3-r2-gsm-r-b1_en
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Fig. 6. Transitions between ERTMS driving modes (matrix 17 × 17 !). White cells
represent conditions and priorities for feasible transitions. Priorities enable avoiding
conflict between simultaneously actionable transitions.

4 Modelling Safety

Models are also developed and used to ensure safety.

4.1 Automatic Pilot - Braking

The automatic train protection (ATP for the metro) is a system on-board the
train which continually checks that the speed of a train is compatible with the
permitted speed allowed by signalling, including automatic stop at certain signal
aspects.

If it is not, ATP activates an emergency brake to stop the train. The braking
curve is calculated based on the track topology (including gradient), the distance
to go to the next red signal (including a safety margin), the guaranteed train
braking capability and the estimated train localisation (Sect. 3.3).

Around 30% of the automatic metros ATP specification are modelled with
the B language (Fig. 7). Their implementation are proved [3] to be correct refine-
ments (no contradiction wrt specification). The model is huge, representing more
than 50,000 lines of specification. The overall model requires to mathematically
demonstrate 23,000 proof obligations to ensure its correctness.
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Fig. 7. Top-level specification of an ATP main loop (excerpt) written in B. For each
cycle, the software has to verify all conditions to either enable a permissive behaviour
or stop the train.

4.2 Estimating Maintenance Periods

The rail integrity is a critical subject for train control as well as for maintenance
strategies. Over all the possible rail flaws, a broken rail is obviously the most
sensitive point. Typically, flaws are detected with special ultrasound monitoring
trains and with unusual noise reports from drivers.

Two facts have a strong influence on the availability and safety of the railway
system:

– the occurrence of critical defects of infrastructure subsystems,
– false alarms for instance triggered by monitoring devices designed for the

defect detection.

For these two points, the railway operators need a degradation model of
the rail and, as accurate as possible, an estimated rate of good detection of
defects by their measuring devices. Then, various maintenance strategies can
be simulated and their impact on the broken rail monitoring process can be
completely estimated. In [4], dynamic Bayesian networks theory are introduced
for the rail degradation and for the broken rail monitoring process model. The
objective is keep (or improve) the ability to detect flaws when automating metros
(the driver’s feedback is not available anymore).

4.3 Formal Data Validation

Data validation consists in the verification and validation of the static data
(Sect. 3.2) against railways signalling rules (that are specific to every country or
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even each company in a single country), on rolling stock features (constant or
variable train size or configuration) and operating conditions. By data valida-
tion, we mean the validation of the parameters (i.e. constants) that determine
a specific behaviour of a software/system over a wide range of possible sets of
values. Microsoft Excel defines data validation in terms of type checking: a cell
may contain a date, an integer, a string or a floating point number. In our case,
the data to validate are not only scalar but also represent more complex struc-
tures like graphs. A metro line is seen as a graph, made of connected tracks
with distributed signals and switches implementing signalling rules. Graphs are
encoded through a large number of tables.

Fig. 8. Example of verification rule. Signals belonging to an interlocking territory are
searched (clause WHERE); such signals have to be linked to this interlocking (clause
VERIFY). If not, an error message is displayed for each faulty signal found (clause
MESSAGE).

Formal data validation consists in:

– formalising the verification rules,
– formally proving that the data to verify comply with the formal rules.

In [14], rules are formalised with the B language (Fig. 8) and the proof is per-
formed with the ProB model checker. Formal data validation has been applied to
complete metro lines/main lines interlocking systems, demonstrating its applica-
bility to large systems. In [17], configuration rules for interlocking are specified
by temporal logic formulas interpreted on Kripke structure representations of
the interlocking configuration.

4.4 Proving Interlocking (Model-Checking, Installation-Based)

An interlocking is the safety-critical system that controls the movement of trains
in a station and between adjacent stations. The interlocking monitors the status
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of the objects in the railway yard and allows or denies the routing of trains in
accordance with the railway safety and operational regulations that are generic
for the region or country where the interlocking is located. Verification of cor-
rectness of control tables has always been a central issue for formal methods
practitioners, and the literature counts the application of several techniques to
the problem. It is a well known fact that interlocking systems, due to their
inherent complexity related to the high number of variables involved, are not
amenable to automatic verification, typically incurring in state space explosion
problems. Model-checking [10,11] has been exercised with considerable success
for specific implementation and up to a certain complexity measured by a num-
ber of managed Boolean equations.

4.5 Modelling Design Reasoning

A railway system is often huge and very difficult to assess as structural modelling
is not able to scale up properly. For example, a RER A regional train simulator
modelling all track-side equipment (including wires, relays, etc.) contains more
than 2,000,000 variables and requires seven computer to simulate simplified traf-
fic scenarios on the central sector of the line. In [16], structural formal modelling
is applied to an existing interlocking specification, but the results are a single
error (“well known” by the customer) and an Event-B model refined 15 times,
unreadable/unusable by the recipients.

Fig. 9. The complete picture of the formal approach for safe systems.

A different formal methodology was then invented [6,19] where the design rea-
soning is modelled and proved against properties, based on assumptions admitted
by all experts. Figure 9 below illustrates its different stages, which can be called
“the ideal formal world” and which makes it possible to obtain a system that is
guaranteed to be zero-defect:

– The left side of the diagram represents the “formal proof of correct interop-
erability”. The aim is to ensure that if the individual sub-systems making up
the overall solution are implemented in accordance with their specifications,
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then the safety of the overall system is guaranteed. This proof enables the
entity responsible for the integrated system to ensure that there are no hidden
safety bugs in the subsystem breakdown.

– The right side of the schema could be named “formal proof of correct design”.
It is a question of guaranteeing that a given implementation is designed in
such a way that the safety expectations expressed in the specifications are
effectively met.

The by-product of this methodology is a book, written in natural language,
providing an irrefutable mathematical demonstration that the various subsys-
tems meet the expected refined properties [7].

5 Convergence and Relevance

The previous sections show that many railway activities are now subject to
modelling. The complete picture of the situation is difficult to obtain as many
of them are not publicly disclosed, for various reasons (competitiveness, secrecy,
insufficient maturity, etc.) or are more a marketing by-product unable to survive
the demonstration/prototyping phase.

Several initiatives to combine/associate theses modelling activities have been
launched in order to address larger engineering problems or new paradigms like
AI, hybrid modelling2, and model-in-the-loop. Among them, we may notice:

• MegaM@RT3 project, with the analysis of traces at execution time by com-
parison with system-level models (search for patterns, AI)

• Shift2Rail4 improved train localisation with the formal modelling of the forth-
coming Moving Block specification and the fusion of diverse data (GPS,
odometer, kinematics, digital maps) to get rid of most track-side signalling.

• Simulating ERTMS Hybrid level 3 specification [12], a novel approach between
ETCS level 2 fixed blocks and full moving blocks. Figure 10 shows the formal
B model being executed in real-time, along with a visualisation of the model’s
state: over 40 issues were identified.

• SNCF Réseau5 is developing a digital mock-up of its network to provide
valuable input for scheduling predictive maintenance operations, foresee
behaviour, train teams and test-drive strategic solutions.

• Alstom6 develops a rail network digital twin for railway yard design and
predictive fleet maintenance based on AnyLogic.

2 The combination of continuous and discrete models to associate a logic controller to
the physics of a controlled system described with differential equations.

3 https://megamart2-ecsel.eu/.
4 Call for Project 2R-OC-IP2-01-2020.
5 https://www.sncf-reseau.com/en/entreprise/newsroom/sujet/the-digital-twin.
6 https://www.anylogic.com/digital-twin-of-rail-network-for-train-fleet-

maintenance-decision-support/.

https://megamart2-ecsel.eu/
https://www.sncf-reseau.com/en/entreprise/newsroom/sujet/the-digital-twin
https://www.anylogic.com/digital-twin-of-rail-network-for-train-fleet-maintenance-decision-support/
https://www.anylogic.com/digital-twin-of-rail-network-for-train-fleet-maintenance-decision-support/
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Fig. 10. Formal B model of Hybrid Level 3 Principles running in real-time.

• On-going autonomous train projects7 are integrating AI for decision and
diverse sensors for detection, while ensuring a human remote control in case
of unexpected situation.

Besides the fact of using state-of-the-art techniques, how relevant the concept
of digital twin is in the railways? Due to the different domains, timescales, and
objectives8 covered by the modelling activities listed above, having a digital twin
of a whole railway system does not seem much adequate.

A digital twin would probably find a more suitable usage for a restricted
domain/timescale/objective combination like training simulation or validation
test bench9. More precise results are expected with the integration of addi-
tional modelling dimensions. However tool/model integration costs are a high
barrier as there are many tools, specific to a line/model/plant, for which source
code/(design, interface) documentation is often hardly available. The combina-
tion of these tools/models, developed separately, would induce extra effort to
validate their semantic and pragmatic consistency, especially if used for safety
certification. Moreover developing new tools/models for legacy systems already
in exploitation requires a sound justification (exploitation/maintenance costs
saving, solving design issues uncovered lately).

7 https://tech.sncf.com/dossier/train-autonome/.
8 For example, respectively functional vs safety, seconds for slipping vs thousands

years for rail maintenance, and development vs certification.
9 SNCF test bench BATIR enabling the real-time functional simulation, including

HiL, of full high speed trains to validate embedded software.

https://tech.sncf.com/dossier/train-autonome/
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Digital twin is probably more adequate to address newer systems (new base-
line) or new themes like:

– ERTMS: its evolving specification and the lack of feedback (compared to
historical national signalling which have been designed over decades/century),
difficult to deploy10 and enabling the late discovery of errors [12].

– Cyber security: critical transportation infrastructure is facing increasing secu-
rity risks given that many systems are (going to be) connected to the Internet,
while related standards are as of today being written (hence not ready for
deployment). In particular, joint security and safety modelling are closely
related and are good candidates to populate a digital twin.

– Terrorism: At the highest level, there is a clear need for the combination of
models from different transportation systems11, to take into account multi-
modalities, especially with respect to the terrorist risk and the way indepen-
dent transportation infrastructures will manage security.

– Autonomy: automating trains requires to consider more aspects than for auto-
mated metros, as the environment is more complex with more elements, inter-
faces, and interactions. The variety of scenarios and situations met requires
precise models of the system and its environment to ensure AI consistency.

6 Conclusion and Perspectives

Railways are heavy modelling providers and users. Most models are:

– separate;
– have different natures and objectives: logic, physical world, performances,

safety, etc.
– have different subjects: infrastructure, rolling stocks, environment;
– used for different activities (specification, development, validation, qualifica-

tion/certification, exploitation/maintenance);

The on-going tendency is to support more engineering activities with mod-
elling or cross-modelling (either by combining modelling to obtain an augmented
one, or by exercising modelling with the support of another one). For example,
slipping/sliding physical modelling provides outputs (i.e. tables) for the esti-
mation of the train localisation precision, but is not included into train traffic
simulation per se.

However it seems unreasonable to imagine a model of a complete rail-
way system (a metro line) shared among different stakeholders, as the range
of uses is quite large and the systems considered made of many equip-
ment/subsystems/parts.

Applications to new themes (AI for autonomy, cyber security, terrorist risks,
etc.) might constitute a suitable entry point for digital twins in the railways.
10 “Bring in the disruptors to drive rail innovation”, Stuart Calvert, Digital Rail, Tran-

sCityRail North conference, London, 06/10/2017.
11 H2020 Call SU-INFRA-01-2020: Prevention, detection, response and mitigation of

combined physical and cyber security threats to critical infrastructure in Europe.
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of B in a large project. In: Wing, J.M., Woodcock, J., Davies, J. (eds.) FM 1999.
LNCS, vol. 1708, pp. 369–387. Springer, Heidelberg (1999). https://doi.org/10.
1007/3-540-48119-2 22

4. Bouillot, L.: Dynamic bayesian networks modelling maintenance strategies: pre-
vention of broken rails. In: WCCR 2008, vol. 2008, Seoul, South Korea (2008)

5. Ciszewski, T., Kornaszewski, M., Nowakowski, W.: RailML application for descrip-
tion of railway interlocking systems, vol. 19, pp. 373–377, December 2018
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Abstract. The paper synthesizes our preliminary work on developing a digital
twin, with learning capabilities, for a system that includes cyber, physical, and
social components. The system is an industrial workstation for manual assembly
tasks that uses severalmachine learningmodels implemented asmicroservices in a
hybrid architecture, a combination between the orchestrated and the event stream
approaches. These models have either similar objectives but context-dependent
performance, or matching functionalities when the results are fused to support
real-life decisions. Some of the models are descriptive but easy to transform
in inductive models with extra tuning effort, while others are purely inductive,
requiring intrinsic connection with the real world.

Keywords: Manual assembling · Digital twin · Virtual simulation ·Machine
learning

1 Introduction

Due to their flexibility, human operators are pervasive in many factories where full
automation is either unfeasible or too costly. Manual assembling is one of the manu-
facturing operations where humans are still playing the major role. Therefore, in the
last decade there has been an increased interest from both academia and industry to
develop intelligent assistance systems to support the assembling process. These sys-
tems are complex cyber-physical-social systems, with extended sensing capabilities of a
working environment with physical, cyber, and human components. They should be able
to recognize the product components and human features and actions, to learn patterns
and correlate human operator contexts with the assembly states of a product, to assist in
the correct product assembly by recommending the next step or by detecting the wrong
ones, to train the human operator and so on.

The main challenge in the engineering of such systems is the complexity of inte-
grating several sensors, with their own control capabilities, in a specific socio-technical
context. The straightforward way to integrate these models is a virtual reality (VR)
environment, enabling the creation of an artificial world for the manual assembling. The
users are immersed in this artificial world with limited behavioral capacity, disconnected
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from the real system. Over the years, this technology proved to be sufficient to address
specific issues in many domains, but we are currently at a point where we need models
to control the real systems which are not suitable for the artificial system. Consequently,
this integration cannot be achieved completely in a digital way and requires perpetual
correlations with the real world.

In contrast to VR, the Digital Twin (DT) concept emphasizes control models for the
real system and not for the virtual ones. DT is a natural evolution of the Decision Support
System concept which connects the models developed in the design phase with the IoT
technology. In this way the problem-solving capabilities become an order of magnitude
faster, with the additional capability to synchronize the models with reality. Therefore,
the combination of DT and VR is used in many industrial applications, from simple
monitoring tasks of an industrial equipment [1] to more complex tasks like fine-tuning
the interactions of an operator with a robotic arm [2].

To faithfully reflect the real system along its entire life-cycle, a DT should exhibit
some key characteristics [3]: 1) the ability to inspect the system at multiple levels,
from system level to system of systems level; 2) the ability to transform, combine and
establish equivalence between models; 3) the ability to integrate, add or replace models
and the ability to describe the closeness to the physical system. Moreover, a DT needs to
integrate the human’s data and related context, either to assess the working conditions
of humans in a factory [4] or to investigate the task allocation problem in human-
robot collaborations [5]. Note that these desiderata are the key concerns in developing
multi-model co-simulations as well.

The paper synthesizes the preliminary development of a DT with learning capabili-
ties for a manual assembly workstation. Section 2 introduces the adopted architectural
concept to engineer the DT. The underlying technologies and the microservices that
are developed to provide the DT functionalities are described in Sect. 3. These services
employ several machine learning models which are discussed in Sect. 4. Most of these
models are descriptive but can easily be converted into inductive models with extra
tuning effort. The last section highlights the current research and conclusions.

2 Assembly Workstation Digital Twin Concept

In the manufacturing industry, the implementation of a DT is following several methods
that lack a common understanding, development methods and technological framework.
The main concern in designing the assembly workstation is to maximize the reuse of
control assets for both systems: physical and virtual. In this case, the DT will be a
controller for both the physical and the virtual system that has predictive and adaptive
capabilities. By following the guidelines presented in [6] to describe the DT concept,
the main features for the manual assembly DT are the following:

• Physical Entity is the physical assembly workstation: a table frame with adjustable
height for ergonomic use. The tabletop is a large smart tablet where the instructions
are given to the user, either visually, audio or a combination of both. In case of heavy
pieces that could potentially damage the screen of the tablet, an alternative would be
to use a hard tabletop with a separate screen and a speaker.
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• Virtual Entity is the VR application, which contains the virtual 3D model of the
product together with the 3D model of the physical assembly workstation.

• Physical Environment is represented by the assembled modules on the assembly
workstation and the human operator who is doing the assembly.

• Virtual Environment includes different VR rooms for specific needs, such as: sim-
ulation, tutorial, operator manual assembly training, product presentation, etc. The
virtual environment is designed for a specific need. The link between the physical and
virtual entities is made in the DT Scene.

• State composed of the variables needed to replicate in the virtual world the states
of the following: physical entity (i.e. table height), physical environment (i.e. 3D
position and orientation of the objects, assembly status), and human operator (i.e.
emotion, eye tracking, skeleton model). In addition, the states of the control unit (i.e.
the instructions that are presented) are considered as well. All these variables belong
to a certain range that define the required levels of fidelity (e.g. high-fidelity for the
physical entity, and medium to high fidelity for the physical environment).

• Synchronization presumes the bidirectional connections between the physical and
virtual system together with the twinning rate. The physical-to-virtual connection is
realized with various devices to acquire data about the current state of the physi-
cal objects (object types and their position with an RGB depth camera) and human
operator (facial expressions and body movement with an additional camera, emotion
detection with GSR sensors and/or voice recognition, intentional stance and atten-
tion with eye tracking glasses). All this data is transmitted to the VR application.
The virtual-to-physical connection is restricted in the current implementation to the
height adjustment for the physical table from the VR application. An assembly pro-
cess restart or reset command from VR is possible only with the help of an external
mediator who will manually rearrange the assembly parts on the physical table for
correspondence with the VR scenarios. The twinning rate is 1 state update per second.
Partial state updates can be made more frequently depending on the update frequency
of each sensor.

• Physical Processes consist in guiding the human operator to assemble a product. The
human operator must follow step by step instructions presented by the system.

• Virtual Processes are used for optimization, simulation, supervision, analysis, and
improvement of the decision algorithms.

Note that the physical and virtual processes reflect intentions of the decision-makers,
such as support human workers either for manual assembly training or real-time oper-
ation. They need to be sufficiently connected to the operational reality and complete to
allow the execution of either in the physical or in the virtual space. Figure 1 depicts the
main modules that are needed to control the physical or virtual assembly workstation.
As mentioned, the main concern in designing the DT was to maximize the reuse of
control assets for both systems (physical and virtual) while allowing early testing of the
manual assembly training processes and algorithm, improving them side by side with
the physical entity.
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Fig. 1. The DT concept for the assembly workstation

The Physical Assembly Workstation has sensors to measure the physical system and
environment, and actuators that are used by the Virtual AssemblyWorkstation to change
the physical environment. The Assembly Workstation Application module is used to
provide audio, video or written instructions to the user, highlight the assembly parts and
control the physical actuators of the system. There are two types of sensors:

• Object Sensors are aimed at the objects that are assembled on the physical workstation.
These sensors can be video cameras, depth cameras, lidars, etc. Another way is to use
smart products or product tracing techniques. The data stream of these sensors will
be used by the Assembly Status module.

• Human Sensors are used to detect changes in the user’s emotion and intentions, where
it is looking, height, and other characteristics. These sensors include video cameras,
depth cameras, Galvanic Skin Response sensors, eye tracking sensors, etc.
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The control elements shared between the physical and virtual assembly workstations
are:

• Assembly Statusmodule is responsible for identifying the current state of the assembly
using input from the Object Sensors module. Based on that state, it must decide if it
is a valid or invalid one. In other words, it detects if the user is making mistakes in
the assembly process.

• Adapt Instruction Sequencemodule receives inputs from the Assembly Statusmodule
and recommends the next step that should be done in the assembly process. If the
human operator is making mistakes, this module will repeat the current instruction
and if not, it will move to the next one. When moving to the next instruction, the
module will have to provide the optimal instruction from the available list of feasible
ones.

• Adapt Instruction Content module decides on how to present the current instruction
for a certain human operator. The instruction should be personalized by choosing the
communication form (i.e. video, audio, text, or a combination of those). It should also
decide the timing and amount of information given to the human operator.

In the case of the Virtual Assembly Workstation, all the data that is acquired in the
Physical Assembly Workstation using Object Sensors will be available directly from the
VR application through the SDK, without the need of additional sensors or equipment.
We will consider this functionality of the SDK as virtual sensors – named Virtual Object
Sensors in Fig. 1. Some of the user’s information is also available using the VR SDK but
this requires the VR equipment which will be considered as part of the Human Sensors
in this case for the Virtual Assembly Workstation. There are some exceptions in the case
of Human Sensors of the Virtual Assembly Workstation where some parameters cannot
be extracted because the user’s face is obstructed by the VR headset. The same sensors
from the physical workstation could monitor the human operator and send the data to
the VR application. However, these sensors are hard to use from the virtual side. Also,
under some circumstances, their usage from the virtual side is unnecessary because the
virtual environment is a controlled environment where most of the information is easily
available in the software. Next, a correspondence between the sensors used to capture
the physical environment and the ones used for the virtual environment is presented in
Table 1.

The database is used to store the assemblies done on either the physical or the
virtual assembly workstation for a later analysis and verification through replay. Using
the recorded assembly processes, it is possible to continuously improve the Machine
Learning (ML) algorithms of the system, especially the Adapt Instruction Sequence and
Adapt Instruction Content modules.

Using the real time synchronization between the Physical and Virtual Assembly Sta-
tions, additional functionalities can be enabled: a trainer from VR can supervise the
trainee from real medium using the DT or vice versa, remote operator manual assem-
bly training, real-time manual assembly training analysis, etc. In the end, the Virtual
Assembly Station is not acting only as a simulator, but also as a product for real-time
visualization and analysis or testing new functionalities using real-time sensor input
from the physical environment.
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Table 1. Sensor correspondence

Behavior/Measurement Physical station Virtual station

Determine user’s body
characteristics: movement, skeleton
data, height

Azure Kinect Software-based using the existing
VR equipment: headset,
controllers, and trackers

Eye tracking and user intention Tobii Pro Glasses 2 HTC Vive Pro Eye Series

Tracking the objects that are being
assembled

RGB depth camera Software-based as the position of
all parts is always known in the
virtual environment

Detection of the user’s emotional
state

Video camera,
Microphone,
GSR sensors

Face based is not possible,
Microphone,
GSR sensors

3 Implementation Issues

The concept of the physical workstation is presented in [7]. The software architecture
of the system is based on a hybrid microservices architecture, a combination between
orchestrated and event stream approaches. Having a hybrid architecture, allows for a
greater flexibility in the development of the microservices and their interaction. The
microservices are developed using gRPC1, an open-source remote procedure call (RPC)
framework. For monitoring, control, discovery, and health checking of themicroservices
we are using Consul2, an open-source platform. The types of services that are currently
available on the assembly workstation:

• Physical Assembly Station:

– Table Height Adjustment – interface that allows control of the physical table height.

• Object Data:

– Object Detection – allows identification of known objects in an image. Depending
on the assembly scenario, a customized detection algorithm is needed for each object
that is assembled. For a basic and fast detection, a bounding box algorithm like YOLO
[8] might be enough but for a greater, pixel-level accuracy at the expense of speed,
an instance segmentation algorithm like Mask R-CNN [9] should be used. In our
implementation we opted for using a YOLO artificial neural network that was trained
on demo objects.

– Object Position – allows identification of the XYZ position of the detected objects
in a depth image based on the output of the Object Detection service.

1 https://grpc.io/.
2 https://www.consul.io/.

https://grpc.io/
https://www.consul.io/
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– Object Segmentation – allows the further segmentation of the detected object(s). It
is used to extract 2D orientation and pixel-level segmentation of the detected objects.
This is achieved using traditional image processing methods like: Otsu binarization,
edge detection, contour detection, contour fill, etc.

• Human Data:

– User Characteristics – used to extract user information like height, age, gender. In
[10] is presented the approach for this step of extracting these human characteristics.

– User emotion detection based on voice – uses a phase vocoder together with an arti-
ficial neural network. The method was trained and validated using the RAVDESS
database [11] (Ryerson Audio-Visual Database of Emotional Speech and Song).
Details about the approach can be found in [12].

– User emotion based on facial expression – is a microservice that is based on an input
image with the user’s face, identifies face landmarks. Based on the face landmarks
and the distance between them, seven possible emotions can be predicted using an
artificial neural network. The seven detected emotion are: angry, disgust, fear, happy,
sad, surprise and neutral.

– User Intention – This microservice is using the eye tracking data to predict what the
user wants to assembly next. The video feed together is feed into the Object Detection
microservices and based on the gaze location it can be inferred if the user is looking at
an object. Currently, the algorithm behind this microservice that will determine user
fixation on an object or confusion if the user is looking around is under development.

• Assembly Instruction Data:

– Correct Assembly – used to determine if user follows the assembly steps correctly.
This microservice, based on the object spatial position, orientation, and segmenta-
tion from Object Segmentation microservice can determine whether the pieces are
assembled correctly or not.

– Next Assembly Step – used to provide the next suitable instruction based on the
previous instruction. For this microservice, several types of predictors were tested,
like two-level prediction table, Markov predictors, prediction by partial matching and
long-term short memory artificial neural networks. Details about the implemented
predictors can be found in [13, 14] and [15].

– Adapt Assembly Step – used to adapt the next instruction based of several factors:
user state, mistakes made, assembly state, etc. This microservice is currently under
development.

• Other microservices:

– Publish-Subscribe – allows for a pub-sub communication/event stream-based
alternative to direct RPC calls (orchestrated) between microservices.

– Video Streaming – this microservice allows viewing the stream of any video source
(including screen) connected to the assembly station. To reduce the bandwidth, the
video is H264 encoded on the server side using theWindowsMedia Foundation SDK.
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The DT of the physical assembly workstation is an adapted VR simulation. The VR
simulator was developed in Unity 3D and it is compatible with Oculus Rift and HTC
Vive headsets. The compatibility problem was easily solved using the VRTK Toolkit.
This toolkit is a collection of scripts and prefabs made for Unity and VR. Using VRTK
and Steam VR we could use the same classes and events to access the controller’s apps
from both hardware. The VR simulator is further detailed in [16]. In Fig. 2 the physical
assembly workstation and its virtual representation in the VR application are shown.

Fig. 2. Physical prototype [15] and its DT

4 Machine Learning Capabilities

As described in the previous section, the DT for assembly workstation combines multi-
ple ML models developed during the design process. There are three broad categories
employed in the current developments: 1) human emotion recognition, 2) context predic-
tors for the assembling sequences, and 3) traditional image processingmethods for object
recognition. In the following sections the first two categories are discussed, whereas the
third uses classical image processing algorithm with no need for data to improve their
object recognition capability in real-time.

4.1 Human Emotions

Human emotions are known to play a significant role in human behavior and are an
essential source of data for improving and adapting human interaction. There aremultiple
ways of recognizing human emotions, through facial expressions in [17] and [18], speech
in [19] and [20], or biometric signals in [21] and [22]. For both the audio (speech) and
video (face) channels, the detection of human emotions involves a pre-processing and
feature extraction stage and a classification stage. The main features isolated in the audio
channel are spectral, the Mel-frequency cepstral coefficients, although other time-based
features such as short-term energy, zero-crossing and cross-correlation coefficients for
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pitch detection are additionally used. The pre-processing of the still images from the
video channel revolves around the face detection and the extraction of discriminative
features from salient face regions, as well as the history of those features from recent
frames. For both the audio and video channel, the classifier chosen is an artificial neural
network (ANN). Although there are many approaches, ANNs have been shown to be the
most promising of artificial intelligence (AI) techniques, having good results in general
pattern recognition tasks.

In the case of the biometric signals, only the galvanic skin response (GSR) is mea-
sured, as the heart rate reactions are relatively slow and persist for a long time (con-
sidering the general manual assembly training scenario), while EEG sensors are a lot
less practical for an assembly workstation. Unlike the audio and image methods, which
attempt full emotion identification, the GSR processing consists of adaptive filtering and
peak detection, mainly used to identify emotion excitation. However, this approach has
the big drawback of not being able to detect the explicit emotion, as the GSR peak can
be triggered both by positive (e.g. happy) and negative (e.g. fear) emotions.

Each human emotion investigation channel has its strengths and weaknesses: face
caption and GSR are continuous, whereas speech is voluntary; in contrast, the lack of
speech inflexions despite emotions is less common than poker-face expressions, while
physiological responses to emotions are almost never controlled; audio and video data
can be gathered at a distance, whereas GSR, EEG and other biometric measurements
require equipping the user. The combination of the methods thus offers a better chance
of correctly identifying the true mix of emotions for the observed user and thus pro-
vides better data for the workstation to adapt and improve the instructions and feedback
provided during the manual assembly training.

ANNmethods for detecting human emotions are descriptive models trained on large
sets of audio and image (or video) data. However, given the opportunity, they are easily
transformed into inductive models through continuous training and refinement of the
network weights based on data acquired during the operation. The assembly worksta-
tion offers the opportunity of observing the same user during multiple operations, thus
enabling both the general refinement and the adaptation to the particularities of the user.
In contrast, the GSR peak detection is implicitly an inductivemodel, adapting its filtering
and thresholds to the user to compensate for variability of the physiological responses
from human to human.

Although not an emotion, confusion of the user is another important state of mind
that, if identified correctly, would greatly improve the performance of the assembling
instructions. For the detection of this state, data from all channels may be combined with
information from gaze-tracking glasses to provide valuable insights in the human state
of mind.

As human emotions are personal, and represent internal biological states, questions
about data privacy and ethics arise. Regarding this issue, the ANNs presented are trained
on datasets that are freely available in the public domain. Also, the inferred emotional
state of the user is used only momentarily by the software application and is not stored
anywhere by the system.



Engineering a Digital Twin for Manual Assembling 149

4.2 Context-Based Predictors for the Assembly Sequences

In our previous works [13, 14] and [15] we investigated different models for context
predictors, such us two-level prediction table, Markov predictors, prediction by partial
matching and even long short-termmemory artificial neural networks.Thesemodels have
the same objective of providing adaptive assembly assistance by dynamically adapting
the assembling process to the human operator’s actual condition, his/her general charac-
teristics, preferences, and behaviors in assembling products. These models are using a
context-based predictor to recommend the next assembly step based on the current state
of both: the semi-product, and the worker.

Being pre-trained with a set of rules extracted from a dataset of product assembly
sequences we can consider them to be descriptive. The two-level context-based predictor
from [13] is able to reproduce the assembly step which was last seen after a certain
context, whereas the Markov predictors from [14] and [15] can provide multiple choices
for the next assembly step, in their descending probability order. All these models can
be enhanced with run-time training. Thus, after the pre-training, during the exploitation
of the predictors, they can be updated after each assembly step. We expect that with
run-time learning, the predictor can cover a higher number of situations.

In the case of the Markov predictors presented in [14], the next state probabilities
for a given context are estimated using the state occurrence frequencies in that certain
context. Currently, since only a limited pre-training stage is applied, these frequencies
are maintained as simple counters. When a prediction is to be made for a given context,
the state having the maximum counter can be provided as the most probable next state.
If we extend the prediction mechanism with run-time learning, some of these counters
can increase a lot in time, reaching very high magnitudes, while others can remain on
low levels. Therefore, saturating counters would be more appropriate. The saturating
counters, whose magnitude is limited, can adapt faster to changes in the behavior of a
certain human operator, and can easily adapt also to different users. Obviously, this fast
adaptation could be assured by increasing the saturating counter associated to the correct
next state and by decrementing the saturating counters corresponding to wrong states,
after each assembly step.

We are currently developing a prediction algorithm based on pre-trained Hidden
Markov Models (HMM). That prediction scheme can be easily adapted for run-time
learning by periodically adjusting the HMM on a certain window of assembly steps.
Another predictor which is currently in evaluation is a Long Short-Term Memory
(LSTM). It is pre-trained through a certain number of epochs. We intend to analyze the
influence of a possible run-time learning over the LSTM’s prediction accuracy. How-
ever, since the optimal number of epochs in the pre-training stage is 5000, we expect
a slower adaptation capability for the LSTM by run-time learning with respect to the
above-mentioned Markov and HMM prediction schemes.

The experiments with these models revealed that:

• If the dataset is strictly restricted to the assembly behavior of the human operator there
is no significant difference if the dataset used to pre-train the ML models is generated
either from physical or virtual assembly workstation. This finding may significantly
speed up the pre-training of ML models.
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• There will be always a tradeoff between adaptability and prediction accuracy among
alternative ML models. Some works well with a large pre-training dataset, but they
have slower adaptability to real-time data coming from the physical system. Therefore,
choosing the optimal model depends very much on the contextual use (i.e. products
diversity, assembling complexity in terms of number of sequential steps and alternative
choices, etc.).

• TheMLmodels developed to predict the assembly behavior trained with data from the
virtualworkspace has limited applicability.Wehave found strong correlations between
the assembling performance of some processes with the operators’ psychomotor capa-
bilities, such as the gender, if he/she is wearing glasses, tiredness, height, etc. While it
is clear that the data coming from the real space are limited due to lack of high volume
of data and slower generation of data, models developed for the virtual space cannot
cope with the entire spectrum of real-life data as a result of limited sensorial capabil-
ities. Consequently, left-over parts that should be considered by the DT in extending
the descriptive models into inductive ones will always remain.

5 Conclusions and Future Work

The paper synthetized the preliminary developments of a DT for a manual assembly
workstation. This cyber-physical-social system employs several ML models imple-
mented as microservices in a hybrid architecture, a combination between the orches-
trated and the event stream approaches. For a fast and intuitive integration of different
ML models a VR application have been twinned with the physical workstation. In addi-
tion, it was used to generate datasets to pre-train the ML models. These models ana-
lyzed in this paper have either similar objectives but context-dependent performance (i.e.
context-based predictors for the assembly sequence), or matching functionalities when
the results are fused to support real-life decisions (i.e. detection of human emotions).
Some of the models are descriptive but easy to transform in inductive models with extra
tuning effort, while others are purely inductive requiring intrinsic connection with the
real world.

These resultswill be further exploited on at least two directions. Firstly, the prediction
models investigated to suggest the next assembly step can be easily reverted and used
to simulate the assembly process of a human operator. The lack of a reliable model for
the cognitive behavior of a human operator in assembly tasks was the main concern
in not building at design time a co-simulation. The models discussed in the previous
section will be further used in a co-simulation to reproduce the user’s behavior. This will
increase the speed for an extended design-space exploration when new microservices
will be added. Moreover, coupled with specific real-time user data (i.e. gender, if he/she
is wearing glasses, tiredness, height, etc.) there is the potential to have personalized
design-space exploration capabilities for various assembly tasks, limiting substantially
the combinatorial complexity arising from the interactions ofmultiplemodels. Secondly,
all the ML models reported in the paper were pre-trained with datasets obtained from
laboratory experiments with students. Real-life experiments with human operators from
industry are envisaged. These experiments will provide a better insight on how to employ
the alternative models in different contexts.
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Abstract. Civil engineering has only recently started the digitalisation journey
by standardising around Building Information Models (BIMs). In the process of
construction a dimension of time is added in what is called 4D BIM and this can
serve as the basis for a digital twin. It is predicted that such a digital twin can
enhance the overall overview of status of the construction of a new building by
means of different types of sensors, and interpreting these in relation to a BIM. In
the construction phase there are rules and regulations targeting the safety of the
different kinds of construction workers at the construction site. In this paper we
provide a vision of how digital twins can assist with spotting potential violations
of the constraints stated by the rules and regulations, and empirically evaluate a
proof-of-concept software tool on a large scale, real-world 4D BIM.

1 Introduction

All project stakeholders that facilitate design, planning, construction and operation play
a vital role in achieving project objectives for cost, schedule and quality. However,
few recognise that design and planning can play a critical role for the safety, health
and well-being of construction workers, maintenance staff or users during an entire
project lifecycle. Although significant research has been undertaken in occupational
construction safety, health and well-being, human-assisted software tools for detection
and prevention of hazards embedded in construction schedules hardly exist in practice.

In light of this, we advocate Digital Twins as a technological framework for provid-
ing a unifying platform for enhanced construction safety that can be used to:

– integrate real-time sensor data from the construction sight (the “physical” twin) into
a formal model of a construction site (the “digital” twin, in the form of 4D Building
Information Model (BIM), Sect. 2);
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Fig. 1. Workflow pipeline for updating a 4D BIM with realtime sensor data, and automatic
safety code compliance analysis. Thin grey arrows represent automatic data flows (inputs/outputs)
between software components, or from sensors detecting the environment. Large blue arrows rep-
resent manual (human) knowledge engineer activities in formalising expert domain knowledge
and natural language safety codes. The “digital” twin is the BIM (bottom middle). The “physical”
twin is the real, partially constructed building (bottom left). The compliance report is delivered
to construction project managers for decision support.

– facilitate predictive safety analysis of a construction site (Sects. 5–6).

These two roles of digital twins in construction are illustrated in the conceptual work-
flow pipeline in Fig. 1, centred around BIM of a building under construction. BIMs
are an object oriented formal representation of buildings, including classes such as
Door, Wall, Slab etc. In construction planning, 4D BIM is used to model how a BIM is
planned to be erected in a series of discrete time steps, i.e. a 4D BIM is equivalent to a
sequence of partially constructed BIMs that represent the building under construction.

In the first proposed application of digital twins, the 4D BIM is automatically
updated based on sensor data, knowledge about construction activities in general, and
background knowledge about the project at hand, which is formalised and used to inter-
pret sensor data into construction activities and events. Having accurate information
about progress and the current state of the partially-constructed building is critical
for effective and timely safety analysis at each stage of the construction process. In
Sect. 2 we present our initial results on automatically assessing construction progress
and updating BIMs accordingly.

In the second application of digital twins, official standard safety codes that are
currently complied with (by law) are formalised and checked against the BIM to identify
hazards and recommend mitigation strategies. To keep our methodology concrete, we
specifically focus on the German construction safety codes BG Bau [1].

We seek to consolidate and formalise expert knowledge on construction manage-
ment into a new, semantically rich domain model of construction site safety called
SafeConDM [20,23,24,34], that can be exploited for enhanced predictive analysis with
4D BIM. Importantly, 4D BIMs are often incomplete in that the designer has omitted
certain key pieces of information (e.g. the particular order in which roof panels will
be installed) that are necessary to assess whether a safety code is complied with or not.
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This motivates the role of default reasoning in safety analysis, so that we might assume
certain details that are missing from an incomplete BIM, and hypothetical reasoning
that supports queries such as: “Suppose a particular safety code is violated, can we
fill in the missing information in such a way that would result in this violation?”. In
Sects. 5 – 6 we present our initial results in digital twins for safety analysis.

Thus, our proposed digital twin framework for safety analysis before, and during
construction, consists of the following key components:

– a semantically rich domain model of different features in a 4D BIM (such as leading
edges and other refining semantic categories that further distinguish different types
of leading edge);

– a knowledge base of formal rules that can take a 4D BIM, analyse it, and augment
it with these new concepts, injected as new, special kinds of “objects” in the model
based approach on the concept of spatial artefacts;

– a reasoning engine that can take hypothetical statements about safety violations and
identify construction sequences that result in such dangerous violation while still
being consistent with construction plan information that is available.

1.1 Related Work

The particular research niche that our work resides in, with respect to employing BIMs
in the context of digital twins is: (a) safety analysis (b) during the construction stage of
a building’s lifecycle. Thus far there has been relatively little attention given to auto-
mated safety analysis via 4D BIMs as the “digital” twin, and the construction site as the
“physical” twin.

Digital Twins have their origins in the concept of Mirror Worlds by Gelernter [17],
where the digital version of some real product or system is used for prediction: simu-
lating “what if” scenarios and reasoning about properties of the digital model to infer
properties of the real-world counterpart. Digital twin technology is not yet being fully
utilised within the building and construction sector [9,21]. The primary role of digi-
tal building twins thus far is employed during the building operation phase (e.g. [25]),
not during construction (corresponding with 4D BIM), in order to monitor and opti-
mise building performance e.g. energy reduction [43], sustainability and waste reduc-
tion [3,32], building state degradation [11,21].

Methods have been developed for automated construction progress monitoring
based on interpreting images, videos, laser scans, e.g.[18,19], and comparing 4D BIM
“as-planned” vs “as-built” through point clouds constructed from images [10,42]. These
approaches are compatible with our framework for utilising digital twins in construc-
tion safety analysis, where the digital twin platform unifies various technologies centred
around a 4D BIM. The primary distinction here is that we emphasise the primary goal
of safety, and situate sensor data interpretation within a framework of abductive (spa-
tial) reasoning, with an emphasis on rich semantic models of experience and behaviour
[4,7,14,37]. This leverages expert knowledge, inference, and project-specific knowl-
edge in the form of the planned construction schedule so that, ideally, different kinds
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of sensors can be used to infer progress (enabling accurate safety analysis during con-
struction) that are relatively inexpensive and simple to deploy, to complement video and
laser scanning approaches.

Automated building code compliance has been the focus of numerous research
efforts [8,12,13]. Popular commercial systems such as the Solibri Model Checker1

primarily support clash detection analysis between physical components and provide
a form of rule checking. The rules are parameterised and can be configured (e.g. com-
bined, deactivated, etc.), although completely new rules cannot be defined by a user
e.g. for implementing the B100 construction safety code [35,38]. Moreover, the under-
lying algorithms for determining spatial relations that systems such as Solibri imple-
ment (such as nearest spaces) are subject to numerical instabilities, and are impossible
to directly verify and modify due to being proprietary and closed. The approach we are
developing incorporates real arithmetic constraint solving (i.e. not only floating point)
to overcome such limitations [22,24].

2 Automatic Construction Progress Analysis

In this first phase we aim to automatically infer progress of the construction plan and
update the 4D BIM accordingly based on sensor data collected from the construction
site. We cannot directly ‘sense’ task completion, i.e. there is no such device as a ‘wall
exists’ sensor, and thus we use sensor data, such as worker location tracking, to infer
the plausbility of work being done. This application of digital twins corresponds to the
workflow illustrated in the left part of the workflow in Fig. 1.

We adopt the common approach of decomposing so-called ‘high level’ construction
tasks into a hierarchy of subtasks that can be more reliably reasoned about based on
sensor data (e.g., [47]). For example, erecting brick pillars may consist of the following
subtasks:

– cutting bricks at the saw machine;
– moving bricks from the saw machine to the pillar zone; and
– laying the bricks in the pillar zone.

Given sensor data collected from the construction site, our system needs to infer such
subtasks that are consistent with this sensor data in real time, and subsequently qual-
itatively assess task completion. For example, given a timestamped series of geo-
referenced locations associated with a particular worker (e.g., tracked Ultra Wideband
(UWB) tags attached to personal protective equipment (PPE)) our system may infer that
the worker has moved from region A to job site B where they remained for some time,
and then moved back to region A. Moreover, given the time spent at job site B our sys-
tem may infer progress on task X assigned to the worker that can only be undertaken
using a particular machine at worksite B.

1 www.solibri.com.

http://www.solibri.com
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Such inferences are only plausible, tentative explanations of the data: if it was
indeed the case that the worker undertook these activities then we would expect the
sensor readings that we did in fact observe. However, many other scenarios would
also result in these sensor readings - what if the PPE with the tags were acciden-
tally swapped between workers? Given this new information our system would need
to be able to revise its previous inferences. This kind of explanation-based hypotheti-
cal reasoning is a form of abduction (in contrast to deduction in which inferences are
never retracted). The challenge in abductive reasoning is to efficiently produce a select
few useful hypotheses that are justified by the data, out of the enormous multitude of
hypotheses that are also consistent with the data available.

2.1 Explaining Sensor Data via Abductive Reasoning

Consider the fundamental equation of inference [28]:

BK ∧ H |= Obs

In our framework based on logic programming, Background Knowledge (BK) is a set
of IF-THEN rules between propositions, and facts that we know to hold in the current
setting such as the 4D BIM of the construction project, the up-to-date worker roster,
current time of day, construction project plan and task schedules, etc. For example, a
number of work areas have been identified in the construction site illustrated in Fig. 2,
represented as polygonal regions.

Fig. 2. Left: Semantically meaningful work areas represented as polygons on a construction site.
Right: Worker trajectory data (cyan lines) captured via UWB sensors are directly converted into
symbolic facts asserting the time intervals during which the worker was located in particular work
areas.
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Observations (Obs) are represented as symbolic facts, derived directly from sensor
data. For example, we convert detailed 2D trajectory data (Fig. 2, right) into discrete
symbolic facts that assert the time intervals during which a given worker is located in a
given work area, as defined in Fig. 2 (left).

Hypotheses (H) are tentative facts that, when combined with BK, entail the obser-
vations. For example, the hypothesis that worker W performed the subtask of “cutting
bricks at the saw machine” during time interval T entails that the worker was located
in the same area where the saw machine is located (the “sawZone”), and that the dura-
tion of time they spent in that area is above a plausible threshold (e.g. more than five
minutes), to distinguish workers that are instead only passing through that area.

Deduction is the process of inferring Obs given H and BK. Abduction [40] is the
process of inferring H given BK and Obs, such that background knowledge alone is
not enough to explain the observations (BK �|= Obs), the hypothesis is not inconsistent
with background knowledge (BK ∧ H �|= false) and the hypothesis is sufficient to
explain the observations together with background knowledge. Our abductive reasoning
module is implemented using Answer Set Programming (ASP) [16,26].

2.2 Answer Set Programming (ASP)

ASP is a declarative logic programming language that is used to represent and reason
about semantic information in a given application domain (such as 4D BIM and safety)
in the form of facts and rules, and has an in-built search engine for finding models
(combinations of deduced facts) that follow from the given premises. In the context of
logic programming, the rules in BK that provide the basis for abductive reasoning are
a set of Horn clauses of the form: h ← b1, . . . , bn, where proposition h is true (the rule
head) if propositions b1, . . . , bn are all true (the rule body). We represent a 4D BIM in
ASP as ASP facts, background knowledge about construction activities are formalized
as ASP rules, and valid hypothetical explanations are encoded as ASP models discov-
ered by the ASP search engine. In ASP syntax, rules are denoted as follows (read as “IF
b1, . . . , bn are true THEN h must be true):

h :- b1, ..., bn.

An ASP fact h is a rule of the form: h ← true. An integrity constraint that forbids
b1 ∧ · · · ∧ bn is a rule of the form: false ← b1, . . . , bn. A weak constraint is a default
integrity constraint that intuitively states that: prefer models that satisfy the constraint.
Weak constraints provide a means to find optimal models that minimise the number of
violated weak constraints. Specifically, for each weak constraint that is violated in a
given model, the model is assigned a penalty p, assigned to a so-called term tuple t.2

ASP then searches for models that minimise the sum of penalties. In ASP syntax, weak
constraints with penalty w and term tuple t are denoted as:

:∼ b1, ..., bn. [w, t]

2 The role of the term tuple can be understood as follows: when a weak constraint is violated, a
term tuple is added to the model and assigned the penalty, rather than the weak constraint itself.
This provides a mechanism to relate weak constraints. We will not elaborate on the details of
term tuples here, and instead refer the reader to ASP documentation [15].
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ASP supports choice rules: given propositions h1, . . . , hm a choice rule is used to spec-
ify that zero or more of those propositions can be true in a model. This is generalised
so that at least i and at most j of the propositions must appear in each model. In ASP
syntax choice rules are denoted as:

i {h1; ...; hm} j :- b1, ..., bn.

Finally, unlike another well known logic programming language Prolog (the predeces-
sor of ASP), ASP operates in a 3-valued logic setting: propositions in a model can be
true, false, and neither (which can be interpreted as unknown depending on the appli-
cation context). The proposition −p denotes that “p is false” in classic propositional
logic. A model can not contain both p and −p, which is defined as a logical contra-
diction, whereas models can omit both p and −p (i.e. which, as mentioned, can be
interpreted as “p is unknown”). The operator “not p” is satisfied if p is not in the model,
i.e. the model either contains −p or neither p nor −p. Similarly, “not −p” is satisfied if
−p is not in the model, i.e. the model either contains p or neither p nor −p.

2.3 Abductive Reasoning Using Answer Set Programming

We implement abduction in ASP by adapting the approach presented in [30]. Observa-
tions o1, . . . , on derived from sensor data (also referred to as evidence) are implemented
as ASP facts:

holds(o 1).
...
holds(o n).

Each hypothetical predicate p in H (called an abducible) is implemented as an ASP
choice rule:

{hypothesis(p)}.
This choice rule means that every hypothesis can either be made or not (i.e. the
abducible is either asserted to hold, or remain unknown). Given n hypotheses then the
corresponding set of choice rules yields at most 2n complete explanations (models), i.e.
the set of models is a subset of every combination of hypotheses. We rank these models
by preferring models that propose hypotheses over those that do not (as also argued in
[30]), i.e. we use ASP to derive rich interpretations of the construction scenario that are
consistent with the data.

Such an “optimistic” set of hypotheses corresponds to an upper bound on construc-
tion progress where observations are used to justify the largest number of hypotheses
about work progress. We implement this in ASP using weak constraints [30]:

:∼ hypothesis(p). [1, p]

The knowledge that hypothesis p entails observation o (or other consequent proposi-
tions) is implemented as an ASP rule:

expected(o) :- hypothesis(p).

If multiple observations o1, . . . , ok are entailed, then this is implemented as choice rules
requiring all k propositions to be in the model:
k{expected(o 1),...,expected(o k)}k :- hypothesis(p).
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Every expected observation inferred from a hypothesis must be corroborated by evi-
dence. This is implemented as an ASP integrity constraint asserting that a model is
inconsistent if it contains an expected observation that was not observed from sensor
data:

:- expected(o), not holds(o).

3 From Physical Twin to Digital Twin: The Framework and
Workflow

This section details the three modules in our construction progress framework. In this
first iteration of our framework, sensor data from the construction site consists of Real-
Time Locating System (RTLS)-data of human workers and on-site heavy vehicles. We
opted for Ultra Wideband (UWB)-based localization as the means of capturing trajec-
tory in this first iteration, due to UWB being relatively uncomplicated to install, operate
and maintain. In comparison to GPS, UWB requires more effort and time to install
and configure, however it also provides up to an order of magnitude improved location
tracking accuracy. Tags are configured to run at an update rate between 1–60 Hz, and
are attached to human workers and heavy vehicles moving on the construction site. It
is assumed that these subjects do not exceed a speed threshold of 7 km/h during typical
construction site activities.

3.1 Three Framework Modules

These modules are responsible for collecting and preparing trajectory data collected
from workers on a construction site that is ultimately used to determine construction
project progress, which in turn is used to update the 4D BIM digital twin to reflect the
reality on the construction site.

Module 1 is responsible for data preparation (Fig. 3). This consists of preprocessing
RTLS trajectory data in a continuous stream-fashion, and for preparing the original
as-planned 4D BIM once at the start up of the digital twin platform.

Fig. 3. Workflow diagram of Module 1 for data preparation.
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Preprocessing RTLS (UWB) Data. Firstly, adjacent data points that exceed a thresh-
old speed limit of 7 km/h for human workers and heavy vehicles are filtered away,
removing noisy data spikes. Next, line smoothing is applied to more accurately capture
human movement patterns, specifically via Savitzky–Golay filter which fits polynomial
functions to sliding windows of data points [33]. Finally, redundant data points that are
within a collinearity threshold ε are removed via the Ramer-Douglas-Peucker algorithm
[31], i.e. curve decimation up to a threshold Hausdorff distance.

4D BIM. The open Industry Foundation Classes (IFC) BIM standard has been adopted
in our framework. Building elements (members of the class IfcProduct) with properties
such as their location and orientation are converted into JSON format for interoperabil-
ity between modules. Five temporal scheduling properties are added to each product:
the planned- and actual- start date, and end date, and the status which is the digital
twin property that is updated from construction site sensor data. Status represents the
stage of construction of the product, taking the values of either built, possibly built, and
not built.

Observations. Symbolic terms representing semantic observations during specified
time intervals are generated by combining processed trajectory data with the 4D BIM.
The following initial set of observations in our framework were derived iteratively
through pilot studies on real construction case data, and through rounds of dialogue
with construction expert and co-author Jochen Teizer:

– proximity to a building element: “worker is near a particular element”;
– work-zone occupancy: “worker is in a particular work zone”;
– qualitative changes in speed: “worker movement is faster/slower/stopped”;
– qualitative changes in height: “worker position is lower/higher”;
– paths clashing with building elements: “worker moved through as-planned product”,

used as evidence that the given element has not yet been constructed;
– paths avoiding building elements: “worker moved around as-planned product”, used

as evidence that the given element has now been constructed.

Module 2 is responsible for inferring construction progress (Fig. 4), as described in
Sects. 2.1–2.3. Module 3 is responsible for updating the 4D BIM digital twin based
on inferences made about construction progress (Fig. 5). Inferences on construction
progress formatted in JSON are parsed back into the IFC BIM format, annotating as-
planned products (not yet physical) as as-built products according to the updated sta-
tus properties, or marking zones around possibly built products where construction is
(hypothetically) inferred to be underway.
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Fig. 4. Workflow diagram of Module 2 for hypothesis generation of construction progress.

Fig. 5. Workflow diagram of Module 3 for updating the 4D BIM digit twin.

4 Functional Demonstration with Trajectory Data from a
Construction Site

This section presents a prototype implementation of the system, applied to a real con-
struction case in which RTLS trajectory data was collected from workers. The purpose
is to demonstrate feasibility of our framework on real data, with respect to reliably
updating a 4D BIM (i.e. the digital twin of the construction environment) within a prac-
tical amount of time.

Our prototype system used in this functional demonstration generates hypotheses
based on trajectory data, an extract of which is presented in Fig. 2 (right). Six hours
worth of work time on a construction site was recorded as as Ultra Wideband (UWB)
localization data tracking 32 tags (where each tag roughly corresponds to one worker).
Trajectory data was preprocessed to:

– eliminate clear instances of noise where spatial locations were recorded to jump
erratically beyond a threshold distance epsilon within a single timestep, and

– to reduce the number of geo-referenced time points without changing the interpreta-
tion of construction activities; the UWB system ran 60 Hz, generating far more data
points than needed to effectively track the workers.
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Data was then converted into holds/1 symbolic observations over time intervals
asserting the area that the tag was in, inArea/3, and whether the tag was moving or
stopped, movement/2. For example, an extract of facts is listed as follows:

holds(inArea(tag50e,1,interval(0,5692))).
holds(inArea(tag50e,10,interval(5692,5706))).
holds(inArea(tag50e,1,interval(5706,5712))).
holds(inArea(tag50e,10,interval(5712,5719))).
...

Intervals from the observations are used to discretise the time periods over which
hypotheses are made:
interval(T1,T2) :- holds(inArea( , ,interval(T1,T2))).

We implemented three subtasks to demonstrate a proof of concept of our abduction
approach:

– working saw: worker is located in the area with the saw for a duration more than
a threshold amount of time (e.g. 2 min);

– laying bricks: worker is located in the area where pillars are being constructed
for a duration more than a threshold amount of time (e.g. 2 min);

– moving bricks: worker spends some duration of time at the saw location (where
bricks are cut and prepared), and later arrives and spends some time at the pillar
location, without stopping in any other area in between.

We implement these abducible hypotheses in ASP as follows (where predicate “h” is
used to represent “hypothesis” for brevity):
{h(working saw(Tag, Area, at(T1,T2)))} :-
tag(Tag), saw(Area), interval(T1,T2).

{h(laying bricks(Tag, Area, at(T1,T2)))} :-
tag(Tag), pillars(Area), interval(T1,T2).

{h(moving bricks(Tag, Area, at(T1,T3)))} :-
tag(Tag), pillars(Area), interval(T1,T2),

interval(T3,T4),
T2 - T1 > 5, T4 - T3 > 5.

Domain constraints on hypotheses are implemented as ASP integrity constraints. For
example, the following constraint forbids the hypothesis that working at the saw takes
less than 5 units of time:

:- h(working saw( , , at(T1,T2))), T2 - T1 < 5.

Models that propose hypotheses are preferred, implemented as weak constraints, e.g.
the following weak constraint applies for the working saw hypothesis:
:∼ tag(Tag), interval(T1,T2),
not h(working saw(Tag, 3, at(T1,T2))).
[1,h(working saw(Tag, 3, at(T1,T2)))]
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Expected consequences of hypotheses are implemented as ASP rules, e.g. the hypoth-
esis that the worker assigned to the UWB tag Tag is working at the saw from time t1
to t2 entails the expected observation that the tag is located at the saw area during this
period:
expected(inArea(Tag,Area,interval(T1,T2))) :-
h(working saw(Tag, Area, at(T1,T2))).

The following is an example of a hypothesis that entails multiple expected observations,
including the negation of observations. It states that moving bricks entails being located
at the saw area during the period t1 to t2, not stopping until time t3, and arriving at the
pillar location during the period t3 to t4:

3{ expected(inArea(Tag,SawArea,interval(T1,T2)));
expected(inArea(Tag,PillarArea,interval(T3,T4)));

-expected(movement(Tag,stopped,interval(T2,T3)))
} :-
h(moving bricks(Tag,PillarArea, at(T1,T4))),
pillars(PillarArea), saw(SawArea),
interval(T1,T2), interval(T3,T4), T2 <= T3.

Finally, expected observations entailed from hypotheses must be corroborated by obser-
vation evidence, implemented as ASP integrity constraints, e.g.:
:- expected(inArea(Tag,Area,interval(T1,T2))),

not holds(inArea(Tag,Area,interval(T1,T2))).

Similarly, expecting the negation of observations during time period t1 to t4 is imple-
mented as an ASP integrity constraint that forbids evidential observations appearing
during this period between time points t2 and t3 such that t1 < t2 and t3 < t4, for
example:

:- -expected(movement(Tag,Motion,interval(T1,T4))),
holds(movement(Tag,Motion,interval(T2,T3))),

T1 < T2, T3 < T4.

We ran our system with the above rules on the trajectory data illustrated in Fig. 2 (right).
The data was preprocessed into 133 holds/1 facts (symbolic observations). Our system
found an optimal interpretation in 0.28 seconds (generating 6 prior sub-optimal models)
that maximised the number of corroborated hypotheses that explain the observations,
totalling 46 hypotheses in the model. The optimal model had a penalty score of 1147,
meaning that 1147 potential hypotheses were rejected (either they could not be corrob-
orated or they otherwise contradicted other hypotheses in the same model).

In total, 87 observations were not directly explained by any hypothesis (out of the
133 observations). Importantly, we do not aim to explain the maximum number of
observations. Instead, our focus is on (a) ensuring that every presented hypothesis has
a solid, plausible foundation in observed evidence, and (b) maximising the number of
such generated hypotheses. More observations would be explained with the inclusion of
additional rules representing activities such as lunch breaks, moving through an area,
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and so on. Based on the interpretation, the total amount of (hypothesised) work time
can be summed up as a qualitative estimate of progress on erecting the pillars, which in
turn is used to update progress on the 4D BIM.

As the execution completed within less than 1 s, this demonstration suggests that
our framework for generating optimal, plausible interpretations operates fast enough to
run in real-time on real-world construction site data.

5 From Manual to Automatic Safety Analysis

Fig. 6. Example of safety regulation for
fall prevention [1]

Safety and health of workers is among the top
priorities in construction. Thus, concerning high-
impact safety analysis, approximately 1/3 of all
fatalities are due to falls from a dangerous height
and thus falls are the largest category of causes of
fatalities, out of the four major categories of fatal
accidents [2]. Construction safety codes identify
situations where such hazards arise, and dictate
mitigation measures that must be employed to
prevent accidents. For example, Fig. 6 illustrates
the preventative German construction safety reg-
ulation B100 for prevention [1]. The code states that a guard rail must be installed at a
leading edge if a worker could fall more than 2m, or a covering if the drop is a hole in
the platform greater than 9m2.

Fig. 7. Manual hazard identification and
mitigation.

To detect and prevent, for example, a
fall-from-height hazard and apply a protective
guardrail system, in an ideal case, a designer
would design-out the hazard (so it does not
appear during construction or later in mainte-
nance). In reality, a safety engineer manually
identifies the hazard locations on paper-based
drawings (e.g. colours in Fig. 7 indicate types
and locations where protective equipment needs
to be installed) or substitutes unsafe construc-
tion methods with a safer method (e.g., instead
of workers using ladders that can tilt, workers should apply a scissor lift platform).
While Prevention through Design (PtD) concepts have been practiced for many years
[41], most of the existing risk mitigation approaches are done manually, and are thus
prone to error or not performed at the right time [39]. We aim to automate this safety
analysis on 4D BIMs that are being updated in real time.
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5.1 Formalising Safety Building Codes for Automatic Safety Analysis

BIM

window opening

empty elevator shaft

Fig. 8. Example violations of the B100
safety code on fall hazards in the given
4D BIM.

Research on Job Hazard Analysis (JHA) [44]
and safety rule checking [27,36,45,46] that can
automatically detect and resolve known hazards
embedded in individual work activities have been
introduced. However, there is still a wide gap in
standardisation of safety concepts and software
tools and a lack of strong demand from project
owners and contractors. An extensible, intu-
itive to apply, integrated suite of safety analysis
software tools for construction is currently still
missing.

For example, given a BIM we seek to develop
tools that can identify hazards that are defined in
(natural language) safety codes. Figure 8 illustrates a BIM with two hazards highlighted
that are described by the B100 code.

Our approach has been developed based on previous research in ontological and
logic-based approaches to Construction Safety including [44,46]. To illustrate this we
integrate our approach into a broader existing ontological framework for construction
safety. Figure 9 illustrates the Construction Safety Ontology by Zhang, Boukamp and
Teizer [44] extended with new (abstract) classes: spatial artefact and hazard space [34].
The authors distinguish the following three modelling layers: (1) Construction Prod-
uct Model: building products and relations, such as doors, walls, storeys, slabs, and so
on; (2) Construction Process Model: the construction plan including resources (equip-
ment, materials, labour); (3) Construction Safety Model: construction safety knowledge
(potential hazards, regulations, mitigating steps).

We define pertinent spatial artefacts [6] that capture semantic information about
regions of empty space based on construction site activities, and human perception
and behaviour (movement, visibility, falling spaces, activity, etc.). Similarly, we model
hazards as spatial artefacts whose existence and (geometric) definition is often a sim-
ple expression involving topological relations and Boolean operations between regions
(intersection, union, offset etc.), i.e. the algorithm for hazard detection is often as sim-
ple as clash detection. Spatial artefacts are modelled on the same ontological level as
any other object in the product model, i.e. they inherit from the abstract class Product.
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Fig. 9. Construction Safety Ontology from [44] extended with spatial artefacts to create Safe-
ConDM [34] (magenta boxes are our extension).

5.2 The Shape of Meaningful “Empty Spaces” in Construction Safety

To explain the concept of spatial artefacts, a simple scenario is illustrated in Fig. 10
consisting of a worker, an excavator, and a job site, and a relevant safety code hazard
definition is that: “a worker is located too close to a heavy vehicle while occupied with
an activity”. In order to formalise this hazard, consider the empty space around the
excavator that it needs to move through to carry out its function; we may refer to this
special region of empty space as the excavator’s operational space (Fig. 10). Similarly,
there is a region of empty space around the job site within which the worker needs to
be located in order to carry out their task, i.e. the functional space of the job site. These
two semantically rich regions of empty space can be treated as objects in the BIM, and
used to formalise the hazard: “The intersection between the operational space of the
excavator and the functional space of the job site”.

functional space

operational space

movement space

blindspot spaceWORKER

EXCAVATOR
JOBSITE

Fig. 10. Construction scenario augmented with
spatial artefacts that provides a suitable concep-
tual language to formalise safety codes.

These are examples of spatial arte-
facts, a concept that was pioneered by
Bhatt et al. in the context of architec-
tural analysis [5,6]: regions of empty
space that are rich with perceptual-
locomotive semantics. Spatial artefacts
“elevate” these semantically meaning-
ful regions of empty space to become
first-class objects, on the same onto-
logical level as doors, walls, slabs, etc.
Concretely, in a BIM such as IFC, spa-
tial artefacts form an abstract class that
is a subclass of IfcSpace. Consider the
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previously discussed natural language code about a specific fall hazard: “A platform
that has a leading edge to a drop of more than 2m must be secured by a guardrail.”

We define a new spatial artefact called Fall Space, parametrically defined as: the
region in which a person will fall by at least height a “dangerous distance” parameter
i.e. in the German code example the parameter is set to 2m. The dangerous platform
edges can now be precisely, formally defined as: “where Movement spaces horizontally
meet (touch) a Fall Space”. An example illustrating fall spaces is presented in Fig. 11;
the building cross-section is taken from the study from [29].

This formalisation based on spatial artefacts is (a) very faithful to the original natu-
ral language code (semantics only), (b) easy to understand and verify (transparent); (c)
directly applies to different contexts without changing the declarative statement that for-
malises the code, i.e. the geometry of Fall Space is customised according to the project
and context, whereas the concept ‘dangerous edge’ as defined above does not need to
change. Importantly, this provides a uniform approach for modelling a large range of
human-centred concepts (movement, visibility, performing tasks etc.) that can seam-
lessly be integrated within a BIM, and are effective “building blocks” for formalising a
broad range of hazards in a clear and transparent way.

Fig. 11. Building cross section (left) [29] augmented with fall spaces (orange regions), move-
ment spaces of workers (pink regions), and hazardous leading edges (red regions) defined as the
intersection of fall spaces with movement spaces. (Color figure online)

6 Reasoning About Safety in 4D BIM Construction Plans

4D BIM introduces time to model a (possibly incomplete) construction plan. We for-
malise 4D BIM using ASP, specifically, we encode temporal information of a 4D BIM
in ASP using two predicates, construct/2 and next/2. Each element can optionally be
assigned to a symbolic time point construct/2. The set of time points form a partial order
through an intransitive relation next/2: given time points ti, tj then the interpretation of
next(ti, tj) is that tj occurs directly after ti such that there does not exist time point
tk where next(ti, tk) and next(tk, tj). Importantly, time points can branch (defining the
partial order), e.g. given time points ti, tj , tk and relations next(ti, tj), next(ti, tk) then
the following two alternative time point sequences are consistent with the partial order:
<ti, tj , tk> and <ti, tk, tj>. The temporal relation before/2 between time points is the
transitive closure of next/2. Finally, 4D BIMs express temporal dependencies between
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elements: dependency/2 between two BIM elements A,B means that element A must
be constructed before B.

The following ASP rule states that, for all movement spaces that meet flush (touch
horizontally) with a fall space, deduce a fall hazard space object. Its geometric represen-
tation is the intersection of the movement with the fall space offset by a given threshold
e.g. 0.2 m in this example.

Similarly, movement spaces are created as the volume 2m directly on top of slabs,
geometrically subtracted by 3D regions occupied by walls, columns and other move-
ment obstacles. Fall spaces are the volume of space between the top surface of each
object, and the next surface directly above (or the “sky”) with the lower 2m subtracted.
For this first prototype we simplified the calculation of movement spaces as the top sur-
face of slabs subtracted by movement obstacles (columns and walls with voids where
windows and doors will be placed), and we simplified fall spaces by taking a 2D bound-
ing box of the site on each building storey (i.e. level by level) and subtracting the slabs
on that storey.

6.1 Functional Demonstration of Safety Analysis

We have developed a second prototype system that applies the safety code B100 to a
4D BIM. In this section we present a functional demonstration of this second prototype
on a real BIM to illustrate the effectiveness of our approach in implementing a safety
code, and its practicality with respect to runtime performance. Our case study deals with
Navitas (Fig. 13), a large multi-story multi-purpose building in Aarhus, Denmark. We
extract the first floor from the BIM model and identify 1 slab, 102 walls, and 43 columns.

Fig. 12. The Navitas BIM used in the
demonstration.

At time point 1, we identify 14 movement
spaces, each demarcated by floor-intersecting
obstacles (walls and columns), and derive 10 fall
hazard spaces on the leading edge of the lower
slab. At time point 2, the previous leading edge
is connected to a middle slab, thus previous fall
hazards disappear. We identify new walls and
columns that are supported by the middle slab
and union them with previous movement obsta-
cles. We derive 12 new fall hazard spaces that
are present on the boundaries of the slabs (where
a worker could fall from the edge), or along the holes in the slabs (where a worker
could fall onto a open space). At time point 3, all slabs are constructed. We derive 15
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fall hazard spaces, that must be guarded by safety rails or covering depending on their
shape (Fig. 12).

Table 1 presents the number of spatial artefacts derived at time point 1, 2, 3 and
runtime statistics. Figure 13 shows fall hazard spaces at each time point. Navitas has 707
building objects with an average number of 55 vertices (which we estimate to be small
to medium in terms of typical real-world BIM size). IfcConvert3 was used to generate
3D meshes from the BIM, taking 19.0 s. Our ASP program with spatial optimisations
run with the clingo ASP solver derives a total of 94 spatial artefacts at time point 3 in
an average of 0.24 s.

As the derivation of spatial artefacts (which constitutes safety compliance check-
ing) completes within less than 1 s, it is fast enough to be used in practice where BIM
updates are expected approximately once every few minutes (at most). This is signifi-
cantly faster, semantically richer, and more numerically stable than previous fall hazard
detection software systems, that instead opt for a point-test sampling strategy to deter-
mine dangerous leading edges [27].

Fig. 13. a) Top-down view of the first floor in Navitas with slabs (blue regions) and movement
obstacles (red regions); b) Fall hazards spaces (green regions, bottom row) (Colour figure online)

3 http://www.ifcopenshell.org/.

http://www.ifcopenshell.org/
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Table 1. BIM statistics and runtime for safety compliance analysis, including deriving all spatial
artefacts for the Navitas case study.

BIM objects Time point Fall spaces Movement spaces Fall hazard spaces clingo Runtime (seconds)

707 t = 1 2 14 10 0.238

t = 2 4 52 12 0.242

t = 3 8 71 15 0.244

7 Concluding Remarks and Future Work

In this paper we proposed a digital twin framework for construction progress and safety
analysis. Firstly, to update 4D BIMs in real time based on sensor data collected from a
construction site we employ abductive reasoning via ASP to generate plausible hypothe-
ses about construction site activities, corroborated by the sensor data. These hypotheses
are then used as a qualitative measure of construction progress which is used to update
the 4D BIM.

Secondly, to formalise natural language construction safety codes we use spatial
artefacts, and develop a new kind of spatial artefact referred to as fall spaces. We
demonstrated our approach with a prototypical implementation that formalises the Ger-
man safety code B100, that we apply to a real BIM of the Navitas building in Denmark.
Results show that the system identifies hazardous leading edges as defined in B100, and
is practical in scaling to large BIMs, taking less than 1 s per time step of the 4D BIM.

Although the work presented here has not yet been deployed in a digital twin context
we are convinced that this will be a reality in the coming years inside two new H2020
projects called BIM2Twin and COGITO. The time constraints in the building industry
may only give sensor inputs on a daily basis but it would be sufficient to be able to flag
potential hazards that could occur on a construction site. Thus a digital twin could be a
proactive way of dealing with safety on a construction site which, for example, would
encourage the application of protective guardrail systems at the right point of time in
the process.
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26. Marek, V.W., Truszczyński, M.: Stable models and an alternative logic programming
paradigm. In: Apt, K.R., Marek, V.W., Truszczynski, M., Warren, D.S. (eds.) The Logic
Programming Paradigm, pp. 375–398. Springer, Heidelberg (1999). https://doi.org/10.1007/
978-3-642-60085-2 17
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43. Vering, C., Mehrfeld, P., Nürenberg, M., Coakly, D., Lauster, M., Müller, D.: Unlocking
potentials of building energy systems’ operational efficiency: application of digital twin
design for HVAC systems. In: 16th International Building Performance Simulation Asso-
ciation (IBPSA) (2019)

44. Zhang, S., Boukamp, F., Teizer, J.: Ontology-based semantic modeling of construction safety
knowledge: towards automated safety planning for job hazard analysis (JHA). Autom. Con-
struct. 52, 29–41 (2015)

45. Zhang, S., Sulankivi, K., Kiviniemi, M., Romo, I., Eastman, C.M., Teizer, J.: BIM-based
fall hazard identification and prevention in construction safety planning. Saf. Sci. 72, 31–45
(2015)

46. Zhang, S., Teizer, J., Lee, J.K., Eastman, C.M., Venugopal, M.: Building information mod-
eling (BIM) and safety: automatic safety checking of construction models and schedules.
Autom. Construct. 29, 183–195 (2013)

47. Zoliner, R., Pardowitz, M., Knoop, S., Dillmann, R.: Towards cognitive robots: building hier-
archical task representations of manipulations from human demonstration. In: Proceedings
of the 2005 IEEE International Conference On Robotics and Automation, pp. 1535–1540.
IEEE (2005)

https://doi.org/10.1007/978-94-017-0487-8_22


Software Verification Tools



Software Verification Tools
(Track Introduction)

Markus Schordan1 , Dirk Beyer2 , and Irena Bojanova3

1 Lawrence Livermore National Laboratory, CA, USA
2 LMU Munich, Germany

3 National Institute of Standards and Technology, MD, USA

Abstract. This ISoLA track is concerned with methods for the eval-
uation and comparison of analysis and verification techniques: we dis-
cuss conservative static-analysis and verification tools, as well as discuss
and evaluate state-of-the-art approaches. As developers of conservative
static-analysis tools aim at reducing the false-alarm rate, developers of
verification tools aim at reducing the resource consumption when verifying
program properties, that is, within a shorter period of time and with
lower memory requirements, but still provide a definitive answer whether
a program satisfies a specification or not, avoiding to report false alarms.
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1 Introduction

An existing static analysis in a compiler is always a good basis for a software-
analysis tool implementation, and in recent years there has been an increasing
effort in providing more open and flexible compiler technology for advanced static
analysis. The Clang analyzer4, based on Clang, has been available several years,
and an alternative analysis can also be performed at the LLVM-IR level. This tech-
nology has been integrated with several tools in recent years with growing interest.
It has created an active community in the Clang/LLVM community, offering sev-
eral tutorials in an attempt to make it easier for developers to start utilizing static
analysis in software projects. Recently, starting with the release of GCC 10, there
has been also a lot of activity in the GCC community with positive reactions from
various groups, about the new static analysis in GCC [1, 14, 15]. Companies such
as Google started also building their own static-analysis tools in recent years [16].
They evaluated their tools with respect to how much users benefit from using
the tool, and indeed for tools in practice, this is the ultimate challenge to meet.

In addition to more accessible compiler infrastructures, over the last few
years, competitions and challenges have played an increasingly important role
in the formal-methods community. In 2019, the TOOLympics brought together
4 https://clang-analyzer.llvm.org
c© Springer Nature Switzerland AG 2021
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16 different competitions of formal-methods tools [3]. The competitions have
quite different competition formats, ranging from fully automated to interactive
evaluations, from collected and maintained benchmark sets to yearly generated
benchmark sets, and from objective scoring schemas to voting-based rankings,
to assess who or which tool provided the best-quality results. Also the target
languages and program representations greatly differ.

The International Competition on Software Verification (SV-COMP) [4] is
fully automated, where participants submit a verification tool and each verification
tool is evaluated on the benchmark suite SV-Benchmarks (https://github.com/
sosy-lab/sv-benchmarks), comprising thousands of C programs divided into
various categories. A number of correctness properties are specified for each
program. The properties include the absence of assertion violations, memory-safety
errors, concurrency bugs, and program termination. The programs, properties,
and expected results are all provided to the participants beforehand. SV-COMP
requires that the verification tools give a reason for their verdict, that is, it is
not sufficient to return an answer true or false, but tools must supplement the
answer with a verification witness [5, 6, 7], which can be used to validate the
verification result or understand the reason for violation or correctness.

In contrast, in the annual RERS Challenge [11, 12] new benchmarks are
synthesized every year from specifications. Each RERS problem presents a reactive
system and a set of properties of that system. (That is, one RERS problem induces
a set of verification tasks.) Like other competitions, RERS has also added tracks
over the years, since 2012, and consists now of 4 tracks, separated into two
sequential and parallel categories where each one is again split into two tracks,
one for reachability analysis and one for the verification of properties specified
in linear temporal logic. All sequential programs are available in two languages,
C and Java. The parallel verification tasks are provided as a parallel system of
(rooted) labeled transition systems (LTS) that communicate via synchronized
transitions. In RERS only the results are submitted, but not the tools themselves.
This is possible because resources are not controlled and new benchmarks are
generated every year and the correct answers are not known to the participants.

One crucial aspect of detected errors is how they are reported, what termi-
nology is used to describe them, and in general how people can speak about
them and agree on bug fixes. The Bugs Framework (BF) [8] is one attempt
to provide a proper terminology for this purpose. It organizes software weak-
nesses (bugs) into distinct classes, such as Memory Allocation, Injection, and
Encryption. With BF, software-testing tools could produce more precise reports.
With BF, practitioners and researchers could more accurately and clearly (a) de-
scribe problems in software and discuss the classes of bugs that tools report,
and (b) explain what kinds of vulnerabilities the proposed mitigation techniques
prevent. Each BF class has an accurate and precise definition and comprises
(i) a level (high or low) that identifies the fault as language-related or semantic,
(ii) attributes that identify the software fault, (iii) causes of the fault, (iv) con-
sequences the fault could lead to, and (v) sites in code where the fault might
occur. Those concerned with software quality, the reliability of programs and
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digital systems, or cyber-security, might be able to make more rapid progress by
more clearly labeling the results of errors in software using BF. Those responsible
for designing, operating, and maintaining computer clusters can communicate
more exactly about threats, attacks, patches, and exposures.

2 Contributions with Published Papers in the Track

This year, four papers dealing with different aspects of evaluating, comparing,
and combining software-verification tools were accepted for this track.

In Benchmarking Open-Source Static Analyzers for Security Testing for C [10],
Christoph Gentsch, Rohan Krishnamurthy, and Thomas S. Heinze present an
in-depth evaluation of static-analysis security testing (SAST) tools. They eval-
uate eleven static-analysis tools for the C programming language on the Juliet
test suite and six tools on the Wireshark application.

In Verification of Liveness and Safety Properties of Behavioral Programs
using BPjs [2], Michael Bar-Sinai and Gera Weiss present an approach and
a tool suite for the specification and verification of safety and liveness prop-
erties. Liveness properties are defined using so called “hot states”, in which
scenarios are allowed to stay for a finite time, but not forever. Safety proper-
ties are defined using assertions. They define liveness violations with regards
to specific program components and describe an approach for validating the
absence of such violations. The proposed approach is supported by BPjs, an
open-source tool suite developed by the authors.

In On Correctness, Precision, and Performance in Quantitative Verifica-
tion: QComp 2020 Competition Report [9], Carlos E. Budde, Arndt Hartmanns,
Michaela Klauck, Jan Kretinsky, David Parker, Tim Quatmann, Andrea Turrini,
and Zhen Zhang present a detailed report of the QComp Competition 2020.
QComp evaluates tools for quantitative verification. These tools compute proba-
bilities, expected rewards, or steady-state values for formal models of stochastic
and timed systems. The paper reports on experimental evaluations of trade-offs
between precision and achieved performance. The trade-offs are necessary because
exact results often cannot be determined efficiently for such systems, and most
tools use floating-point arithmetic in iterative algorithms to approximate the
quantity of interest. In 2020, nine tools participated in the competition. They
gave rise to a performance evaluation in five tracks with varying correctness
criteria, which are presented and explained in detail in the report.

In Every Component Matters: Generating Parallel Verification Benchmarks
with Hardness Guarantees [13], Marc Jasper, Maximilian Schlüter, David Schmidt,
and Bernhard Steffen present an approach for generating hard verification prob-
lems for concurrent systems. In some areas of verification, there is only a limited
amount of benchmark verification tasks available and there is a need for more
verification tasks. The new contribution of this paper is to consider concurrent
systems and make sure that for analyzing the generated system, one cannot
simply ignore (abstract away) one of the components. Rather, the approach
gives certain guarantees that all components must be analyzed. This approach
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nicely complements existing methods and can be helpful for closing gaps in
benchmark sets by automatically generating new problems.

3 Conclusion

The evaluation of conservative static-analysis and verification tools has become
an important aspect in the development of secure software and quality assur-
ance in software development in general. In this track, the publications give
insights into the state-of-the-art of conservative static-analysis tools [10], into
a specific verification technique for safety and liveness properties [2], into the
competition QComp 2020, reporting about several experimental evaluations of
trade-offs between precision and performance with varying correctness criteria [9],
and into an approach to generate hard verification tasks for the verification of
concurrent systems [13]. All four publications have in common that software
tools aid developers in better understanding the various aspects of program
correctness and performance, and are contributions of researchers in advancing
the state-of-the-art of software-verification technology.
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Abstract. As the number of available static analysis security testing
(SAST) tools grows, the more difficult it becomes for developers to decide
which tool(s) to use. We report on our evaluation of 11 open-source
general-purpose SAST tools for the C programming language on the
SARD Juliet Test Suite and of six tools on the Wireshark software. In
line with the previous work, we find that there is no single superior tool,
though sound tools performed the best on the Juliet test cases.

1 Introduction

In recent years, the market for static analysis security testing (SAST) tools has
expanded, since software security increasingly becomes a concern and draws
more and more attention. As a result, there exists a variety of tools, whether
commercial or open-source, which claim more or less to do a “security analysis”.
Some of these tools are basically simple syntax checkers, which apply context-
insensitive pattern matching to check program source code for compliance to a
certain standard or best practices. As these tools certainly can help in improving
code style and security to some extent, it is though questionable, how good
they are at finding, e.g., deep nested memory errors or concurrency problems.
Then there are more sophisticated, semantic analyzers, which focus on finding
bugs and vulnerabilities instead of compliance checking, but make no claims
on the complete absence of vulnerabilities or run-time errors. Last, there are
sound semantic analyzers, which rely for example on abstract interpretation or
reasoning on program behavior using Hoare logic, and promise to make strong
guarantees. What this means in practice may vary, depending on the addressed
use case. Most sound tools try to guarantee the absence of vulnerabilities by
over-approximating program behavior and thus accept that some of the reported
warnings are false positives – e.g., for the authors of Frama-C, soundness means
to “aim at being correct, that is, never to remain silent for a location in the
source code where an error can happen at run-time”1. Other sound tools in
contrast aim at reducing the burden from developers to scroll through numerous

1 cf. Frama-C website (https://www.frama-c.com).
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reported warnings and try to reduce the number of false positives. The authors
of Infer thus state: “soundness” does not translate to ‘no bugs are missed’ [3].

As the variety of tools and techniques can be confusing for a developer, it
is apparent that an evaluation of their abilities is desirable. The objective of
our paper is to conduct such an evaluation and, in particular, to measure to
which extent open-source SAST tools are capable of finding vulnerabilities in C
code. The focus on C has several reasons: C is still one of the most important
programming languages around. Approximately one third of the packages of
Debian Linux are written in C. In the field of (in-)security, C also stands out:
A small fraction of C programs is responsible for 50% of all vulnerabilities in
Debian Linux (cf. Sect. 3). There exist several tools for analyzing C code and
datasets with C code to analyze. The SARD Juliet Test Suite [5] provides a
state-of-the-art benchmarking dataset for SAST tools and is also the basis for
our evaluation. The limitation to open-source tools comes from our requirement
to have for anyone reproducible results and avoid problems with DeWitt clauses,
as used in license agreements of commercial tools [12]. As open-source developers
usually use open-source tools themselves, this is also a test of the ability of the
open-source community to facilitate secure software development.

The question we want to answer is: If I, as a software developer, use this
tool, what can I expect of the security of my code? In this light, a SAST tool
can also be seen as a kind of “insurance” for the developer: “If I run this tool,
my code is mostly secure”. Apparently, this proposition only holds if the used
tool is able to identify most types of defects which threaten security. Thus, we
need a benchmark which reflects the most common vulnerabilities, weighted for
their observed frequency, or “prevalence”, and test every tool on it. We therefore
also focus on general-purpose SAST tools for C, which address a wide-spread
spectrum of software vulnerabilities. For this reason, we have also deliberately
chosen to mostly exclude verification technology, and with the exception of three
tools, excluded software verifiers from our evaluation. Apparently, including more
tools in the evaluation, for example software verifiers, would allow for drawing
a more extensive picture. We however believe that our study can be a valuable
building block in creating this bigger picture on the state-of-the-art of SAST
tools for C. Thus, the contributions of the paper can be summarized as follows:

– We evaluated 11 open-source general-purpose static analysis security testing
tools for C on the Juliet Test Suite and report on the tools’ accuracy.

– We analyzed the prevalence of vulnerability patterns in the Juliet Test Suite
and in Debian Linux, as a representative for production software.

– We conducted a trial of the six most promising SAST tools on Wireshark v1.8
and report on the tools’ recall in finding real vulnerabilities.

The rest of the paper is structured as follows: In Sect. 2 we review related work
and discuss the challenges when evaluating SAST tools for C. An investigation
on the prevalence of C-related vulnerabilities for the Debian Linux distribution is
presented in Sect. 3. Based upon this, we introduce the evaluation methodology
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and dataset in Sect. 4 and present the results in Sect. 5. Threats of validity are
discussed in Sect. 6 and, eventually, Sect. 7 concludes the paper.

2 Previous Work on Benchmarking SAST Tools for C

Several authors have analyzed the effectiveness of SAST tools in finding vulner-
abilities in C code. Chatzieleftheriou and Katzaros [4] tested four open-source
tools and two commercial tools using their own test suite of C programs, cover-
ing 30 vulnerability patterns selected from the Common Weakness Enumeration
(CWE)2 catalogue and the CERT C Secure Coding Standard [13]. The test
suite included “bad” code, representing real vulnerabilities, and “good” code,
representing spurious findings if reported by a SAST tool, for each vulnerability
pattern and thus allowed to assess the tools effectiveness in terms of precision
and recall. They found the two commercial tools to rank best, achieving a F-
Score of 0.85, closely followed by the open-source tools Frama-C (0.8) and UNO
(0.7). CppCheck and Splint ranked at the lower end (<0.6). The same test suite
was used later in [10] to compare the tools Splint, CppCheck, Frama-C, Infer and
Clang. Clang and Frama-C lead again with a F-Score> 0.9, followed by Infer
(0.88) and CppCheck (0.78). The good scores may indicate that the test suite is
now too outdated to give a good measure for comparison of SAST tools.

The SARD Juliet Test Suite for C/C++ was first published in 2011 and last
updated in 2017 [5,11]. The test suite covers more than 100 different CWE’s in
64k test cases. Similar to Chatzieleftheriou and Katzaros [4], each test case has
a “bad” and a “good” function, together with the labels for the tested CWE.
As half of the test cases thus consists of “bad” functions, this implies that the
measured precision is only a precision for 50% prevalence – which means, there
is a 50% chance for a SAST tool to just guess the right location. To address this,
the authors suggested another metric in [11], the discrimination rate, wherein the
findings counted as true positive only if a tool reported the “bad” function, but
not the “good” function. Note that the type of error (CWE) also has to match
with the CWE associated to the test case. As this is a feasible procedure in
theory, the practical application is not as straightforward, especially when testing
open-source tools. Those tools often do not report CWE’s, or just report some
abstract CWE class, whereas the Juliet Test Suite asks for specific CWE variants.
One solution to this is proposed by Goseva-Popstojanova and Perhinschi [6], who
also used the Juliet Test Suite for benchmarking three anonymous commercial
tools. They carried out a fuzzy matching of vulnerabilities by matching CWE’s
that are closely related in the CWE hierarchy. This approach though does not
help in all cases. Consider the following example from the Juliet Test Suite3:

2 https://cwe.mitre.org/.
3 File CWE195 Signed to Unsigned Conversion Error negative malloc 18.c.

https://cwe.mitre.org/
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Listing 1.1. Example code from the Juliet Test Suite for C/C++

1 data = -1;
2 if (data < 100)
3 {
4 char * dataBuffer = (char *)malloc(data);
5 ...

Here, a SAST tool could report CWE-686 (function call with incorrect argu-
ment type) at line 5, since malloc expects unsigned integers. Otherwise, a CWE-
131 (incorrect calculation of buffer size) would also be correct. The Juliet Test
Suite however expects CWE-195 (signed To unsigned conversion error). The
complexity of the CWE hierarchy is causing these issues. With more than 800
weaknesses, it is very fine-grained and in addition offers more than 30 different
views, which change the relation between CWE’s. In this jungle, choosing the
correct CWE is hard for test suite designers and tool developers.

For a pragmatic approach, one could, instead of matching CWE’s, sophisti-
cally design the test cases in a way that only one type of vulnerability can be
identified at a specific location. This approach was taken by Shiraishi et al. [14]
and lead to the ITC Benchmark. This test suite has the advantage of being more
easy to comprehend, as there is no need to check the location of a vulnerability
and no CWE mapping has to be done. However, the tests are rather easy such
that static analysis tools can achieve up to perfect results on this benchmark in
case of some defect patterns [14]. As a result, comparing tools above this cutoff
is infeasible. Other issues regarding the ITC Benchmark include the inclusion of
unintended defects in the test cases, wrong and/or missing vulnerability markers
and the selection of types of defects in the test cases, which is not representa-
tive [7]. Besides, the ITC Benchmark has been designed with respect to safety
tools such that tests for security-related defects and flaws concerning input vali-
dation, path traversal, or code injection are completely missing. The benchmark
is though used in [1] to compare open-source SAST for C. According to the
results, Clang and Frama-C are leading the field, closely followed by CppCheck.

While the Juliet Test Suite was primarily designed for evaluating the effec-
tiveness of commercial SAST tools and benchmarking results are therefore pre-
sented anonymously [5], Lu et al. [9] report on a more recent comparison of open-
source SAST tools and one commercial tool. They used the Juliet Test Suite, but
left the method for evaluating the tools findings and measuring precision and
recall unspecified. Despite the included commercial tool, the best F-Scores were
reached by CppCheck (0.34), Frama-C (0.3), and Clang (0.3). We also acknowl-
edge the existence of benchmarks for the evaluation of static analysis tools for C
without a focus on security testing. As an example, the SV-Benchmark [2]4 pro-
vides an up-to-date collection of verification tasks to evaluate the effectiveness
and efficiency of fully automatic software verifiers for C. An overhaul of SAST
tool testing datasets, like the Juliet Test Suite, using insights gained from these
benchmarks seems a promising item for future work.
4 https://github.com/sosy-lab/sv-benchmarks.

https://github.com/sosy-lab/sv-benchmarks
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3 Prevalence of C-Related Vulnerability Patterns

To investigate which C-related flaws cause the most vulnerabilities found in pro-
duction software, and therefore should be included in a test suite for benchmark-
ing SAST tools, we analyzed vulnerabilities and vulnerability patterns reported
for the Debian Linux distribution5. Debian comes with thousands of software
packages, ranging from desktop applications like OpenOffice or Firefox to web
servers like Apache or shells like bash, which makes it a representative example
for production software. As a first step, we downloaded all software packages from
the stable Debian release when conducting our research, i.e., Debian 9 “Stretch”.
We then gathered reported vulnerabilities for the packages, as listed by means of
Common Vulnerabilities and Exposures (CVE) in the packages’ change-log files.
CVE’s are vulnerabilities, which were reported to the public CVE database6.

Table 1. Statistics on Debian vulnerabilities

Packages total: 24,438

Packages containing CVE’s: 1,327

Packages with C as main language: 8,132

Packages with C as main language containing CVE’s: 838

CVE’s since 1988 (not only Debian): 103,193

CVE’s in the Debian packages: 10,472

CVE’s in all C packages: 5,639

� CVE’s per package: 0.4

� CVE’s per C-package: 0.7

As can be seen in Table 1, we found 10k CVE’s reporting vulnerabilities for
all Debian software packages. Note that this accounts for approx. 10% of all
CVE’s ever reported since 1988. Considering only the Debian packages with C
as the main language, we found that 10% of those packages contain 50% of all
CVE’s reported for the Debian packages. The average count of CVE’s in a C
package is consequently higher than the overall average of CVE’s per package.

Combining the gathered CVE data with data from the National Vulnera-
bility Database (NVD)7 allowed us to map individual CVE’s to vulnerability
patterns, i.e., CWE’s, and weight them with their severity scores. This way, we
were able to analyze which types of vulnerabilities were found in those Debian
packages, whose main language is C. To gain an impression of the current sit-
uation, we only considered CVE’s as reported in the years 2017–2018. Table 2
presents the Top-10 CWE’s for C packages, according to the summed up NVD
severity scores. Apparently, the “buffer overflow” is still the leading flaw in C
5 https://www.debian.org.
6 https://cve.mitre.org.
7 https://nvd.nist.org.

https://www.debian.org
https://cve.mitre.org
https://nvd.nist.org
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Table 2. Top-10 vulnerabilities in Debian packages with C as main language

Common Weakness ID Percentage

CWE-119 (Improper Restriction of [..] the Bounds of a Memory Buffer) 32.1%

CWE-20 (Improper Input Validation) 10.5%

CWE-125 (Out-of-bounds Read) 10.0%

CWE-399 (Resource Management Errors) 8.1%

CWE-190 (Integer Overflow or Wraparound) 6.1%

CWE-476 (NULL Pointer Dereference) 5.0%

CWE-787 (Out-of-bounds Write) 4.3%

CWE-284 (Improper Access Control) 3.6%

CWE-264 (Permissions, Privileges, and Access Controls) 3.8%

CWE-416 (Use After Free) 3.6%

programs, followed by several other memory-related vulnerabilities. To provide
a more comprehensive overview, we also mapped the C-related CWE’s to the
clusters of the Software Fault Patterns (SFP) view of the CWE hierarchy8.

Table 3. Top SFP clusters found in Debian packages with C as main language

Cluster Percentage

Memory access 49.3%

Resource management 12.8%

Tainted input 10.7%

Risky values 6.8%

As shown in Table 3, the top fault cluster is memory access with a fraction
of approx. 50% of all found vulnerabilities. Members of this cluster are vul-
nerabilities like, e.g., faulty buffer access, faulty pointer use, improper NULL
termination. The second-severe fault cluster resource management with a frac-
tion of 12% includes vulnerabilities like use after free or missing release of file
handles. Tainted input with approx. 10% is related to missing sanitization of
data from user input. Finally, risky values consists of vulnerabilities related to
integer overflow, incorrect type conversions or divides by zero. Note that this
result is on par with the findings by other research [8]. Altogether, it seems like
most vulnerabilities come from implementation errors which have been in the
focus of static analysis tools for many years. In the following, we report on our
evaluation of the capabilities of SAST tools finding these errors.

8 https://cwe.mitre.org/data/definitions/888.html.

https://cwe.mitre.org/data/definitions/888.html
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4 SAST Tool Evaluation Method

4.1 Tested Open-Source SAST Tools

The open-source SAST tools for C which we included in our evaluation are
shown in Table 4. We included general-purpose static analysis tools for security
testing, but deliberately decided to omit pure linters, e.g., Lint, cpplint, and
model checkers, e.g., Blast, CPAchecker. A more exhaustive analysis, also taking
into account these kinds of tools, is an open item for future work. Also, we did
not include tools which are not maintained anymore, like Splint, RATS, or ITS4.
Besides, three sound SAST tools have been tested: Infer, IKOS, and Frama-C.
The latter was already evaluated on the Juliet Test Suite in [5], but in a separate
category for sound tools, which makes it difficult to compare with the other
tools. For all tools, we chose the latest stable version in Ubuntu 18.04 LTS in an
virtualization environment with disk size of 150 GB and 16 GB of RAM under
Intel i7-6600U CPU @ 2.60 GHz with 2 cores when conducting our research. Since
we were interested in the tools’ recall and precision and not in their resource
usage, we did not implement resource control for the benchmarking.

Table 4. In our study evaluated static analysis tools

Tool Version Reference

AdLint 3.2 http://adlint.sourceforge.net

Clang-Tidy 4.0 http://clang.llvm.org/extra/clang-tidy/index.html

Clang Scan-Build 4.0 http://clang-analyzer.llvm.org/scan-build.html

CppCheck 1.72 http://cppcheck.sourceforge.net

Flawfinder 1.31 http://dwheeler.com/flawfinder

Frama-C Eva 17 http://frama-c.com

IKOS 2.0 http://github.com/NASA-SW-VnV/ikos

Infer 0.15 http://fbinfer.com

OCLint 0.13.1 http://oclint.org

Pscan 1.2-9 http://deployingradius.com/pscan

Sparse 0.5.0 http://sparse.wiki.kernel.org/index.php/

4.2 Evaluation Datasets

As discussed in the report of the Static Analysis Tool Exposition (SATE) V [5],
the ideal benchmarking dataset should be representative of real, production code,
have large amounts of test data to yield statistical significance, and have a known
ground truth. Three types of datasets can thus be used:

http://adlint.sourceforge.net
http://clang.llvm.org/extra/clang-tidy/index.html
http://clang-analyzer.llvm.org/scan-build.html
http://cppcheck.sourceforge.net
http://dwheeler.com/flawfinder
http://frama-c.com
http://github.com/NASA-SW-VnV/ikos
http://fbinfer.com
http://oclint.org
http://deployingradius.com/pscan
http://sparse.wiki.kernel.org/index.php/
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Synthetic Test Suites. A synthetic test suite includes generated code with
limited complexity and precisely placed vulnerabilities and defects in it. For the
C/C++ track of SATE V, this is covered by the Juliet Test Suite 1.3 for C/C++.
The Juliet Test Suite was developed specifically for assessing the capabilities of
SAST tools and contains 64,099 test cases in 100k files. The suite covers more
than 100 different weaknesses, including all major software fault patterns and
satisfies the requirements of having ground truth and statistical significance.
Therefore, precision and recall metrics are applicable. In Table 5, the distribution
of software fault pattern clusters is shown. As can be seen, the top clusters are
comparable to the ones we found in our preliminary investigation of common C
fault patterns for Debian packages in Sect. 3.

Table 5. Top SFP clusters in the Juliet Test Suite 1.3 for C/C++

SFP cluster Percentage

Memory access 31.4%

Resource management 6.4%

Tainted input 12.1%

Risky values 32.6%

Production Software. Production software offers realism and statistical signif-
icance, due to the large number of warnings issued by tools. Production software
however suffers from the lack of ground truth, since we can not be sure about all
the defects it may contain. Findings thus need to be reviewed manually for cor-
rectness and for evaluating the precision of the tools; recall cannot be calculated
at all. All this makes this kind of data inappropriate for automated evaluation.

Software with CVE’s. Real production software with publicly reported vul-
nerabilities from the Common Vulnerabilities and Exposures (CVE) database,
which forms a prime source of known defects in production software. On the
one-hand side, they are unfortunately still too few to achieve statistical signif-
icance for measuring tools’ precision. On the other-hand side, the high realism
regarding code and the vulnerabilities is an advantage.

In our research, we have primarily used the Juliet Test Suite 1.3 for C/C++
and additionally conducted a trial on the Wireshark v1.8 software with 83 known
CVE’s. For the Juliet Test Suite, we though used a subset since we are focusing
on C programs on Linux, therefore skipping C++ and Win32 test cases, and we
used a single-file test setup, thus omitting multi-module-test cases.

4.3 Evaluation Procedure for Synthetic Test Cases

As pointed out in Sect. 2, benchmarking SAST tools using the Juliet Test Suite
is not straightforward, since vulnerabilities as reported by the tools need be
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mapped to the CWE’s associated to test cases. This can introduce a bias. Con-
sider for example a tool output like “memory error”, mapping this result to
CWE-119, or to CWE-120, or to CWE-125 makes a difference for evaluating the
recall of the tool and so the overall measured tool performance. This gets even
more problematic with respect to the many possible views in the CWE hierar-
chy. Due to this, we decided for a different approach. Under the assumption, that
the probability of a tool reporting a defect at the exact location but for another
defect type is very low, we matched reported defects and test case CWE’s solely
based upon the defect location, thus ignoring the reported defect type.

In more detail, we run the tools on the dataset file by file, and log the tool
reports. The test cases for a specific CWE are thus not compiled into one appli-
cation, as also possible with the Juliet Test Suite, but rather analyzed separately.
The tool reports are collected in a database for further processing. A tool’s find-
ings are compared with the Juliet Test Suite manifest files, specifying the exact
defect location for a test case by file and line number. If there is match between
a tool’s finding and a test case with respect to the reported location, we count
that as a true positive. If a tool reports another location, we count that as false
positive. All non-reported locations are treated as either true or false negatives,
according to whether the test case represents “good” or “bad” code. Note that
we in this way assume, that the totality of condition negative equates to the lines
of code of all test cases. This is in contrast to the original procedure, where the
totality of condition negative equates to the sum of test cases. In our case, the
probabilities for gaining a true positive or a true negative are though supposed
to be more realistic, compared to the 50:50 chance for the default Juliet Test
Suite procedure [5]. Although, this comes at the cost of penalizing tools which
report the right error on a different location, and otherwise rewards tools, which
report all locations with a wrong defect type. Using the counts of true/false
positives/negatives, the tools’ precision, recall and Matthews correlation coeffi-
cient (MCC) are calculated. We chose MCC in favor of the F-Score, because
the former also rewards a higher number of true negatives in contrast to the
latter. This penalizes very noisy tools which report every location. The MCC
is in general suggested when dealing with imbalanced datasets, as is often the
case for vulnerabilities. Measures like accuracy and F-Score do not reflect this
imbalance properly. The used metrics, i.e., precision, recall, MCC, are defined
as follows:

Precision =
TP

TP + FP

Recall =
TP

TP + FN

MCC =
TP × TN − FP × FN

√
(TP + FP )(TP + FN)(TN + FP )(TN + FN)

with TP denoting the number of true positives, TN the number of true negatives,
FP the number of false positives, and FN the number of false negatives.
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4.4 Trial on Production Software

For our trial on production software with real CVE’s, we only used the most
promising tools as evaluated in the first experiment. In general, this part was
more difficult to carry out, for several reasons:

– As first tests showed, it was not feasible to analyze the whole Wireshark
software at once using the sound analyzers like Frama-C and IKOS. Both
tools have the option to analyze single modules, using an alternative entry
point for the file to be analyzed. This however causes issues in finding a
suitable entry point among all functions in the module. We approached this
by calculating the call graphs of all modules and choosing the roots as entry
points. We in this way though still miss inter-module defects.

– Except for CppCheck and Flawfinder, all tools required include files and pre-
processor definitions of the sources under test. For Wireshark, we created
a JSON compilation database, where each source file had an entry for its
definitions and dependencies. All tools supported this compilation database
except AdLint and therefore AdLint was excluded from the trial.

– Similar to the Juliet Test Suite, we used a file-by-file test setup, collecting
the tools’ reports in a database. We also imported the CVE data into the
database. The CVE data did not only contain the defect, but also other
information, which required us to manually review the matched findings to
ensure that only true positives are counted. Due to the number of findings
reported by the tools, we only measured the tools’ recall, but not the precision.

5 Results and Discussion

In this section, we present the results of our evaluation. A replication package
is available online9. In the evaluation, we were mainly interested in the five
following research questions, which will be discussed in the following:

– What is the effect of the tools’ severity threshold parameter on the tools’ pre-
cision and recall?

– Are there differences in the tools’ sensitivity with respect to specific vulnera-
bility patterns?

– What is the overall tools’ accuracy on the Juliet Test Suite?
– Are one tool’s findings subsumed by another tool’s findings, i.e., do the tools’

findings overlap?
– What is the tools’ precision on the Wireshark production software?

5.1 Effect of Severity Thresholds

The SAST tools Flawfinder, Clang-Tidy, IKOS, and OCLINT support a severity
threshold parameter, i.e., a minimum severity level upon which found vulnera-
bilities are reported by the respective tool. In Fig. 1, the influence on the tools’
9 https://github.com/RohanKrishnamurthy/sastevaluation.

https://github.com/RohanKrishnamurthy/sastevaluation
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(a) Flawfinder (b) Clang-Tidy

(c) IKOS (d) OCLINT

Fig. 1. Vulnerability detection metrics with respect to chosen severity threshold

precision, recall, and MCC are shown for the Juliet Test Suite. As can be seen,
with increasing severity thresholds, most tools also showed an increase in their
precision, while their recall decreased. This is partly as expected, as IKOS for
example considers an Error to be a runtime error, while a Warning is either con-
sidered a runtime error for certain executions or a statement where the tool is not
powerful enough to prove the absence of errors. For other tools, like Flawfinder,
this is a rather coincidental, though beneficial, effect, as the severity associated to
a vulnerability is determined by its assumed security risk. Overall the accuracy,
as measured by MCC, did not change substantially. Note that the preference for
high recall or precision also depends on the use case, i.e., a tool for proving the
absence of vulnerabilities should aim at high recall, while a vulnerability detec-
tor should aim at high precision. Due to this, we have chosen the Warning-level
as minimum severity in all further experiments. For Flawfinder we chose the
highest level (5) to achieve optimal accuracy.

5.2 Tools’ Recall on SFP Clusters

Next, we were interested in whether some tools provided a better sensitivity for
vulnerabilities of certain types of vulnerabilities. In Fig. 2, we show the recall
of the 11 SAST tools on the top four SFP clusters, as introduced in Sect. 3.
Apparently, the sound tools Frama-C and IKOS excel particularly for the clus-
ters memory access and risky values, while having only an average recall for
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(a) Memory Access (b) Resource Management

(c) Tainted Input (d) Risky Values

Fig. 2. Recall on the Juliet Test Suite for top SFP clusters

vulnerabilities related to resource management and tainted input. In general,
with the exception of AdLint, none of the tools covers all the clusters with the
same sensitivity. Furthermore, some tools only provide a good sensitivity for
vulnerabilities of a certain type, such as Pscan for the cluster tainted input. For
an explanation of the good recall of AdLint, see the following section.

5.3 Overall SAST Tool Accuracy

In Fig. 3, we present the measured precision, recall, and MCCs for all 11 tested
SAST tools on the Juliet Test Suite. Apparently, there are differences in the
tools’ accuracy. With respect to recall, some of the tools found nearly noth-
ing (OCLINT ), while others found more than 50% of all tested vulnerabilities
(AdLint, Frama-C ). Regarding precision, there are tools where almost every sec-
ond finding is a true positive (Pscan), and others, where a developer would have
to go through hundred of findings to have only one true positive (OCLINT ). In
particular two tools show a gap between precision and recall. PScan seems to be
highly specialized on certain types of vulnerabilities and therefore has only a low
recall but a high precision in that, what it finds. The tool AdLint shows a good
recall, but this comes at the cost of a bad precision. In fact, AdLint produced
warnings for about 1/8 of the test suite, resulting in 800k warnings in total.
Note that a tool reporting just every line of code as vulnerability gains 100%
recall. Finally, we can observe, that the different characteristics of precision and
recall lead to nearly aligned MCCs for some tools. Thus, the accuracy of AdLint,
Clang-Tidy, CppCheck, and Flawfinder are almost on par, while the sound tools
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Fig. 3. Precision, recall and MCC metrics on the Juliet Test Suite

Frama-C and IKOS are outstanding. This result is in line with the findings in
related work [1,4,9,10], in which Frama-C ranked similarly. We have though no
comparison for IKOS, as it was not included in those evaluations. Other tools
with reported good accuracy were Clang and CppCheck. We can confirm a high
precision of CppCheck and a fair recall of Clang in our experiments.

5.4 SAST Tool Overlap

We have also analyzed, if vulnerabilities reported by one tool are reported by
another tool as well. Basically, we were asking if there exists one superior tool or
if, instead, it makes sense to use more than one SAST tool. In Table 6, we denote
the measured overlap of the vulnerabilities reported for the Juliet Test Suite for
the four tools with the most findings, i.e., Clang-Tidy, Flawfinder, Frama-C,
and IKOS and several other tools. For example, Clang-Tidy found 75.6% of
the vulnerabilities that were also reported by Clang Scan-Build and Flawfinder
found all of the vulnerabilities found by Pscan. This last example may indicate,
that in some cases, using one SAST would make the use of another SAST tool
redundant. However, considering Flawfinder and Pscan, note that the latter tool
provides better precision than the former one and therefore still may the option
of choice. In general, we can observe that there exists no one single superior
open-source SAST tool for the C programming language.

5.5 Trial on Production Software

The results for the trial of the six tools Clang-Tidy, CppCheck, Flawfinder,
Frama-C, Infer, and IKOS on the Wireshark v1.8 production software are shown
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Table 6. Overlap of reported vulnerabilities for subset of tested SAST tools

Clang-Tidy CppCheck Infer Pscan Scan-Build Frama-C

Clang-Tidy 47.5% 40.2% 0.0% 75.6% 20.5%

Flawfinder 9.5% 6.4% 1.7% 100.0% 1.5% 4.3%

Frama-C 20.5% 38.0% 13.2% 0.0% 16.5%

IKOS 17.5% 36.6% 12.7% 50.0% 8.9% 57.9%

in Table 7. As mentioned in Sect. 4, we decided to only measure the tools’ recall
but not precision, due to the rather large number of reported warnings which
would need to be checked manually for being true or false positives otherwise. It
is apparent, that all of the six tools have much more difficulties in finding real
vulnerabilities in production software, compared to finding vulnerabilities in the
synthetic Juliet Test Suite. Altogether, only 17 out of the 83 CVE’s included in
the Wireshark v1.8 dataset [5] were found. That is even more surprising, as most
of the CVE’s are related to the SFP cluster memory access, which is supported
by most of the tools. Except for a large fraction of CVE’s related to infinite
loops, vulnerabilities which are out of the tools’ scope, like wrong API usage,
did not play a substantial role. There was also no overlap, each tool reported
different vulnerabilities. CppCheck and Infer surprisingly did not find any of
the CVE’s. IKOS produced so many warnings because of unknown side effects
of included code, that we removed it from the trial. Also, the other sound tool
Frama-C did not perform as good as on the synthetic data.

Table 7. Recall results for the SARD-94 test cases (Wireshark v1.8 )

Tool Findings TP Recall

Clang-Tidy 1,733 1 1.2%

CppCheck 74 0 0.0%

Flawfinder 2,256 9 10.8%

Frama-C 10,273 7 8.4%

Infer 3,022 0 0.0%

IKOS 48,130 - -

6 Threats to Validity

In this section, we discuss the threats to the validity for our research.

Tool Selection. First to mention, a bias is introduced through the selection
of SAST tools. Since we did not consider commercial tools and mostly excluded
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verification technology, we can not provide a complete picture of the capabili-
ties of SAST tools. Nonetheless, we believe that we have covered a substantial
selection of mature and maintained general-purpose open-source SAST tools for
C. Another threat relates to the chosen version for the tools. Since we used the
latest stable version available for Ubuntu 18.04 LTS, some versions are already
outdated. This is especially true for the Clang-tools, which we tested for their
version 4. This is a general problem, as many tools are continuously updated and
improved. Establishing a ongoing SAST tools benchmark facility with automated
evaluation and reporting could help to cope with this problem.

Test Cases. Since our focus has been to benchmark open-source SAST tools,
which often did not support the Windows Platform, we omitted the Windows
test cases from the Juliet Test Suite. Also, since not all tools fully support C++
code, we omitted all C++ test cases. Note that this is no serious flaw of our
evaluation, but should be considered before one draws any conclusions on the
the tools for Windows-targeted code and/or C++. Also, as already mentioned,
the realism of synthetic test code as used in the Juliet Test Suite is not high, and
does probably not reflect the accuracy of the tools on production code. There is
no easy solution for this, due to the trade-off when benchmarking SAST tools
between realism and statistical significance and/or unknown ground truth.

Tool Coverage. We have chosen to test all 11 open-source SAST tools on all
test cases – regardless of the respective vulnerability pattern. Our results may
therefore differ from other benchmarks. For instance, in the SAMATE evalua-
tion [5], they used a special measure called applicable recall, where the supposed
tools’ coverage on vulnerability patterns is taken into account, which therefore
enhances the recall significantly. We have decided against such a measure, in
order to make the results more comparable and provide a comprehensible result.

Procedure. As discussed in Sect. 4, our method of counting true positives using
the vulnerabilities’ locations is based on the assumption that it is unlikely, that a
SAST tool would report the correct location with a wrong vulnerability. A very
noisy tool that reports almost every line of code as erroneous thus achieves low
precision but high recall, since we do not check if the tool reports the expected
vulnerability types. Averaging precision and recall by the F-Score, such a tool
would gain a reasonable ranking. To compensate for this, we use the MCC instead
of the F-Score. Our approach also penalizes tools, which report the expected vul-
nerabilities at a different code location, and tools, which find other defects than
the expected ones. This is problematic for tools like Frama-C and IKOS, as they
halt analysis after finding a defect, and may thus explain their unexpected low
precision of under 50% in the evaluation as well as their low recall for vulnerabil-
ity patterns related to memory access and risky values. As mentioned in Sect. 2,
Frama-C and IKOS may report another type of defect for a test case of the
Juliet Test Suite and subsequently stop analysis for this test case, thus missing
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the expected defect. However, these are general problems and known issues of
the Juliet Test Suite.

7 Conclusion

In this paper, we have reported on our evaluation of 11 open-source SAST tools
for the C programming language using synthetic test cases of the SARD Juliet
Test Suite 1.3 for C/C++ and the Wireshark v1.8 production software with real
CVE’s. Starting with a preliminary investigation on fault patterns and vulnera-
bilities in the Debian Linux distribution, we found that half of all vulnerabilities
are coding errors related to memory management, followed by errors related
to resource management, tainted input, and risky values. We therefore decided
to use the Juliet Test Suite as a dataset for our evaluation, as it covers these
weaknesses with a similar weighting. We confirmed findings of previous work on
benchmarking SAST tools for C, using other test suites and evaluation proce-
dures. For example, we can confirm that no superior tool among the evaluated
11 open-source SAST tools for C exists and the tools accuracy in detecting real
vulnerabilities in production software still leaves much room for improvement.
We also found that Frama-C is the best among the evaluated tools, even though
it is not specifically focused on security. Another sound tool IKOS, which has
not yet been evaluated on the Juliet Test Suite before, performed similar and
ranks second in our benchmark. While our evaluation considered the tools’ per-
formance over all SFP clusters, a more selective analysis taking only into account
a tool’s asserted vulnerability types is a prospect of future work.

Future benchmarks would as well benefit from a new or overhauled test suite,
which addresses the known problems we have also identified, like the absence of
unintended defects and vulnerabilities or better test annotations for matching
reported with expected vulnerabilities. It would be of general interest to develop
a benchmark suite as open standard, where tool developers and security experts
can join to promote realistic SAST tool benchmarking. To cope with the rapid
outdating of benchmarks and tools, establishing a regular and an automated
evaluation of SAST tools, e.g., analog to similar efforts in the software verification
community [2], would be a valuable contribution. Including more SAST tools in
the evaluation, in particular software verifiers, which we deliberately choose to
exclude from our evaluation, would also allow for drawing a more extensive
picture. However, we believe that our study can be a valuable building block in
creating this bigger picture on the state-of-the-art of SAST tools for C.
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Abstract. This paper presents semantics, syntax, and tools for specifi-
cation and verification of safety and liveness properties of behavioral pro-
grams. Verification is performed directly on program code, by traversing
its transition system. Liveness properties are defined using “hot states”,
in which scenarios are allowed to stay for a finite time, but not forever.
Safety properties are defined using assertions which allow labeling pro-
gram states as having violations, and by analyzing program states for
deadlocks detection. The paper defines liveness violations with regards
to specific program components and describes an approach for validat-
ing the absence of such violations is a system. The proposed approach is
supported by BPjs, an open-source tool suite developed by the authors.

Keywords: Behavioral programming · Model-based software
engineering · Formal methods · Tools

1 Introduction

Behavioral programming (BP, [17,18]) is a paradigm for designing reactive sys-
tems focused on allowing formal executable specifications of reactive systems
that are fully aligned with the requirement documents. In this paper we discuss
a variant of BP, called BPjs [2,9], where a specification is given as a collection
of small fragments of JavaScript code, each describing an independent thread of
required system behaviour. These fragments are interwoven at runtime using a
simple protocol.

Ideally, when using BP, there is a module in the model per paragraph in the
document [12]. So far, however, BP was limited to describing safety properties
(properties that can be violated in a finite length of time), thus not allowing
direct modelling of liveness properties (properties whose violation requires an
infinite length of time). This work proposes an extension to the BP formal model,
allowing it to represent liveness requirements as well. Similar to the original
version, the extended BP model is executable and formally analyzable using
the BPjs tool. We describe an updated version of BPjs that integrates the new
capabilities with all existing features of the tool.
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The main contributions of this paper are: An updated formal definition for
BP, which supports liveness properties using a concept called hot synchroniza-
tion; A distinction between types of liveness violations, based on the set of
b-threads that remain forever hot; An algorithm for verifying liveness and safety
properties of BP-based programs, supported by a reusable tool; And a discussion
of a case where phrasing safety requirements using liveness terms allows for a
higher-level description of what requirements were violated.

The rest of this paper is organized as follows. Section 2 presents the extended
formal BP model. Section 3 presents and discusses applications of the updated
model in an MBSE setting, using BPjs. Section 4 evaluates the updated BPjs
version. Section 5 looks at related work, and Sect. 6 concludes.

2 Problem Formulation

We begin with a mathematical formulation of the problem addressed in this
paper, based on the model of behavioral programs presented in [17]. We then
present the verification problems this paper focuses on. Our proposed model
describes a system from a specification, using product of labelled transition sys-
tems. Below, we use the mathematical model formalized in this section as the
foundation for the proposed programming and analysis tools.

Recall that a labeled transition system is defined as a quadruple 〈S,E,→,
init〉, where S is a set of states, E is a set of events, → is a transition relation
contained in (S × E) × S, and init ∈ S is the initial state [21]. The runs of
such a transition system are sequences of the form s0

e1−→s1
e2−→ . . .

ei−→si . . . where
s0 = init, and ∀i ∈ N, si ∈ S, ei ∈ E, and si−1

ei−→si ∈→.
The key concepts of behavioral programming, as presented in [17], is the

behavioral thread, or b-thread. A b-thread is a component in a system that can
request, wait-for, and block events. The semantics for these operators are: (1)
Requesting an event means proposing that said event be triggered, and asking
to be notified when this happens; (2) Waiting for an event means asking to be
notified if said event is triggered, but not proposing it be; (3) Blocking an event
means forbidding the triggering of said event, vetoing requests of other b-threads.
When a b-thread submits a request/wait-for/block statement, it is said to reach
a synchronization point. When it reaches such point, the b-thread is paused until
an event it requested or waited-for is triggered. B-threads do not interact directly
– they communicate only through this event-based, synchronization protocol.

We propose an extension to the above definition in two ways: (1) We allow
b-threads to explicitly specify the events they wait for; (2) We add a specifica-
tion of a labeling function that marks states as hot, cold or being in violation.
The first addition is technical, the waited-for events were specified via the tran-
sitions system in [17] and we allow explicit specification in order to allow natural
translation to code (a more direct compliance with the syntax and semantics of
BPjs). The second addition is more substantial as it allows formal specification
of liveness and safety properties, as will be discussed shortly.
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Definition 1 (B-thread). A tuple 〈S,E,→, init, R,W,B,LBL〉 where 〈S,E,
→, init〉 forms a labeled transition system, R : S → 2E maps a state s to a
set of events requested by the b-thread when in s, W : S → 2E maps a state
s to a set of events waited-for by the b-thread when in s, B : S → 2E maps
a state s to a set of events blocked by the b-thread when in s. LBL : S →
{HOT,COLD,VIOLATION} is a labeling function that indicates if the b-thread
considers a state as hot, cold, or a violation.

The main design goal of this model is to independently represent individual
aspects of a system using b-threads. Then, using the request, wait-for, and block
idioms, b-threads can be combined to represent a complex system behavior. The
runs of a set of b-threads (a b-program) are defined as in [17], adding only the
requirement to respect the new wait-for specification:

Definition 2 (B-program). Runs of a {〈Si, Ei,→i, initi, Ri,Wi, Bi,
LBLi〉}n

i=1 set of b-threads, are the runs of the labeled transition system 〈S,E,→
, init〉, where S = S1 × · · · × Sn, E =

⋃n
i=1 Ei, init = 〈init1, . . . , initn〉, and →

includes a transition
〈s1, . . . , sn〉 e−→〈s′

1, . . . , s
′
n〉

if and only if

e ∈
n⋃

i=1

Ri(si)
∧

e /∈
n⋃

i=1

Bi(si)

and, for all i = 1, . . . , n,
(
e ∈ Ri(si) ∪ Wi(si) ⇒ si

e−→ s′
i

) ∧ (
e /∈ Ri(si) ∪ Wi(si) ⇒ si = s′

i

)
.

Depending on the order in which events are selected from the set of requested
and non-blocked events, there may be more than a single run of a given b-
program. The main addition this paper makes to the formal model is using the
labeling function added to the b-threads for categorizing the runs of a system.
This categorization enables better alignment of code with system requirements,
and improved tool support for model driven engineering, as we will elaborate
later.

The main new notion that we add is the concept of “hot” runs that, as
the name suggests, takes after the seminal work of Damm & Harel [11]. The
adjustment of the term to our context is given in the following definition:

Definition 3 (Hot run). An infinite run 〈s(0)
1 , . . . , s

(0)
n 〉 e1−→ 〈s(1)

1 , . . . , s
(1)
n 〉 e2−→

· · · of a b-program {〈Si, Ei,→i, initi, Ri,Wi, Bi, LBLi〉}n
i=1 is hot with respect

to a set of b-thread indices H ⊆ {1, . . . , n} if there exists t0 ≥ 0 such that
∀t ≥ t0, ∃i ∈ H s.t. LBLi(s

(t)
i ) = HOT. A finite run of length t is hot with

respect to H if the last state of the run satisfies ∃i ∈ H s.t. LBLi(s
(t)
i ) = HOT

(called hot termination condition).
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The set H in the above definition can be a singleton, in which case we say
that the run contains a “hot b-thread” violation, or the whole system in which
case we say that the run contains a “hot system” violation. The idea is that a set
of states is marked as “hot” if b-threads can stay in them for a while, but it is a
violation to stay in them forever. For example, a mutual exclusion protocol may
allow a task to wait for the critical section for a while, but not forever (as this is
considered “starvation”). The set H is usually a singleton in which case a single
b-thread is responsible for a single type of hotness. This definition allows for sets
that contain more than one b-thread, to support rare cases where a specification
of a certain type of hotness is better defined using multiple b-threads.

The motivation for introducing the notion of hotness to BP is that without it,
in some natural cases, it may not be possible to represent individual requirements
using individual b-threads. This is a significant addition since the ability to align
code with requirements is one of the main “claim-to-fame”s of BP. Consider, for
example, the following requirements:

– A run must contain 10 A’s.
– A run must contain 10 B’s.
– A run must not contain two B’s in a row.

A direct translation to BP, without using HOT states, is:

– BT1 = 〈S,E,→, init, R,W,B,LBL〉 where S = {s0, . . . , s10}, E = {A},
→= {〈si, A, si+1〉 : i < 10} , init = {s0}, R = {s0, . . . , s9 → {A}, s10 → ∅},
W = B = {s → ∅ : s ∈ S}, and LBL = {s → COLD : s ∈ S}.

– BT2 = 〈S,E,→, init, R,W,B,LBL〉 where S = {s0, . . . , s10}, E = {B},
→= {〈si, B, si+1〉 : i < 10} , init = {s0}, R = {s0, . . . , s9 → {B}, s10 → ∅},
W = B = {s → ∅ : s ∈ S}, and LBL = {s → COLD : s ∈ S}.

– BT3 = 〈S,E,→, init, R,W,B,LBL〉 where S = {s0, s1}, E = {A,B},
→= {〈s0, B, s1〉, 〈s0, A, s0〉, 〈s1, A, s0〉} , init = {s0}, R = {s → ∅ : s ∈ S},
W = {s → {A,B} : s ∈ S}, B = {s0 → ∅, s1 → {B}}, and LBL = {s →
COLD : s ∈ S}.

This model violates the second requirement, as it contains runs such as
〈s0, s0, s0〉 A−→ 〈s1, s0, s0〉 A−→ · · · A−→ 〈s9, s0, s0〉 B−→ 〈s9, s1, s1〉. The reason is
that, without HOT states, a b-program can only enforce safety properties while
the requirement to have at least ten A’s is a liveness property. To solve this, with
our new addition to the syntax, one can declare the states s0, . . . , s9 as HOT
and make said run hot.

Another type of problematic runs that we consider in this paper are runs
that lead to direct violation:

Definition 4 (Violation). A run 〈s(0)
1 , . . . , s

(0)
n 〉 e1−→ 〈s(1)

1 , . . . , s
(1)
n 〉 e2−→ · · ·

of a b-program 〈{Si, Ei,→i, initi, Ri,Wi, Bi, LBLi〉}n
i=1 contains a violation if

there is a t0 > 0 such that
∨m

i=1 LBLi(s
(t)
i ) = VIOLATION.

This is a more standard type of error that has been studied before, e.g.,
in [15]. We include it in this paper in order to show how the proposed types of
analyses integrate and complement existing ones.
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3 Model Driven Engineering with BP

We now apply the extended BP model proposed in Sect. 2 to a model-driven
engineering context [25]. We describe a software controller for a pancake bat-
ter mixer, whose control decisions are made by a model, implemented by a
b-program. Model decisions – events triggered by said b-program – are executed
by an actuation layer, implemented using traditional code.

Pancake batter is made of two mixtures: dry (flour, baking soda, salt), and
wet (eggs, buttermilk). Our batter mixer has two computer-controlled containers,
one for each type of mixture. When the mixer’s b-program triggers an ADD_DRY

event, its actuation layer releases a part of dry mixture into the mixing bowl.
When its b-program triggers an ADD_WET event, its actuation layer releases a part
of wet mixture.

B-programs in this paper are written using BPjs [9], an open-source tool suite
for execution and analysis of b-programs1. BPjs is a Java library that can be
embedded in traditional Java programs using a engine/listener pattern: The host
program executes a b-program by loading it into a runtime engine and registering
a listener on it. The host sends data to a b-program by enqueueing events into
its external event queue. For example, if a b-program needs to respond to engine
status, the host can read the status, wrap it in an event object, and enqueue
that event in the b-program’s external event queue. B-program verification is
done in a similar manner, but using an analysis engine instead of a runtime one.

BPjs uses direct program analysis: transition between two b-program states
is performed using program execution, with no model transformations. During
analysis, when it arrives at a new b-program state, BPjs stores that state, and
visits all next possible states by selecting each event requested and not blocked at
said state. During this traversal, the model checker searches for violating nodes
or paths2. BPjs allows developers to specify what violations are searched for.
BPjs users can add custom inspections by implementing a Java interface.

We begin with a näıve b-program for preparing basic batter (Listing 1.1).
To prepare batter for 5 pancakes, the mixer is required to add 5 doses of each
mixture. These requirements are represented by the b-program’s two b-threads.
These b-threads do not wait-for or block each other’s events. Thus, there are no
constraints over the order in which mixtures are added.

3.1 Conforming with Safety Properties

Unconstrained addition order may cause the batter to become very thick or very
thin, for example when a single wet dose is followed by many dry ones. Extreme
batter viscosities may harm the mixer’s engine – making it run too fast or to

1 Code shown in this section is available in the code appendix [3].
2 For this technically complex feat, BPjs relies in part on the Mozilla Rhino JavaScript

engine [24]. For the work presented here, we expanded BPjs to support hot synchro-
nization points, among other improvements. This work included code donations to
Mozilla Rhino itself.
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Listing 1.1. Naive b-program for preparing batter for 5 pancakes. Consists of two
b-threads, each requesting the addition of 5 doses of mixture. B-threads are added by
invoking bp.registerBThread. B-threads enter a synchronization point by invoking
bp.sync, passing it events they request, wait-for, and block.

1 var DOSE_COUNT =5;
2 bp.registerBThread("AddDries", function (){
3 for ( var i=0; i<DOSE_COUNT; i++ ) {
4 bp.sync({ request:ADD_DRY });
5 }});
6 bp.registerBThread("AddWets", function (){
7 for ( var i=0; i<DOSE_COUNT; i++ ) {
8 bp.sync({ request:ADD_WET });
9 }});

exert too much effort. Thus, we add a safety requirement: batter viscosity should
be constrained within given bounds. To this end, we add the ViscosityMeter b-
thread (Listing 1.2, lines 7–14), which publishes batter viscosity via a Viscosity

event.
First, let us verify that the näıve controller may violate the bounded viscosity

requirement. For this, we add b-thread that waits-for viscosity events, and asserts
that their data is within bounds (Listing 1.2, 29–33). Indeed, when analyzing
the controller b-program, BPjs finds a violating run were viscosity exceeds its
required bounds3.

It is possible to keep batter viscosity within its required bounds by blocking
addition events before they cause the batter to become too thick or too thin. B-
thread RangeArbiter (Listing 1.2, 16–27) presents one possible implementation:
it keeps track of batter viscosity by waiting for Viscosity events. When batter
viscosity index nears a certain threshold, it blocks events that would take it over
that threshold. E.g. when batter viscosity reaches 2, it blocks ADD_DRY.

RangeArbiter makes the controller b-program correct by construction with
regards to the batter viscosity bounds requirement, ostensibly making assertions
redundant. However, assertions are useful for numerous reasons.

First, not all safety requirements can be conformed with by construction –
a b-program can only block its internal events. It makes no sense to block, e.g.,
an external event reporting that a mixer’s engine overheats. During verification,
it is common to add b-threads that simulate the b-program’s environment, as
well as b-threads asserting the relations between the verified b-program and its
environment. For example, a b-thread can assert that after the engine sends an
overheating alert event, the controller b-program must initiate an emergency
shutdown.

3 See code appendix [3] for code and execution instructions.
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Listing 1.2. B-threads keeping track, constraining, and verifying batter viscosity.
Lines 1-5 define constants and event sets used by the b-threads that follow. B-thread
ViscosityMeter publishes current batter viscosity after each addition event. When
publishing viscosity, this b-thread must block all addition events, to prevent the pub-
lished value from becoming stale. B-thread RangeArbiter restricts batter viscosity to a
given range by waiting for viscosity events, and blocking addition events. This type of
restriction avoids over-specification by restricting event selection only when said events
will cause a requirement volation. Lastly, b-thread ViscosityVerification formally
implements the textual requirement “batter viscosity has to be between -3 and 3”. This
is a typical requirement b-thread, as it does not interfere with the core b-program’s
events, and is directly aligned with the requirement it validates.

1 const VISCOSITY_BOUND =2;
2 const ADDITION_EVENTS = [ADD_DRY , ADD_WET ];
3 const VISCOSITY_EVENTS = bp.EventSet("Viscosity", function(e){
4 return e.name.contains("Viscosity");
5 });
6

7 bp.registerBThread("ViscosityMeter", function (){
8 let vsc=0;
9 while ( true ) {

10 let evt = bp.sync({ waitFor:ADDITION_EVENTS });
11 if ( evt.equals(ADD_DRY) ) vsc++;
12 if ( evt.equals(ADD_WET) ) vsc --;
13 bp.sync({ request:bp.Event("Viscosity",vsc), block:ADDITION_EVENTS });
14 }});
15

16 bp.registerBThread("RangeArbiter", function (){
17 while ( true ) {
18 let viscosityEvent = bp.sync({ waitFor:VISCOSITY_EVENTS });
19 let viscosity = viscosityEvent.data;
20 let toBlock;
21 if ( Math.abs(viscosity) >= VISCOSITY_BOUND ) {
22 toBlock = (viscosity >0) ? ADD_DRY : ADD_WET;
23 } else {
24 toBlock = bp.none;
25 }
26 let evt = bp.sync({ waitFor:ADDITION_EVENTS , block:toBlock });
27 }});
28

29 bp.registerBThread("ViscosityVerification", function (){
30 while ( true ) {
31 let evt = bp.sync({ waitFor:VISCOSITY_EVENTS });
32 bp.ASSERT(Math.abs(evt.data)<=VISCOSITY_BOUND , "Viscosity violation");
33 }});

Second, assertions may be used to state required properties in a declarative
way. Consider the code for RangeArbiter (Listing 1.2, 16–27), responsible for
maintaining batter viscosity within bounds. This code is statefull and procedural,
and as such prone to errors such as replacing >= with >. These error can be
detected during verification, by a b-thread that waits for Viscosity events and
asserts that |viscosity| < 3.

Last, assertions may be useful at runtime, where a failed assertion causes
the b-program to halt. This can be viewed a as a form of safety monitoring,
or runtime verification [1]. Should this happen, BPjs informs the host program
about the failed b-program assertion, allowing the host to drop to a “safe mode”,
or attempt recovery.
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Listing 1.3. B-threads controlling and verifying blueberry addition. B-thread
Blueberries requests an ADD_BLUEBERRIES event which, when selected, causes the
actuation layer to add blueberries to the pancake batter. B-threads EnoughBatter and
BatterThinEnough prevent blueberry addition where there is not enough batter, or
when the batter is too thick. B-thread EventuallyAddBlueberries ensures that, even-
tually, blueberries are added.

1 bp.registerBThread("Blueberries", function (){
2 bp.sync({ request:ADD_BLUEBERRIES });
3 });
4

5 bp.registerBThread("EnoughBatter", function (){
6 bp.sync({ waitFor:ADDITION_EVENTS , block:ADD_BLUEBERRIES });
7 bp.sync({ waitFor:ADDITION_EVENTS , block:ADD_BLUEBERRIES });
8 bp.sync({ waitFor:ADDITION_EVENTS , block:ADD_BLUEBERRIES });
9 });

10 bp.registerBThread("BatterThinEnough", function (){
11 var toBlock=bp.none;
12 while ( true ) {
13 var viscosityEvt=bp.sync({ waitFor:VISCOSITY_EVENTS , block:toBlock });
14 toBlock =( viscosityEvt.data >=0) ? BLUEBERRIES:bp.none;
15 }});
16

17 bp.registerBThread("EventuallyAddBlueberries", function (){
18 bp.hot(true).sync({ waitFor:BLUEBERRIES });
19 });

3.2 Deadlock Detection

A b-program is deadlocked at a state s, when s contains requested events, and
they are all blocked (for other definitions, see Sect. 5). In these cases, no b-thread
can advance, even though some request to. As event blocking is a central to the
BP paradigm, deadlocks are a concern developers have to keep in mind; Formal
analysis for deadlock detection is an important tool in a b-programmer’s toolbox.

To demonstrate a deadlock, let us consider an upgrade to our batter mixer:
support for blueberry pancakes. This requires adding a b-thread requesting a new
event – ADD_BLUEBERRIES – whose semantics are similar to those of ADD_WET and
ADD_DRY. To reduce the amount of blueberries bursting, we additionally require
that (a) there is enough batter in the mixing bowl when blueberries are added,
and (b) that batter is relatively thin. Listing 1.3 contains b-threads for adding
blueberries, and for timing their addition.

Adding blueberry support to our controller b-program may cause it to dead-
lock. Specifically, in runs where batter thickness is always non-negative, the
b-program will arrive at a situation where the Blueberries b-thread requests to
add blueberries, BatterThinEnough blocks their addition, and the mixture adding
b-threads (Listing 1.1) have terminated. Thus, the controller program cannot
advance, event though some b-threads request to.
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Assertions cannot be used to detect deadlocks, because assertions are made
by b-threads, which are locked in place. Hence, deadlock detection has to be done
at the b-program level. BPjs can detect and report these cases as it traverses a
b-program’s state-space. Deadlock reports include the involved b-threads, their
role in the detected deadlock (requestors or blockers), and the event trace leading
up to the deadlock (see Fig. 1 left).

Deadlocks and Hot Terminations. Recall that a hot termination occurs
when a b-program terminates while one or more of its b-threads are hot (Defini-
tion 3). Hot synchronization points are intended to specify liveness requirements,
which of course do not constrain finite runs, such as those that end in a deadlock.
However, describing requirements using liveness terms may allow a verification
process to detect what requirements are being violated at a higher level.

Consider the above blueberry batter b-program, composed with the b-thread
EventuallyAddBlueberries from Listing 1.3. This new b-thread consists of a single
declarative statement, stating that blueberries should eventually be added to the
batter. It does not affect the controller’s behavior, as it does not request or block
any events – only waits for a blueberry addition event. When a hot-termination
of this b-thread is detected during verification, the verifier is able to report that
the requirement to eventually add blueberries was violated.

Hot termination analysis may offer a significant improvement over dead-
lock analysis, which provides a low-level explanation of how things went wrong
(“event e requested by t1 and blocked by t2”), but misses the higher-level picture
of what went wrong. Here, it is not incorrect to say that the ADD_BLUEBERRIES

event was requested and blocked and that the b-program as a whole could not
advance. But a better, closer to the requirements phrasing of the problem would
be “we requested blueberries but they were never added”. Indeed, a hot termi-
nation analysis of the controller reports that EventuallyAddBlueberries can be
hot when the controller terminates, and does not look into the technicalities of
how this violation comes to be. Figure 1 compares the two report types.

To intuit why hot terminations are better phrased as liveness violations,
trivially extend finite runs to infinite ones as follows: Let r be a finite b-program
run s0

e0−→ s1
e1−→ . . .

en−1−−−→ sn. Extend it to an infinite run by adding a self loop at
sn, using a trivial event τ . Now, r becomes the hot b-thread run: s0

e0−→ . . .
en−1−−−→

sn
τ−→ sn

τ−→ sn . . . . The generated cycle violates the requirement violated by the
original hot termination, but does so as a “proper” liveness violation, in an
infinite run in which an event should happen, but never does.

Hot-termination analysis allows developers to declare that a certain event
should be triggered, without specifying who requests it. This is important for
BP-based systems, where programs are composed of multiple b-threads. As such,
they are prone to mis-configurations (e.g. omissions of program parts). In cases
where the missing parts are those responsible for requesting an essential event,
adding a b-thread that hot-waits for that event ensures mis-configured programs
will not pass verification.
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Fig. 1. Two verification reports of the same issue: a run terminates without adding
blueberries to the batter. The report to the left treats the issue as a deadlock, providing
a low-level explanation of how the b-program has deadlocked. The report to the right
treats the issue as a hot termination, and provides a higher level explanation of which
requirement was violated.

3.3 Liveness Requirements

We now turn to definition and analysis of liveness requirements in b-programs,
using the proposed hot synchronization concept. Baier and Katoen [5], define
liveness properties as applying to infinite runs only. A typical liveness property
would be “eventually X happens” or “Y happens infinitely often”. We begin by
presenting a b-program whose runs are infinite, and thus can be constrained by
liveness requirements. Then, we discuss various requirements and hot runs of
said b-program.

Consider an industrial pancake batter mixer. It repeatedly prepares batter
for a pancake batch, releases it (presumably to an automated pan, left for future
work) and then prepares batter for the next batch. The server code, part of which
appears in Listing 1.4, builds on the code in Listing 1.1. Mixture addition loops
are wrapped in infinite loops, and are followed by a wait for a RELEASE event. A
newly added b-thread releases the batter when the bowl contains enough of it.

Hot B-Thread Run: Industrial Blueberry Pancakes. We begin by requir-
ing our industrial mixer to add blueberries to the batter infinitely often (LTL:
��ADD BLUBERRIES). To this end, we add the blueberry addition and require-
ment b-threads to its controller (Listing 1.3). These b-threads are modified to
support repetitive execution, by wrapping their code in an infinite loop.
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Listing 1.4. Parts of the pancake server code. Mixture-adding b-threads run in an
infinite loop where they add the required amount of doses to the mixer bowl, and then
wait for the batter to be released. A Releaser b-thread is responsible for releasing the
batter, when the batter amount reaches a set threshold. For brevity, some definitions
and b-threads were omitted. Full code is available at [3]

1 const RELEASE = bp.Event("RELEASE_BATTER");
2

3 bp.registerBThread("Dry", function (){
4 while ( true ) {
5 for ( var i=0; i<DOSE_COUNT; i++ ){
6 bp.sync({ request:ADD_DRY });
7 }
8 bp.sync({ waitFor:RELEASE });
9 });

10

11 bp.registerBThread("Releaser", function (){
12 var doseCount = 0;
13 while ( true ) {
14 bp.sync({ waitFor:ADDITION_EVENTS });
15 doseCount ++;
16 if ( doseCount === (DOSE_COUNT *2) ) {
17 bp.sync({ request:RELEASE , block:ADDITION_EVENTS });
18 doseCount =0;
19 }}});

Because of the requirement that the batter is thin enough when blueberries
are added, certain mixture addition orders prevent blueberries from being added
infinitely often (a situation similar to that described in Subsection 3.2). In such
runs, where blueberries are added a finite number of times, the iterative variant of
the EventuallyAddBlueberries b-thread eventually becomes always hot, making
the run a hot run. BPjs can detect these runs and provide execution traces which
allows developers to fix the b-program4.

Hot System Run: Industrial Blueberry-Kale Pancakes. Our final mixer
variant prepares healthy pancake batter, containing equal amounts of blueberries
and kale. To this end, we define the ADD_EXTRAS event, which holds two data fields:
amount of blueberries that should be added, and amount kale that should be
added. Two new b-threads—one for each ingredient—monitor the amount of
added extras, and issue requests to ensure the amounts are eventually balanced.
Listing 1.5 contains selected part of the code. Both b-threads request addition
of their respective ingredient using hot synchronization statements, stating that
the ingredient portion must be added eventually.

Consider a case where, during a run of a blueberry-kale mixer controller,
half a dose of kale is added to the batter. The two adder b-threads start adding
blueberries and kale to the mix, but cannot balance the kale/blueberry ratio, as
they add a single ingredient dose each time. The b-program is trapped in a hot
run, where the extras bias forever changes from 0.5 to –0.5 and back.

4 Sample execution logs are available at [3].
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Listing 1.5. Code for balancing the amount of blueberries and kale in our proposed
blueberry-kale pancake batter maker. The BlueberryAdder and KaleAdder b-threads
monitor the blueberry/kale bias of the batter, and request events to correct it, when
it goes out of balance. Requests are done using bp.hot(true).sync, to signal that the
ingredients must eventually be added. Some code omitted for brevity.

1 function addExtrasEvent( blueberries , kales ) {
2 return bp.Event("ADD_EXTRAS", {
3 blueberries:blueberries ,
4 kales:kales
5 });
6 }
7 var ADD_EXTRAS = bp.EventSet("sADD_EXTRAS", function(e){
8 return e.name.equals("ADD_EXTRAS");
9 });

10

11 bp.registerBThread( "KaleAdder", function (){
12 var fruitBias =0;
13 while (true) {
14 var evt = null;
15 if ( fruitBias > 0 ) {
16 evt = bp.hot(true).sync({ request:addExtrasEvent (1,0),
17 waitFor:ADD_EXTRAS });
18 } else {
19 evt = bp.sync({ waitFor:ADD_EXTRAS });
20 }
21 fruitBias = fruitBias+evt.data.blueberries -evt.data.kales;
22 }});
23 bp.registerBThread( "BlueberryAdder", function (){...});

As described here, a b-program hot system run is a bug. However, one can
think of similar cases where a b-program hot system run is desirable. One exam-
ple is a traffic lights system, where a round-robin queue of the lights must keep
progressing forever.

4 Evaluation

This section evaluates BPjs’ performance both as a model analysis tool, and as
an execution engine. The b-program used was a simulation of a robot moving in
a house, where it has to avoid traps and walls, and cannot stay in areas marked
as “hot” forever [6]. Each measurement was repeated 10 times and averaged.

To evaluate BPjs as a runtime engine, we measured the time required for
a robot to perform 1000 moves in a house simulation program5. For this test,
we removed the trap cell, to ensure that runs were not terminated prematurely.
We repeated the experiment with a range of floor plan sizes, and compared the
results against a similar b-program executed using BPJ, the Java BP runtime
library introduced in [17]. The results show that BPJ is about 5 times faster than
BPjs (see Table 1). This is to be expected, as Java is a compiled language whilst

5 Measurements were taken on a 2.9 GHz Intel Core i9 MacBook Pro with 32GB
RAM, of which 16 GB was allocated to Java. The JVM used was OpenJDK 18.9
(Java 11).
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Table 1. Average time required for a robot to take 1000 steps in a house simulation
(milliseconds). Measurements were taken using OpenJDK 18.9 (Java 11), on a 2.9 GHz
MacBook Pro with 16GB of RAM (out of 32) allocated to Java. Each measurement
was repeated 10 times.

Floor size B-threads BPJ (msec) BPjs (msec)

5 × 5 25 65.2 ±6 238.4 ±72

10 × 10 100 89.6 ±12 403.5 ±74

20 × 20 400 189.4 ±17 1,094.7 ±91

50 × 50 2,500 2031.2 ±20 8,461.3 ±102

100 × 100 10,000 Out of memory 12,605.7 ±110

JavaScript is interpreted. Moreover, due to technical restrictions, BPjs cannot
use runtime optimizations during execution. However, because BPjs can run
multiple b-threads using the same OS thread, it can execute b-programs with a
larger concurrent b-thread count. When running a simulation for a 100×100 floor
plan (containing 10,000 b-threads), BPJ exhausted its 16 GB memory allowance,
while BPjs was able to run the program to completion.

To evaluate the performance of BPjs as an analysis engine, we measured the
time required to fully traverse the state space of the house simulation b-program.
This metric is used, since it provides an upper bound for detecting both liveness
and safety violations. We used different floor plan sizes, and a hash-based visited
state store6 (see Table 2). We used two Java virtual machines: OpenJDK, and
the more advanced GraalVM7. While the latter was consistently faster, the speed
increase was not dramatic.

Table 2. Average time required for BPjs to fully traverse the state space of a b-program
simulating a robot moving in a house. Measurements were taken using OpenJDK 18.9
and GraalVM 20ce, on a 2.9 GHz MacBook Pro with 32GB of RAM. 16 GB were allo-
cated to the JVMs. Each measurement was repeated 10 times. sd : Standard Deviation

Floor size OpenJDK18.9 GraalVM

time (msec) sd time (msec) sd

5 × 5 290.2 45 233.1 58

10 × 10 544.3 34 535.7 20

20 × 20 1,531.1 12 1,510.7 34

50 × 50 10,810.5 179 9,966.7 194

100 × 100 66,703.5 1,769 64,152.6 1,231

6 BPjs visited state store is pluggable; other state stores exist as well.
7 https://www.graalvm.org.

https://www.graalvm.org
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To compare BPjs’ verification performance against other verification alter-
natives, we implemented a similar program, using a modified version of BPJ [7],
verifying it with NASA’s JavaPathFinder (JPF) [19]. BPJ, which does not use
pluggable design, needed to be modified in order to support a random-based
event selection strategy. JPF is a modular Java virtual machine, aimed at pro-
gram analysis and verification. We used the core JPF system, which verifies a
program by running all of its possible thread interleaving combinations, and enu-
merating the overall random decision points. Thus, JPF’s view of a b-program’s
state space is much larger than that of a BP engine: A BP engine only counts syn-
chronization points as states, whereas JPF looks at thread interleaving options.
Not surprisingly, the JPF verification process took much longer, taking 85 s to
verify a 1× 1 floor plan (containing 3 b-threads), visiting 438,568 states. While
trying to verify a 2× 2 floor plan (6 b-threads), JPF ran out of memory after
8:31 min8. JPF is a mature and active product, used here as a common reference
point; other Java verification tools exist (see, e.g., [10]).

We explored two other alternatives for verification, and found both not viable.
BPMC, a model checker based on BPJ [15], does not support Java versions later
than Java 5, last updated at 2009. Thus, we no longer consider it a practical
tool. Our attempts to verify BPjs using JPF failed for technical reasons, as JPF
does not support some of the Java constructs used by BPjs.

5 Related Work

The work presented here draws its main concept—a hot state that a program
must eventually leave—from Live Sequence Charts (LSC) [11,16]. LSC is a form
of scenario-based programming that extends Message Sequence Charts. Under
LSC, when a lifeline arrives at a location where it sends a hot message, that
message must eventually be passed, or the run is marked as violating the speci-
fication. BP and LSC are both scenario-based [13], but differ significantly: LSC
models conversations between objects, while BP models synchronized behaviors.

LSC additionally defines the notion of a cut—the current location of each of
the chart’s lifelines during chart execution. If any of these locations are hot, the
cut is considered hot as well. LSC considers exiting a chart while its cut is hot
as a violation. The hot termination concept presented here is the BP equivalent
of that requirement.

LSC specifications can be verified through translation to LTL or to automa-
tons [22]. In [8], Marron and the authors offer a way of translating LSC to BPjs
programs for execution. Drawing on that translation and the hot synchronization
concept presented here, LSCs can be verified through transformation to BP.

8 Measurements were taken on a 2.9 GHz Intel Core i9 MacBook Pro with 32GB
RAM, of which 16 GB was allocated to Java. We used Java 8 (1.8.0 201), as JPF
was not able to run on Java 11.
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BPmc [15] is the first model checker for b-programs. While it was the first
work to deliver on the promise of BP as a verifiable model, it is limited to safety
properties, and does not support some recent BP features, such as dynamic b-
thread additions and pluggable event selection strategies. The paper presenting
BPmc also sketched a methodology for verifying liveness properties by detect-
ing hot cycles in a b-program state-space. The work presented here builds on
this sketch, and broadens it with an updated formal model for BP, an elabo-
rated notion of hot run (respective to a group of b-threads), the hot termination
concept, and support for the modern BP feature set.

BPmc and BPjs detect deadlocks in the same way, but differ on their inter-
pretation of a state with no requested events: BPmc regards it as a deadlock, as
it is a state with no successors. BPjs, on the other hand, does not regard it as
a deadlock, since no b-thread is blocked. This distinction only holds for safety
properties—if a b-program gets to a state where no events are requested but at
least one b-thread is hot, BPjs will declare this a liveness violation. Furthermore,
BPjs’ pluggable architecture allows adding a BPJ-style deadlock detection easily.

BPC is a behavioral programming library for C++, presented by Katz and
Harel in [14]. It supports indirect verification through translation of programs
to SPIN [20], a popular verification system.

To the best of out knowledge, this paper is the first to present a formal model
of BP which allows representation and verification of liveness properties, the first
to offer a tool for direct verification of liveness properties of b-programs, the first
to present the concept of hot runs respective of a group of b-threads, and the
first to present the hot termination concept into the context of BP.

BPjs was used as a model execution engine in an MBSE design by Greenyer,
Sadon, Marron, and the authors for controlling an autonomous rover, as a solu-
tion for a design challenge published by MODELS18 [13]. Sadon, Elyasaf, and
the authors used BPjs in a similar manner to create an on-board controller for
a satellite [2].

Another system that combines traditional programming with formal model-
ing is Umple [23]. It does so by adding UML concepts to mainstream languages.
A developer can define relations between classes using UML notation, and have
Umple generate the required code when the model is realized. For modeling
dynamic system behavior, Umple uses UML Statecharts. These charts can be
analyzed at the model level, using execution scenarios [4]. However, Umple is
UML-based, and does not support BP concepts directly.

6 Conclusion

This paper proposes an extension to the BP formal model, enabling expres-
sion and verification of both safety and liveness properties. Liveness violations
are detected by marking b-threads as hot at certain synchronization points, and
searching for hot cycles in the verified b-program’s transition system. Safety vio-
lations are detected by marking specific program states as having a violation, or
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by detecting deadlocks. The paper presents the concept of a hot run with respect
to a group of b-threads, and identifies two specific cases: hot b-thread runs, which
are always a violation of a liveness property, and hot system runs, which may or
may not be a violation. Additionally, the paper defines hot termination—a case
where phrasing a safety requirement using liveness terms allows model checkers
to identify requirements violated by finite runs at a higher abstraction level than
a safety phrasing would allow.
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Abstract. Quantitative verification tools compute probabilities, expec-
ted rewards, or steady-state values for formal models of stochastic and
timed systems. Exact results often cannot be obtained efficiently, so most
tools use floating-point arithmetic in iterative algorithms that approxi-
mate the quantity of interest. Correctness is thus defined by the desired
precision and determines performance. In this paper, we report on the
experimental evaluation of these trade-offs performed in QComp 2020: the
second friendly competition of tools for the analysis of quantitative formal
models. We survey the precision guarantees—ranging from exact rational
results to statistical confidence statements—offered by the nine participat-
ing tools. They gave rise to a performance evaluation using five tracks with
varying correctness criteria, of which we present the results.

1 Introduction

Quantitative formal models feature probabilistic choices, real-time aspects, or
continuous dynamics. They are used to study safety, dependability, or per-
formance aspects of e.g. randomised algorithms, network protocols, biological
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processes, or cyber-physical systems [1,58]. Probabilistic models need dedicated
numeric algorithms to compute or approximate rational or real-valued probabil-
ities, expected values, or long-run averages. In this paper, we focus on tools for
the analysis of probabilistic formal models w.r.t. such quantitative properties.

Over the past two decades, a variety of algorithms have been devised for this
purpose. Most of them can roughly be categorised as variants of probabilistic
model checking (PMC) [9] and statistical model checking (SMC) [2], with proba-
bilistic planning closely related to the former. In PMC, the model’s state space
is explored—partially or exhaustively—to obtain an in-memory representation
of the model’s underlying semantics, which is typically a Markov chain or some
extension thereof. The value of interest can then be computed using numeric
algorithms such as value iteration. PMC is thus subject to the state space explo-
sion problem, limiting its ability to be applied to very large case studies. SMC,
on the other hand, relies on Monte Carlo simulation—generating random runs
through the model’s semantics—to statistically estimate the value of interest. It
does not need to store states other than the current and next one during run gen-
eration, and thus avoids state space explosion entirely. However, when faced with
a rare event—e.g. when trying to estimate a reachability probability on the order
of 10−9 with a suitable error of, say, 10−10—the number of runs needed explodes.
Furthermore, nondeterminism—controllable or adversarial unquantified choices,
such as in Markov decision processes (MDP) [78]—turn the estimation problem
into an optimisation problem, which SMC cannot directly handle. Probabilis-
tic planning is similar to PMC, but crucially employs heuristics to try to avoid
exploring the entire state space. Its focus is on finding strategies in MDP, i.e. the
choices that lead to the maximum reward, whereas PMC traditionally computes
values (e.g. expected rewards) and checks complex logical formulas.

With new algorithms come new tools: first academic prototypes, which may
over time develop into extensive collections of algorithms or tools targeting vari-
ous problems and use cases. In 2019, the first competition of tools for the analy-
sis of quantitative formal methods, QComp 2019 [46], took place. Using selected
benchmarks from the quantitative verification benchmark set (QVBS) [58], all of
which are available in the tool-independent Jani model interchange format [19],
it compared nine tools—ranging from general-purpose probabilistic model check-
ers to specialised SMC tools for rare events in dynamic fault trees—in terms of
performance, versatility, and usability. A major concern that surfaced during
the setup of QComp 2019 was that quantitative verification tools return num-
bers—and most of them use inexact methods to obtain these numbers, relying
on floating-point arithmetic and iterative algorithms that only approximate the
true values. Additionally, the long-time standard algorithm used by PMC tools,
value iteration, is known to be unsound [43]; and SMC tools can only deliver
statistical guarantees that allow them to produce incorrect results with a certain
probability (typically ≤5% of the time). Thus, while we on the one hand should
demand verification tools to always deliver correct verdicts, correctness in quan-
titative verification cannot effectively be achieved without admitting some error.
The best we can do, then, is to accompany results with precise statements about
how correct they are guaranteed to be.
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In this paper, we report on QComp 2020, the second edition of this competi-
tion. We focus on the issue of correctness of results, in particular on the trade-off
between strength of correctness guarantees and analysis performance. After an
overview of the types of formalisms and properties considered by QComp 2020
in Sect. 2, we thus expand on this in Sect. 3. Subsequently, in Sect. 4, we describe
the tools that participated in the competition, noting in particular which kinds
of correctness guarantees each tool can provide. Finally, we describe in Sect. 5
the setup of the QComp 2020 performance evaluation, and present its outcomes.

2 Languages, Formalisms, and Properties

Formal models are specified in modelling languages: graphical or textual nota-
tions designed for human users to compactly describe complex systems. They are
equipped with a semantics in terms of a mathematical formalism that provides
the basis for various analysis algorithms. Models are accompanied by properties
that specify a quantity of interest related to a set of behaviours of the model.

Modelling Languages. QComp 2020 draws its benchmarks from the QVBS, which
currently consists of 78 different models, many of them parametrised to scale
from small to large state spaces, with a set of properties associated to each model.
Every model is available in Jani, a JSON-based format designed as an interme-
diate representation that bridges tools and that other modelling languages can
be transformed into, as well as in its “original” modelling language. The models
used for QComp 2020 were originally specified in the Galileo format [86] for
fault trees, the GreatSPN format [4] for generalised stochastic Petri nets, the
process algebra-based high-level modelling language Modest [47], the PGCL
specification for probabilistic programs [40], PPDDL for probabilistic planning
domains [89], and the guarded-command Prism language [68].

Formalisms. Most modelling languages or higher-level formalisms map to some
extension of automata, i.e. graphs of states (that may contain relevant structure)
connected by transitions (possibly with several annotations). The benchmarks of
QComp 2020 have a semantics in terms of discrete- and continuous-time Markov
chains (DTMC and CTMC, respectively), which provide finite-support prob-
abilistic choices and, in CTMC, stochastic delays that follow exponential dis-
tributions; Markov decision processes (MDP), which extend DTMC with non-
deterministic choices; Markov automata (MA) [35], which combine CTMC and
MDP in a compositional way; and probabilistic timed automata (PTA) [71],
which marry MDP and timed automata [3], thus providing probabilistic choices
together with nondeterministic continuous real-time behaviour.

Properties. For QComp 2020’s performance evaluation, we consider basic types
of quantitative properties only. This is to ensure that, for every property, we
have more than one tool able to compute its value. In particular, we include
unbounded probabilistic reachability (“what is the—maximum or minimum, in
case of models with nondeterminism—probability to eventually reach a given set
of goal states”), or P-type properties for short; bounded probabilistic reachability
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(P-type properties with the additional requirement of reaching the states before
some quantity exceeds a specified bound, in particular time for Pt-type and
an accumulated reward for Pr-type properties, both summarised as type Pb);
expected accumulated rewards until a given set of states is reached, or E-type
properties, including bounded variants (type Eb); and long-run average rewards
for CTMC and MA (type S, with the special case of steady-state probabilities).

Beyond QComp. Many other quantitative modelling languages not yet repre-
sented in the QVBS exist such as Uppaal’s XML format [13] or those supported
by Möbius [26]. The formalisms of QComp are part of a larger family tree of
quantitative automata-based formalisms as shown in the previous competition
report [46, Fig. 1]. They are all 1- or 1.5-player games; a future QComp may
expand to games with more players that capture competitive behaviour towards
conflicting goals as tool support for stochastic games expands. From our basic
properties, logics can be constructed that allow the expression of nested quanti-
tative requirements, e.g. that with probability 1, we must reach a state within n
transitions from which the probability of eventually reaching an unsafe state is
< 10−9. Examples are CSL [10] for CTMC, PTCTL [71] for PTA, and rPATL [25]
for stochastic games. Of further interest are multi-objective trade-offs [36], which
query for Pareto-optimal strategies balancing multiple goals.

3 Correctness and Precision

We now describe the challenges and trade-offs in evaluating and ensuring the cor-
rectness of quantitative analysis results, and how QComp 2020 addresses them.

3.1 Correctness Challenges

Unsound Algorithms. For a long time, the standard algorithm for PMC was
value iteration (VI). It associates a value to each state that approximates the
local value of the quantity of interest (e.g. the probability to reach the goal from
that state), then iteratively improves those values. VI converges towards the
true correct values, but may never reach them. However, it also lacks an effective
criterion to determine whether the current value is within some ε-interval around
the true value. Tools thus used the standard relative-error criterion: if vi(s) is
the value for state s in iteration i, then they stopped as soon as maxs |vi(s) −
vi−1(s)| ≤ α · vi(s). However, this does not guarantee |vi(s) − vtrue(s)| ≤ α ·
vtrue(s), where vtrue(s) is the (unknown) correct value [43]. QComp 2019 allowed
the use of VI in this way. Since the benchmark problems and associated results
were known, every tool could have chosen to use, for every benchmark instance,
the highest α that produces a result satisfying the QComp 2019 correctness
criterion of a relative error with ε = 10−3, achieving correctness at optimal VI
performance. This would unrealistically over-tweak tools for the competition in
a way that no user would be able to do themselves, not knowing the true value
on their own model a priori. As a workaround, all participants agreed to use
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α = 10−6, which is the default setting of the Prism model checker, for VI.
Although this levelled the playing field for tools using VI, it puts other tools
that only implement slower algorithms guaranteeing the required error bound at
a disadvantage: they were essentially penalised for producing correct results.

Statistical Errors. Those participants that use SMC are unaffected by the VI
problem. However, they cannot satisfy the correctness criterion of always ensur-
ing at most an error of relative ε = 10−3 at all: SMC tools estimate the value of
interest using random sampling. As such, there is always a chance that the sam-
ples happen to be so bad that the result is more than ε off. A typical guarantee
is that P(|v−vtrue | > ε) < δ for δ = 0.05, i.e. one in twenty results may be incor-
rect. Similar guarantees can be established for the relative error, though fewer
statistically correct methods exist for that case. To check whether a tool statisti-
cally satisfies the QComp 2019 correctness criterion in such a way would require
a statistical test involving many repeated tool executions for each benchmark
instance, which is not feasible in a small-scale competition like QComp.

3.2 Correct Algorithms

Since the unsoundness of VI came to the attention of the PMC community,
several extensions appeared that compute intervals of values vl and vu guar-
anteed to be lower and upper bounds on the true values, respectively. Then a
sound relative-error criterion is to stop when vu(s0)−vl(s0) ≤ ε·vl(s0). The algo-
rithms mainly differ in how the upper values are computed. The first was interval
iteration [11,44], originally proposed in 2014 [43] concurrently with a learning-
based approach [15] that uses the same idea. Sound value iteration [80] and most
recently optimistic value iteration [56] are newer variants with improved perfor-
mance. Implementations use (double-precision) floating-point arithmetic since
the smaller and smaller increments from iteration to iteration do not play well
with using unlimited-precision rational numbers. Thus we may still get incorrect
approximations due to floating-point imprecisions and error accumulation.

It is possible to obtain exact rational results for some formalism and property
type combinations. The algorithms that do so, for example rational search [12]
or the topological approaches implemented in Storm (see Sect. 4), are usually
much slower and less scalable to large models than the approximative approaches,
though. Most of these may also be implemented using floating-point arithmetic,
sacrificing unconditional correctness to gain some performance; the only errors
caused by such implementations are then due to floating-point imprecisions.

3.3 Correctness in QComp 2020

As a verification competition, QComp should in principle not allow tools to
deliver incorrect results. However, as we saw above, correctness comes in various
forms, and comparing all tools under the least commonly achievable form is
unfair. For QComp 2020, we thus adopted five tracks whose requirements match
the different kinds of guarantees provided by the various available approaches:
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Table 1. Tool capabilities overview (with changes compared to QComp 2019 marked)

+

+ +

+
+

+ +

+

+ + + +

+

correct results must match the rational true value, if known, i.e. ε = 0.
floating-point correct results must come from an algorithm that would produce

an exact result, except that it may use floating-point arithmetic; correctness
is checked w.r.t. ε = 10−14 as an approximation of double’s precision.

ε-correct results must always be correct up to ε = 10−6; this track matches
with the guarantees provided by sound variants of VI.

probably ε-correct results must be correct up to ε = 5 · 10−2 with probability
0.95; this requirement can be satisfied by SMC tools, thus also the higher ε.

often ε-correct results must be correct up to ε = 10−3, but we allow algorithms
that do not always deliver such precision; thus VI can be used here.

often ε-correct results (10’): instead of being asked to deliver a fixed-precision
result, every tool has 10min to obtain as precise a value as possible.

All ε-correctness checks are for relative error; the often ε-correct track mirrors the
QComp 2019 requirements. Tools participate in one and all less restrictive tracks.

4 Participating Tools

Nine tools participated in QComp 2020. Compared to the previous edition,
Probabilistic Fast Downward dropped out, and STAMINA is a new entrant.
Table 1 shows the modelling languages, formalisms, and property types sup-
ported by all tools. Checkmarks indicate capabilities that were already present
as of QComp 2019; plus signs highlight new capabilities. Smaller checkmarks or
plus signs indicate limited support as explained below.

In the following, we give a brief description of each tool, with more detailed
information on the algorithms it uses to achieve the requirements of the different
tracks. Table 2 shows the tracks that each tool participates in. For every bench-
mark instance, tools could provide a default and a specific command line; see
Sect. 5 for a detailed explanation of this distinction.
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Table 2. Participation of tools in QComp 2020 tracks

track DFTRES ePMC mcsta modes MFPL Prism PET Stamina Storm

correct — — — — — — — — �
floating-p. — — � — — — — — �
ε-correct — — � — — � � — �
probably ε � — � � — � � � �
often ε � � � � � � � � �
often ε (10’) � — � � � — � � �

DFTRES [83], the dynamic fault tree rare event simulator, is a statistical model
checker for dynamic fault trees (DFT) that uses the Path-ZVA algorithm [81] for
rare event simulation. Implemented in Java, it works on Linux, macOS, and Win-
dows. It is free and open source, available at github.com/utwente-fmt/DFTRES.

By default, DFTRES uses DFTCALC [5] to parse the Galileo format, with
extensions such as repairs and inspections [82]. DFTRES supports Galileo DFT
and a subset of Jani with DTMC, CTMC, and MA semantics. In MA, nondeter-
minism must be spurious, i.e. different choices must result in the same measures.
DFTRES implements statistical estimation of system reliability, availability, and
mean time to failure (covering subsets of P-, Pt-, S-, and E-type properties). Sim-
ulations run in parallel on all available processor cores, resulting in near-linear
speedup on multi-core systems. Each thread can run importance sampling, e.g.
forcing [73] and Path-ZVA, allowing for efficient analysis of rare event behaviour
in a modest amount of memory. Path-ZVA is optimised for S properties, but also
supports probabilistic reachability. Since it performs a statistical analysis, the
guarantees that DFTRES provides—confidence-interval estimates with nominal
real-value coverage—match with the probably ε-correct track. Accordingly, it also
participates in the often ε-correct track, including the 10-minute variant, without
any specific parameters or optimisations for its more relaxed requirements.

The current version of DFTRES is 1.0.1. Since its participation in QComp
2019, it gained support for DTMC and some optimisations: First, the automata
in parallel composition are reduced : if the composition of two automata will have
fewer than 256 states (overapproximated as the product of the individual state
space sizes), the automata are replaced by their composition, which is minimised
modulo weak bisimulation. Second, the don’t-care optimisation removes transi-
tions once they can no longer affect observable behaviour. For instance, if one
child of a DFT OR gate fails, transitions from the other children are pruned.
Finally, for Pt properties—where high-performance cycles cannot be collapsed—
a new basic importance sampling scheme boosts runs leaving the cycle.

ePMC (formerly iscasMC [51]) is mainly written in Java, with some
performance-critical parts in C. It runs on 64-bit Linux, Mac OS, and Win-
dows. It is available open-source at github.com/ISCAS-PMC/ePMC. It supports
the Prism language and Jani as input; DTMC, CTMC, MDP, and stochastic
games as formalisms; and PCTL* and reward-based properties. ePMC targets

https://github.com/utwente-fmt/DFTRES
https://github.com/ISCAS-PMC/ePMC
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extensibility: it consists of a small core while plugins provide the ability to parse
models, model-check properties of certain types, perform graph-based analyses, or
integrate BDD packages [34]. In this way, ePMC can easily be extended for spe-
cial purposes or experiments without affecting the stability of other parts. ePMC
focuses on complex linear-time properties [50] and stochastic parity games [52]. It
has been extended to support multi-objective model checking [48] and bisimula-
tion minimisation [49] for interval MDP. It also has experimental support for para-
metric Markov models [39,74]. Specialised branches model check quantum Markov
chains [37] and epistemic properties of multi-agent systems [38]. However, ePMC
so far only implements VI for QComp’s formalisms and property types, and thus
only participates in the often ε-correct track (but not its 10-minute variant, since
it cannot return partial results on early termination).

mcsta is the Modest Toolset’s [53] explicit-state probabilistic model checker.
The toolset is centred around the Modest modelling language, but also supports
Jani. It is implemented in C# and works on 64-bit Linux, macOS, and Windows.
Currently at version 3.1, it is freely available at modestchecker.net.

mcsta provides state-of-the-art PMC algorithms for MDP and MA [21]. It
also supports PTA (as MDP via digital clocks [70]) as well as DTMC and CTMC
(as special cases of MDP and MA, respectively), but does not provide specialised
higher-performance algorithms for these submodels. The distinguishing features
of mcsta are its disk-based exploration and analysis [54], which allows checking
large unstructured models by making use of secondary storage like hard disks and
solid-state drives, and its comprehensive support for MA. mcsta participates in
the floating-point correct track by attempting to run VI until a (floating-point)
fixpoint is reached (not approximated) for P- and E-type properties, and by
using state elimination [45] for Pb properties on DTMC, MDP, and PTA. In
the ε-correct and probably ε-correct tracks, it uses optimistic value iteration,
switching to VI for the often ε-correct track.

Since its participation in QComp 2019, interval iteration for E-type prop-
erties, sound value iteration, and optimistic value iteration were implemented
in mcsta, considerably improving support for ε-correct results. State-of-the-art
algorithms for the analysis of MA were added [21], providing the switch-step
algorithm [20] for Pt properties as an alternative to Unif+, and adding support
for long-run average rewards (S-type properties). Finally, the essential states
reduction [29] brings significant speedups for some models at minimal overhead.

modes [18] is the Modest Toolset’s statistical model checker. As a sibling
of mcsta, it supports the same platforms and modelling languages. By default,
modes rejects models with nondeterminism—since that cannot be simulated—
and thus supports DTMC and CTMC. To efficiently estimate rare event prob-
abilities, modes provides rare event simulation methods based on importance
splitting [16], with a high degree of automation [17]. It implements lightweight
scheduler sampling (LSS) [72] to bring SMC to nondeterministic models like
MDP, MA [28], and PTA [27,59]. LSS chooses m random schedulers resolving
the nondeterminism and performs an SMC analysis on the DTMC or CTMC

http://www.modestchecker.net/
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induced by each. Its key insight is how to represent a scheduler in just 32 bits.
It needs an adaptated statistical evaluation that takes the repeated tests into
account. However, since LSS can only provide upper/lower bounds on mini-
mum/maximum probabilities or rewards with no guaranteed error, and the best
choice of m is highly model-dependent, modes only uses LSS to check MDP,
MA, and PTA in the 10-minute variant of the often ε-correct track, sampling
as many schedulers as possible within the time limit. In the regular probably
ε-correct and often ε-correct tracks, modes only considers DTMC and CTMC.
It does not use rare event simulation in the competition. The main addition to
modes since QComp 2019 is support for S-type properties.

Modest FRET-π LRTDP (MFPL) implements probabilistic planning for quanti-
tative formal models, motivated by earlier performance comparisons of using
planning algorithms for model checking [64,65]. Built upon the Modest
Toolset in C#, it supports the same input languages as mcsta and modes
and runs on the same platforms. It is freely available at dgit.cs.uni-saarland.de.

Probabilistic planning uses MDP heuristic search to try to avoid state space
explosion by computing values only for a small fraction of the states, just enough
for the given property and precision. The algorithms are usually designed for
maximum reachability and maximum expected rewards, and assume a specific
class of MDP. To apply them to QComp’s general MDP problems, they need to
be wrapped in FRET iterations [66,85]. MFPL uses the FRET-π [85] variant of
FRET together with the LRTDP [14] heuristic search optimisation of value itera-
tion. Compared to the version used in QComp 2019, which calculated maximum
reachability probabilities only, it has been extended with support for minimum
and maximum P- and E-type properties. Because MFPL’s core is based on VI,
it takes part in the often ε-correct track and its 10-minute variant only.

PET is the partial exploration tool : an explicit-state model checker for unbounded
reachability in discrete-time models. Implemented in Java, it works cross-
platform. It uses Prism as a library for model parsing and exploration, and
hence handles Prism language models, with migration to Jani planned.

PET only partially explores a model’s state space, focusing computation on
“important” areas [15]: states that are rarely reached can be omitted from the
computation if one is only interested in an approximate solution. For each state
in the system, the algorithm stores sound upper and lower bounds. It repeatedly
samples paths (like in simulation) and back-propagates the bounds on the paths’
states as in interval iteration, until convergence, with proper treatment of end
components. PET can thus participate in the ε-correct track and all tracks with
weaker requirements. Its performance depends on the structure of the model: on
some, the PET approach is orders of magnitude faster than standard interval
iteration; on the other hand, it is inherently ill-suited for e.g. strongly connected
models like restarting mutual exclusion protocols. PET supports (unbounded)
P-type properties on MDP, DTMC, and CTMC, plus step-bounded reachability
on MDP and DTMC. Truly continuous-time dynamics (such as Pt properties for
MA) are not handled yet due to the technical subtleties of such an extension [6].

https://dgit.cs.uni-saarland.de/Michaela/modest-fret-pi-lrtdp
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Since QComp 2019, PET was extended by an SMC module [8] that uses
the same basic idea to solve problems where the transition dynamics are not
known, and thus have to be learnt. It however is not a competitor to the other
tools in QComp since it intentionally ignores information present in the models.
Other branches of PET support stochastic games [63] and mean-payoff/S-type
properties on DTMC and MDP [7], which, however, are not part of QComp.

Prism [68] is a general-purpose probabilistic model checker with support for a
wide range of formalisms and property types. It has been actively developed for
20 years; the first formal release was in 2001. It is implemented in C++ and Java,
runs cross-platform, and is open-source, available at prismmodelchecker.org.

Prism supports DTMC, CTMC, MDP, and PTA models specified in the
guarded command-based Prism language. It focuses on the ε-correct and often
ε-correct tracks. For the former, Markov chains and MDP are solved using inter-
val iteration; for the latter, iterative numerical methods are used for Markov
chains and VI for MDP. Bounded properties are always (except on PTA) solved
using iterative numerical methods (for DTMC and MDP) or uniformisation
(for CTMC), which provide guaranteed error bounds. PTA are solved using
stochastic-game abstraction refinement [67]. Prism participates in the prob-
ably ε-correct track using the same algorithms as for ε-correct results (thus
guaranteeing the requested error with probability 1). While Prism includes an
SMC engine, which would more closely match the requirements of the probably
ε-correct track, that engine only provides absolute error bounds, not relative
ones as required in QComp. Prism does not provide a mechanism for delivering
partial results when terminated early, thus it does not participate in the 10-
minute often ε-correct variant. Prism incorporates simple heuristics to choose
appropriate solution methods based on the type and size of the model and the
property being checked; these are mostly used for the specific invocations. In
particular, Prism automatically switches to its MTBDD engine for very large
models, with a lower threshold for QComp since the larger models here (as in the
Prism benchmark suite [69], from which many of them derive) are more likely
to perform well with symbolic approaches than might be expected in typical
verification scenarios.

Prism participates in QComp 2020 with its current public release, ver-
sion 4.6. Since the previous edition of the competition, most development on
Prism focused on support for models (e.g. stochastic games) or properties (e.g.
automata-based specifications) which are not yet part of QComp.

Stamina [76], the stochastic approximate model checker for infinite-state anal-
ysis, was created in early 2019 with a focus on complex synthetic biological
network models. It supports CTMC written in the Prism language and upper-
bounded transient CSL properties. Implemented in Java, it runs on Linux and
macOS. Stamina iteratively performs state space expansion and calls Prism to
perform CTMC analysis. Based on the truncation method [77], Stamina uses
property-guided pruning [76] to reduce large and possibly infinite-state CTMC
models to finite state representations. Truncation assumes that the probabil-
ity mass concentrates on a small number of states, and does not distribute

http://www.prismmodelchecker.org/
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Table 3. Overview of algorithms used by Storm

formalism prop. (floating-point) correct (probably) ε-correct often ε-correct

DTMC, CTMC P, E LU-factorisation optimistic value iter. gmres
MDP, MA P, E policy iter. optimistic value iter. value iteration
DTMC, CTMC S LU-factorisation value iteration gmres
MDP, MA S Linear programming value iteration value iteration
DTMC, MDP Pb, Eb Matrix-vector mult. (steps), sequential approach (rewards)
CTMC Pb, Eb – uniformisation uniformisation
MA Pb – Unif+ Unif+

uniformly as time progresses. Therefore, Stamina only participates for CTMC
with Pt-type properties. Its approach delivers upper and lower bounds on the
probabilities being approximated, the difference representing the states that are
cut off. Stamina thus participated in the probably ε-correct and often ε-correct
tracks.

Motivated by addressing large and infinite-state probabilistic models,
Stamina does not require a user to manually bound variables in a Prism model.
Its runtime advantage starts to manifest as the state space size grows, as evi-
denced in [76]. However, QComp only includes three Prism-language CTMC
benchmark instances with Pt properties, and in particular no infinite-state mod-
els, meaning that Stamina cannot show its strengths in the competition.

Storm [32] is a probabilistic model checker that supports many modelling lan-
guages including Jani, the Prism language, DFT, and generalised stochastic
Petri nets. Markov models can be built and checked using explicit and decision
diagram-based representations. Storm’s modular design, efficient C++ core,
and extensive Python API yield a powerful toolbox for PMC, parameter syn-
thesis, counterexample generation, fault tree analysis, and many other purposes.
Storm has been in active development since 2012. It runs on Linux and macOS,
and is open source, available at stormchecker.org.

Storm supports DTMC, CTMC, MDP, and MA. Some PTA models can be
checked after converting them to MDP using the Modest Toolset to apply
digital clocks [70]. Storm participates in all tracks of QComp 2020. An overview
of the algorithms used for each combination of track, formalism, and property
type is given in Table 3. For P- and E-type properties, Storm divides the model
into strongly connected sub-models that can then be solved individually with
the method indicated in the first two rows of Table 3. For the correct track, num-
bers are represented as infinite-precision rationals. LU-factorisation solves linear
equation systems exactly; it is performed within Eigen. Gmres is a fast numerical
solution method for systems of linear equations implemented in Gmm++. VI for
S-type properties on CTMC and MA [23] provides sound precision guarantees.
Storm can also check such properties in MDP and MA exactly by solving a
linear program [42] using z3 [75]. Reward-bounded properties are solved using
a sequential approach [45,55] that avoids an expensive unfolding of the model.

http://www.stormchecker.org/
http://eigen.tuxfamily.org/
http://getfem.org/gmm.html
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Time-bounded properties on CTMC are solved via uniformisation following Fox
and Glynn [61]. Unif+ [22,41] extends uniformisation to MA. Time-bounded
properties for CTMC and MA cannot be solved exactly. DFT without repairs
are solved with methods that exploit the fault tree structure [87].

Compared to the version used in QComp 2019, Storm now applies optimistic
value iteration for ε-correct P- and E-type properties. The implementation of
Unif+ [22,41] has been revamped and now supports relative precision require-
ments. Model construction has been improved, including support for symbolic
MA. Upon timeouts, Storm now reports the best result known so far. The Python
interface has been extended and the command line interface streamlined. While
experts can still select specific analysis engines, first-time users now benefit from
an automatic engine choice: using features of the input Jani model, such as the
number of parallel automata or the average variable range, a decision tree pre-
dicts the most appropriate model checking approach. To avoid over-fitting, the
automatic choice currently only selects among four alternatives: sparse (explicit-
state), hybrid (BDD-based exploration, but explicit data structures for numeric
computations), exact (like sparse, but using rational arithmetic), and symbbisim
(like hybrid, but additionally applying symbolic bisimulation minimisation).

Storm implements many alternatives to the aforementioned algorithms. For
example, optimistic value iteration can be replaced by interval iteration or sound
value iteration. Storm can synthesise high-level counterexamples [30] useful
for synthesis loops [24]. In multi-objective model checking, Storm computes
Pareto fronts for multi-objective MDP [55] and MA [79] under general and more
restricted strategies [33]. Parametric model checking is supported by techniques
to (i) compute closed-form solution functions, (ii) divide the parameter space
into satisfying and rejecting regions, and (iii) analyse and exploit monotonici-
ties [84]. Storm serves as the backend for the parameter synthesis tool PROPh-
ESY [31,62]. Stormpy provides a simple Python interface to Storm’s under-
lying data structures, algorithms, and engines which enables rapid prototyping.
More details on these and other features of Storm are given in [60].

5 Performance Evaluation

To evaluate the performance of the participating tools, they were executed on
benchmark instances—a model, fixed values for the model’s parameters, and a
property—taken from the QVBS. QComp 2020 used the same set of 100 instances
as QComp 2019. We also ran the performance evaluation on the same system: a
standard desktop with an Intel Core i7-920 CPU and 12GB of RAM running 64-
bit Ubuntu Linux 18.04. Tools were given 30 min wall-clock time per instance.
We can thus compare the current and previous results in the often ε-correct
track. We again allowed every tool to submit two command lines per instance—
one running the tool in a default configuration, the other being allowed to use
instance-specific parameters to tweak for maximum performance. However, we
relaxed the requirements for the default invocations: they need not run the tool
in its default configuration (modulo any parameters necessary to achieve the
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track’s correctness requirements), but could instead use the parameters that the
tool’s authors would today recommend as defaults for the given combination of
formalism and property type. This is because a tool’s default settings may be
considered part of its interface, which authors may not want to change for com-
patibility reasons, even though they would implement different defaults today.
This slightly reduces the ability to compare with QComp 2019. The ability to
submit specific invocations was not used by all tools, and overall only made
a significant difference for Storm, and a noticeable but smaller difference for
Prism. In the remainder of this section, we thus mostly show the performance
of the default runs. As Storm was the only tool that participated in the correct
track, we do not show performance comparison results for this track. Similarly,
we found that the model checkers were able to obtain exact results on almost all
instances within the time limit of the 10-minute often ε-correct track, rendering
our intended comparison of the achieved relative error useless.

On Storm’s Automatic Engine Choice. Storm can now automatically select a
specific configuration for each benchmark instance, and its authors recommend
doing so by default. This, however, would render QComp’s distinction between
default and specific invocations somewhat pointless. While QComp participants
agree that such automatic self-configuration is necessary to improve the usability
of quantitative verification tools as they gain more and more analysis engines,
algorithms, and parameters, it was not expected to appear in tools for QComp
2020. We will thus drop the default/specific distinction for future competitions.
For QComp 2020, we adopted the following pragmatic approach: Storm uses its
automatic engine choice by default, and does not use specific invocations. How-
ever, this configuration runs hors concours for the individual tool comparisons in
Sect. 5.2. In addition to Storm, we also evaluate “Storm-static” (abbreviated
St.-static): the same version of Storm, but without automatic engine choice. It
thus uses today’s recommended defaults for the default invocations, and hand-
tweaked command lines for the specific comparison. Storm-static is included
in all comparisons. Section 5.1 and the bottom-middle plot in Fig. 8 show the
drastic performance gains achieved by the automatic engine selection.

Incorrect Results. For most—but not all—instances, we have reference results
obtained via exact algorithms, or reference intervals obtained via sound algo-
rithms using a low ε. Where available, we use these to establish whether a tool
delivers an incorrect result. Note that some incorrect results may go undetected
because no reference value is available. In all but the often ε-correct and probably
ε-correct tracks, tools shall not deliver incorrect results. In the probably ε-correct
track, we should expect no more than 5% of a tool’s results to be incorrect.

In the correct track, Storm did not deliver any incorrect results. In the
floating-point correct track, mcsta delivered 9, Storm-static 7, and Storm
3 incorrect results. In particular, mcsta terminated on several cyclic models
where VI was not expected to reach a fixpoint, indicating that the termination
was entirely due to rounding in floating-point computations. In the ε-correct
track, mcsta, PET, Prism, and Storm only returned correct results, with
Storm-static having just one incorrect result in its default invocations. In the
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Fig. 1. Quantile plots for the floating-point correct track

probably ε-correct track, where some incorrect results are allowed, one was
delivered by each of Storm-static, Prism, and Stamina. As tools switched
to unsound algorithms for the often ε-correct track, more incorrect results were
delivered; see the respective plots in Sect. 5.2 for an indication of their numbers
per tool.

5.1 Quantile Plots

We first look at selected subsets of tools via quantile plots. We usually only
consider the instances supported by all of the tools shown in the plot; this
is to avoid unsupported instances having the same visual effect as timeouts
and errors. For example, for Fig. 1, the intersection of what mcsta and Storm
support contained n = 67 instances (shown as “of n” in the x-axis label). The
plots’ legends indicate the number of correctly solved benchmarks for each tool in
parenthesis (i.e. where no timeouts or error occurred and the result was correct).
A point 〈x, y〉 on the line of a tool in this type of plot signifies that the individual
runtime for the x-th fastest instance as solved by the tool was y seconds.

By ordering instances independently for each tool, quantile plots only allow
a comparison of the total performance of tools over the included instances. In
particular, cases where e.g. a tool is slower overall, but manages to solve some
hard instances much faster than any other, will not be visible in a quantile plot.
We thus exclude the specialised tools, whose the entire purpose is to solve some
hard instances better than anyone else, from most of the quantile plots we show.

floating-point correct. The quantile plots in Fig. 1 show that mcsta’s ad-hoc “just
try VI” approach to get floating-point correct results turned out to be rather com-
petitive. Storm-static more often timed out and delivered four more incorrect
results. The automatic engine selection moves Storm into a class of its own. As
the right-hand side of Fig. 1 shows, its performance is only nearly matched by
the hand-optimised configurations of the same tool.

ε-correct. In Fig. 2, we compare the general-purpose tools that participated in
the ε-correct track. Since Prism only supports models in the Prism language,
the plots only range over 43 instances; the intersection of what mcsta and
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Fig. 2. Quantile plots for the ε-correct track
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Storm support covers 86 instances. We see that mcsta, Prism, and Storm-
static perform similarly with default settings. Once it can make use of its wide
range of different engines and algorithms, however, Storm cannot be matched.

probably ε-correct. Once statistical model checkers can join in, the competition
becomes more diverse. If we plot the results of the probably ε-correct track for the
general-purpose tools, the overall relationships remain the same as in Fig. 2, thus
we do not show these plots. Instead, we restrict to DTMC and CTMC. Then, we
can make a useful comparison that includes modes, as shown on the left-hand
side of Fig. 3. We see that modes is drastically faster than the model checkers
in most cases, needing just a few seconds for more than 20 of the instances.
Its runtime only rises significantly when confronted with somewhat rare events
(due to the relative-error requirement), and for some complex models where
computing the available transitions in itself takes significant computation time.
On the right-hand side of Fig. 3, we show a quantile plot over all 100 instances
and all tools in the track. This mainly shows how many instances each tool
supports and solves, but does not do justice to the specialised tools.

often ε-correct. All QComp 2020 participants compete in the often ε-correct
track, including in particular the fourth general-purpose model checker, ePMC.
We show the results in Fig. 4, limited to default results since few tools supplied
and gained from specific invocations. The top two plots in Fig. 4 can be compared
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with QComp 2019 [46, Fig. 2] modulo the relaxed definition of default settings,
while the bottom two plots correspond to Fig. 3. In particular, we see that SMC
in the form of modes is no longer competitive given the much increased preci-
sion requirement of ε = 10−3. This confirms the results of earlier comparisons
between PMC- and SMC-based methods in different settings [88].

5.2 Scatter Plots

We next show scatter plots that compare the performance of each tool over all
individual instances to the best-performing other tool for each instance, using
default invocations only. A point 〈x, y〉 states that the runtime of the plot’s tool
on one instance was x seconds while the best runtime on the same instance
among all other tools except Storm with automatic engine selection1 was y
seconds. Thus points above the solid diagonal line indicate instances where the
plot’s tool was the fastest; it was more than ten times faster than any other
tool on points above the dotted line. Points on the “TO”, “ERR” and “INC” lines
indicate instances where the plot’s tool encountered a timeout, reported an error
(such as running out of memory), or returned an incorrect result, respectively.
Points on the “n/a” line indicate instances that none of the other tools was able
to solve. These plots provide more detailed information than the quantile plots

1 Storm, on the other hand, is not compared with Storm-static, thus its “wins n”
numbers, marked *, are not part of the same sum as those of the other tools.
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Fig. 5. Scatter plots for the floating-point correct track

since they compare the performance on individual instances, and also include
instances outside of the intersections of what is supported by multiple tools. For
example, the right-hand plot of Fig. 5 shows that mcsta manages to be faster
than Storm on a few instances whereas Fig. 1 looked like mcsta is always slower.

floating-point correct. Figure 5 compares mcsta to Storm-static and Storm
using floating-point correct algorithms. The “n/s” lines indicate instances not
supported by the other tool. Storm behaves nearly like Storm-static in specific
mode, which is why we show Storm on the right-hand side. Both tools solve
several instances where the other fails with a timeout; in the default case, per-
formance is similar when we exclude timeouts. As mentioned, mcsta’s approach
surprisingly worked, usually correctly, on models where it was not expected to
terminate. In summary, the two tools’ very different approaches appear com-
plementary, together being able to solve many more instances than each on its
own.

ε-correct. Data for the ε-correct track is plotted in Fig. 6. These now include useful
data for PET: we see that it times out on most instances, but is the fastest of
all tools on nearly half of the ones that it does solve in time. This matches the
expectations for an approach highly dependent on the models’ structure.

probably ε-correct. Figure 7 now includes SMC tools for the probably ε-correct
track. We do not show Stamina since it works for only three instances, out
of which it solves one successfully; the current QComp benchmarks simply do
not match Stamina’s purpose as discussed in Sect. 4. We now see the typical
behaviour of a specialised tool for DFTRES again, with PET showing markedly
improved performance relative to the other tools due to the relaxed precision
requirement. modes’ ability to solve many models in almost no time is evident.

often ε-correct. Figure 8 provides the details for QComp 2020’s largest track,
with often ε-correct results. We omit DFTRES (it only solves two instances now,
facing the same problems as modes from the increased precision requirement),
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Fig. 6. Scatter plots for the ε-correct track
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Fig. 7. Scatter plots for the probably ε-correct track
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Fig. 8. Scatter plots for the often ε-correct track

PET (with the same pattern as in the probably ε-correct track at somewhat
worse performance), and Stamina (as before). These plots can be compared
with QComp 2019 [46, Figs. 4–6]. The bottom-middle plot compares Storm to
Storm-static (default), again highlighting the gains of automatic engine choice.

6 Conclusion

QComp 2020 conservatively extended QComp 2019, focusing on the critical field
of problems and performance trade-offs around the correctness and precision of
results in quantitative verification. The different tools provide different ranges of
guarantees, from exact rational results to no sure guarantees at all in the often
ε-correct track. Overall, Storm with its new automatic engine selection domi-
nates the competition. As the first significantly self-configuring model checker in



On Correctness, Precision, and Performance in Quantitative Verification 235

QComp, it advances the usability of PMC tools but also poses challenges to com-
petition design. Still, once we look more deeply into the results—e.g. via scatter
plots—we see that each tool contributes to solving the QComp benchmark set,
and several specialised tools successfully occupy clearly defined niches.

QComp 2020 did not evaluate usability: aside from Storm’s improved
automation, little has changed, with still only Prism providing a graphical user
interface. In particular, we learned from the previous competition that a usabil-
ity evaluation needs clear and widely agreed-upon criteria to be useful, and plan
to create such a usability scorecard for a future edition of QComp. More tools
now venture into stochastic games, opening a direction to expand QComp.

Roles of Authors and Acknowledgments. Arnd Hartmanns and Michaela Klauck
organised QComp 2020. Carlos E. Budde submitted DFTRES; the tool’s main
developer is Enno Ruijters. Andrea Turrini submitted ePMC; its main devel-
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Abstract. In this paper, we show how to automatically generate hard
verification tasks in order to support events like the Model Checking Con-
test or the Rigorous Examination of Reactive Systems Challenge with
tailored benchmark problems for analyzing the validity of linear-time
properties in parallel systems. Characteristic of the generated bench-
marks are two hardness guarantees: (i) every parallel component is rele-
vant and (ii) the state space of the analyzed system is exponential in the
number of its parallel components. Generated benchmarks can be made
available, e.g., as Promela code or Petri nets.

Keywords: Benchmark generation · Program verification · Temporal
logics · LTL · Model checking · Property preservation · Modal
transition systems · Modal contracts · Alphabet extension

1 Introduction

Automated verification has seen a number of success stories in the last decades,
like the verification of medical device transmission protocols [10], industrial call-
processing software [6], or the autonomous behavior of the Curiosity rover [5].
The treatment of realistic parallel systems is, however, still in its infancy. The
development of corresponding verification tools is an area of very active research,
which is increasingly supported by competitions and challenges such as the Model
Checking Contest (MCC) [20] that aim at revealing the strengths and weaknesses
of state-of-the-art tools. One of the major challenges of such competitions is the
preparation of adequate benchmark problems. Ideally, they should be of realistic
size and have interesting yet known properties, a combination that is hard to
achieve. Traditionally, MCC focuses on realistic benchmarks and uses majority
voting during its property evaluation, while the Rigorous Examination of Reac-
tive Systems (RERS) Challenge [14] uses automatically generated benchmarks
with properties that are guaranteed by construction. RERS argues for practical-
ity by referring to the increasing importance of requirement-driven/generative
programming [14,15].

In this paper, we extend the results of our previous work [29] to not only
ensure that benchmarks are large, but also hard in the following sense:
c© Springer Nature Switzerland AG 2021
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i. no component can be neglected during the analysis and
ii. the number of reachable states of the considered parallel system is exponential

in the number of its parallel components.

Key to our approach is the construction of a complex ‘context’ that constrains
the behavior of an initial system.

On the one hand, the first item listed above guarantees that a task is not
trivial because one cannot simply abstract from parallel components while still
correctly solving a given task. A trivial modification to our approach allows to
freely adjust how many parallel components are required for correctly verifying
or refuting a given temporal property, hence we can arbitrarily scale the relevance
of the constructed parallel context. For simplicity, this paper focuses on the case
where all parallel components are required to solve a task.

On the other hand, the second of the above-listed items ensures that there
exist sufficient parallel interleavings to confront analyzers with what is commonly
referred to as state explosion, thus avoiding the generation of tasks that can fit
into modern computer memory.

Technically, the verification tasks V (L,ϕ) discussed in this paper consist of a
parallel composition L of labeled transition systems and a linear-time temporal
logic property ϕ. We do not address the subsequent code generation phase here
which allows to produce, e.g., Promela code [8,13] or (Nested-Unit) Petri nets
[7,16,25,28].

Fundamental to our construction are modal contracts [29], a specific type of
assume-guarantee contracts [2–4,11,26] that allow to decompose a component
into two new components such that temporal properties are preserved. Modal
contracts have been used successfully to generate large model checking tasks
based on the known dining philosophers problem [18], for weak bisimulation
checking tasks [30], and also for tasks based on branching-time properties [17].

In this paper, we provide a constructive method for achieving our hardness
results which have already been stated in [29]. The first of the following two
steps, namely the construction of an initial contract, has already been treated
in [19]. Thus, we focus on the second step that iteratively decomposes this initial
contract into a larger parallel composition.

Initial Contract Construction. Given a linear-time property ϕ, construct an
initial system M that (1) violates ϕ and (2) has a counterexample handle for ϕ,
i.e., a transition that is part of every counterexample trace. The construction
of such an M , as well as the subsequent construction of a corresponding initial
contract is detailed in [19,29].

Please note that for a verification task to which “False” is the correct
answer1—named negative verification task in the following—the initial contract
guarantees that both components need to synchronize in order to traverse the
handle. In contrast, for a verification task with correct answer “True”—named
positive verification task throughout this paper—the initial contract ensures that
one component prohibits such synchronization and thereby disables the handle.
1 This means that property ϕ does not hold in the final task.
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Iterative Decomposition. This decomposition process refines the contract and
alphabet extension-based approach of [29] by propagating dependencies from
contract to contract via counterexample handles. These handles are the key to
guaranteeing our notion that ϕ is sensitive to the constructed parallel composi-
tion, i.e., the relevance of each component of the latter.

For negative verification tasks, we construct a decomposition tree and take its
leaves as the generated composition. This composition enables a counterexample
for ϕ, however abstracting from any leaf disables all such violation witnesses.2

Dually, our construction of a positive verification task is based on a decompo-
sition chain that disables all counterexamples for ϕ in a way such that abstract-
ing from any element of the final composition enables a potentially feasible
counterexample. Figure 1 sketches such a disabling chain.

M I1

M1
s

M1
c I2

M2
s

M2
c

...

(M1
s || UΓ1) ?|= ϕ

(UΣ1 || M1
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contract
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em

context
contract

syst
em

context
contract

Fig. 1. Dependency propagation during contract-based decompositions. A satisfied
property cannot be verified if one abstracts from an entire component [29].

After some preliminaries in Sect. 2, Sect. 3 formally introduces our notion
of hardness. Subsequently, Sects. 4 and 5 present our core contributions, the
construction of hard negative verification tasks and hard positive verification
tasks, respectively, before we close in Sect. 6 with our conclusions and directions
for future work.

2 Preliminaries

Every verification task whose construction is explained in this paper consists of a
parallel composition of labeled transition systems (LTSs) and a linear temporal
logic (LTL) property. As an intermediate model structure during this construc-
tion, we employ modal transition systems (MTSs) [23], a generalization of LTSs
2 To be precise, the information of whether or not such violation witnesses exist is lost

during abstraction.
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that feature a refinement relation which preserves temporal properties such as
LTL formulas.

2.1 Modal Transition Systems

Modal transition systems [23] allow to distinguish between behavior that must
be feasible and behavior that may be feasible.

Definition 1 (Modal Transition System). Let S be a set of states and Σ an
alphabet of action symbols. M = (S, s0, Σ, ���,−→) is called a (rooted) modal
transition system (MTS) with root s0 ∈ S iff the following condition holds:

−→ ⊆ ��� ⊆ (S × Σ × S)

Elements of ��� are called may transitions and those of −→ must transitions.
We use the notations s

a��� s′ and s
a−→ s′ to denote transitions (s, a, s′) ∈ ���

and (s, a, s′) ∈ −→, respectively. We further define the operator Σ(M) := Σ
to access the alphabet of M and overload it to access labels of transitions, i.e.,
Σ(s

a��� s′) := a for any t ∈ ��� and Σ(T ) :=
⋃

t∈T {Σ(t)} for any T ⊆ ���.3

Definition 2 (Path, Transition Precedence, and Reachability). Given
an MTS (S, s0, Σ, ���,−→), a path is a sequence π = s0

a1��� s1
a2��� s2 · · · of

transitions that starts in s0 with i ranging from 0 to either a positive integer or
infinity. We use set notation to refer to the transitions of a path, e.g. s0

a1��� s1 ∈
π. The word w induced by the label sequence a1a2 . . . is denoted as w(π).

For a path π, the relation �π ⊆ π × π is defined such that t �π t′ holds iff
t′ ∈ π implies that t precedes t′ on π. A state s ∈ S is reachable iff a path exists
that ends in s.

An MTS can be seen as an extension of a traditional (rooted) labeled transition
system (LTS), which allows the following definition:

Definition 3 (Labeled Transition Systems). A labeled transition system
(LTS) is an MTS M = (S, s0, Σ, ���,−→) with ��� = −→. We thus join com-
ponents four and five in case of LTSs.

The following notion of refinement allows one to regard certain LTSs as imple-
mentations of MTSs [23].

Definition 4 (MTS Refinement)
Let M1 = (S1, s

1
0, Σ, ���1,−→1), M2 = (S2, s

2
0, Σ, ���2,−→2) be MTSs. A

relation � ⊆ (S1 × S2) is called a refinement iff the following hold for all
(p, q) ∈ �:

1.) ∀p
a���1 p′, ∃q

a���2 q′ : p′ � q′

2.) ∀q
a−→2 q′, ∃p

a−→1 p′ : p′ � q′

M1 refines M2, written as M1 � M2, iff there exists a refinement � with s1
0 � s2

0.
3 Note that Σ(M) = Σ(���) is not guaranteed in general.
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For the model checking of LTL properties, the maximal and minimal languages
defined by an MTS M are important:

Definition 5 (Minimal and Maximal Language). The language L(L) of
words in an LTS L equals the label sequences of all paths in L. Infinite words in
a language L are denoted by Lω. Given an MTS M = (S, s0, Σ, ���,−→),

1. L⊥(M) := L((S, s0, Σ,−→)) is called the minimal language and
2. L�(M) := L((S, s0, Σ, ���)) the maximal language

of M , respectively. This definition propagates to subsets of infinite words. For a
word w from some language L, Σ(w) denotes the set of symbols that occur in w.

Obviously, we have L⊥(M) ⊆ L�(M) because of −→ ⊆ ���. The following
observation follows directly from the definition of MTS refinement and explains
why it preserves linear-time properties (see Sect. 2.4).

Proposition 1 (Preserved Languages). Let M,M ′ be two MTSs such that
M ′ � M . Then it holds that L⊥(M) ⊆ L⊥(M ′) and L�(M ′) ⊆ L�(M).

2.2 Parallel Composition and Weakest Specification

Our parallel composition operator for MTSs as introduced in [29] is reminiscent
of CSP [12] with synchronization of components on their common alphabets:

Definition 6 (Parallel MTS Composition). Let M1 = (S1, s
1
0, Σ1, ���1,

−→1), M2 = (S2, s
2
0, Σ2, ���2,−→2) be two MTSs. The parallel composition

M1 || M2 := (S1 × S2, (s1
0, s

2
0), Σ1 ∪ Σ2, ���,−→)

is then defined as a commutative and associative operation4 satisfying the fol-
lowing operational rules where ⇀ identifies the type of transition and is once
instantiated to represent may transitions and once to represent must transitions:5

p
a
⇀1 p′ q

a
⇀2 q′

(p, q) a
⇀ (p′, q′)

p
a
⇀1 p′ a /∈ Σ2

(p, q) a
⇀ (p′, q)

It is straightforward to establish that || preserves refinement for both operands:

Proposition 2 (Refinement Monotonicity). Let M,M ′, and M ′′ be MTSs.
Then refinement is preserved by parallel composition:

M � M ′ implies (M || M ′′) � (M ′ || M ′′)

4 These laws are meant to hold up to graph isomorphism.
5 Please note that every must transition is also a may transition.
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Note that due to the commutativity of operator ||, this monotonicity holds for
both components of a composition.

It follows directly that parallel composition can only reduce the minimal and
maximal languages of an MTS if synchronization occurs.

Proposition 3 (Orthogonal Composition). Let M,M ′ be two MTS with
Σ(M) ∩ Σ(M ′) = ∅. Then we have:

L⊥(M) ⊆ L⊥(M || M ′) and L�(M) ⊆ L�(M || M ′)

The following notion allows us to link transitions of a component MTS to tran-
sitions in a parallel composition.

Definition 7 (Transition Occurrences)
Let M1 = (S1, s

1
0, Σ1, ���1,−→1) and M2 = (S2, s

2
0, Σ2, ���2,−→2) be two MTSs

with M := M1 || M2 and t = p
a���1 p′ a transition in M1. Then the set

{ (p, q)
a��� (p′, q′) | ∃q, q′ ∈ S2 }

of may transitions in M is denoted by t|M . This definition extends naturally to
sets T of transitions, i.e. T |M :=

⋃
t∈T (t|M ). For any set of transition T ′ in M ,

we define t|T ′ := t|M ∩ T ′.

Parallel components are relevant for a verification task if they cannot be
abstracted to their weakest specification [24]:

Definition 8 (Weakest Modal Specification)
Let Σ be an alphabet. We call the one-state MTS UΣ with may transitions for
every a ∈ Σ the weakest modal Σ-specification:

UΣ =def ({s}, s,Σ, ({s} × Σ × {s}), ∅)

The following proposition follows from the semantics of parallel composition.

Proposition 4 (Unconstrained Maximal Language). Let M be an MTS
and UΣ the weakest modal Σ-specification for some alphabet Σ. Then we have:

L�(M) ⊆ L�(M || UΣ)

2.3 Alphabet View

Throughout this paper, we frequently inspect words that result form a projection
to sub-alphabets.

Definition 9 (Alphabet View). For a word w over Σ, we define [w]
Γ

as the
word that results from skipping all symbols in w that do not exist in Γ ⊆ Σ.
This definition extends naturally to languages.

It is apparent that adding parallel components only reduces the language of an
MTS when projected to its own alphabet.
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Proposition 5 (Composition Monotonicity). Let M,M ′ be two MTSs.
Then the following hold:

[L⊥((M || M ′))]
Σ(M) ⊆ L⊥(M) and [L�((M || M ′))]

Σ(M) ⊆ L�(M)

Moreover, we have:

Proposition 6 (Maximal-Language Monotonicity). Let M , M ′, and M ′′

be three MTSs such that (Σ(M)\Σ(M ′))∩Σ(M ′′) = ∅. Then the following holds

[Lω
�(M ′)]

Σ(M) ⊆ Lω
�(M) implies [Lω

�(M ′ || M ′′)]
Σ(M||M′′) ⊆ Lω

�(M || M ′′)

The following monotonicity property is important for establishing the hardness
of positive verification tasks:

Proposition 7 (Minimal-Language Monotonicity). Let M , M ′, and M ′′

be three MTSs such that (Σ(M ′)\Σ(M)) ∩ Σ(M ′′) = ∅. Then we have:

L⊥(M) ⊆ [L⊥(M ′)]
Σ(M) implies L⊥(M || M ′′) ⊆ [L⊥(M ′ || M ′′)]

Σ(M||M′′)

2.4 Linear Temporal Logic Model Checking

The following definitions specify linear temporal logic (LTL) [1,31], more pre-
cisely, action-based LTL [9,27]:

Definition 10 (Syntax of Linear Temporal Logic (LTL)). Let Σ be an
alphabet of actions and a ∈ Σ. The syntax of (action-based) LTL is defined using
the following grammar in Backus-Naur form:

ϕ ::= 
 | a | ϕ ∧ ϕ | ¬ϕ | Xϕ | (ϕ U ϕ)

LTL is the set of formulas ϕ that can be constructed this way.

The operator X (or “next”) describes behavior that has to hold at the next time
step. A formula (ϕ1 U ϕ2) describes that ϕ2 has to occur eventually and that
ϕ1 has to hold until ϕ2 occurs in a word. The formal semantics of LTL is based
on a satisfaction relation between infinite words and LTL formulas [1]:

Definition 11 (LTL Semantics). Let Σ be an alphabet of action symbols. For
any infinite word w = a1a2 . . . ∈ Σω and any i ∈ N, let wi = ai be the i-th
element of w and wi = aiai+1 . . . the suffix of w starting at index i.

The satisfaction relation |= ⊆ (Σω × LTL) is defined as the minimal relation
that adheres to the following rules for any w ∈ Σω and ϕ,ψ ∈ LTL:

1. w |= 

2. w |= a iff w1 = a
3. w |= (ϕ ∧ ψ) iff w |= ϕ and w |= ψ
4. w |= ¬ϕ iff w �|= ϕ
5. w |= Xϕ iff w1 |= ϕ
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6. w |= (ϕ U ψ) iff ∃k ∈ N : wk |= ψ and ∀i ∈ N<k : wi |= ϕ

The semantics of a formula ϕ ∈ LTL is given by �ϕ�A := { w ∈ Σω | w |= ϕ }.
Common abbreviations include Fϕ := (
 U ϕ) which expresses that ϕ will
eventually become true and its dual operator Gϕ := ¬F¬ϕ which claims that
ϕ is always true.

Model checking an LTL property on an MTS means to decide which of the
following three possibilities hold:

Definition 12 (Satisfaction/Violation Between MTSs and LTL). Let
M be an MTS and ϕ an LTL formula. Then M satisfies ϕ (denoted as M |= ϕ) iff:

∀w ∈ Lω
�(M) : w |= ϕ

Similarly, M violates ϕ (denoted as M �|= ϕ) iff:

∃w ∈ Lω
⊥(M) : w �|= ϕ

Moreover, M is indecisive concerning ϕ (denoted as M
?|= ϕ) iff M neither sat-

isfies nor violates ϕ.

3 Hardness

In this section, we establish our central notions of hardness of a verification task.

Definition 13 (Verification Task). A parallel composition L = (L1 || · · · ||Ln)
of LTSs and a temporal property ϕ specify a verification task V (L,ϕ) that is
called positive verification task iff L |= ϕ and negative verification task iff
L �|= ϕ.

The following two definitions are significant when defining the relevance of par-
allel components for a verification task.

Definition 14 (Component Abstraction)
Let M = (M1 || · · · || Mn) be a parallel composition of MTSs, Σi = Σ(Mi) the
alphabet of the i-th component of M , and UΣi

the weakest modal Σi-specification
(see Definition 8). Then we call the parallel MTS composition

α(M, i) =def (M1 || · · · || Mi−1 || UΣi
|| Mi+1 || · · · || Mn)

the i-th component abstraction of M .

Definition 15 (ϕ-Lossy Generalization). Let M be an MTS and ϕ a tempo-
ral property such that M either satisfies or violates ϕ. Then any MTS M ′ that
is indecisive concerning ϕ is called a ϕ-lossy generalization of M .

System sensitivity guarantees that all components of a parallel composition are
relevant for the verification/refutation of the considered formula ϕ.
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Definition 16 (System-Sensitive Properties). Let M = (M1 || · · · ||Mn) be
a parallel composition of MTSs and ϕ a temporal property. We call ϕ M -sensitive
iff the following holds:

∀i ∈ 1 . . n : α(M, i) is a ϕ-lossy generalization of M

We obtain the parallel composition of LTSs for a verification task by means of
component-wise modal refinement.

Definition 17 (LTS Component Refinement). Let M = (M1 || · · · || Mn)
be a parallel composition of n MTSs. A parallel composition L = (L1 || · · · || Ln)
of n LTSs is called LTS component refinement of M iff Li � Mi holds for each
i ∈ 1 . . n.

Our approach depends on the following notion of interruptible temporal proper-
ties [27].

Definition 18 (Interruptible LTL Property). Let ϕ be an LTL property
over an alphabet Σ. Then ϕ is called interruptible iff for any alphabet ΣE and
any infinite words w ∈ Σω, wE ∈ Σω

E, the following holds:

w = [wE ]
Σ

implies (w |= ϕ ⇐⇒ wE |= ϕ)

In Sects. 4 and 5, we will show how to establish n-hard verification tasks for
interruptible temporal properties.

Definition 19 (n-Hardness). Let V (L,ϕ) be a verification task such that L
contains n parallel components. We call V (L,ϕ) n-hard iff the following condi-
tions are met:

1. Property ϕ is L-sensitive.
2. The expanded LTS L consists of at least 2n distinct reachable states.

The following two sections follow the same pattern: (1) initial contract con-
struction followed by (2) iterative decomposition. Conceptually, these sections
are dual, which is directly reflected in required correctness arguments. Guar-
anteeing hardness, however, turns out to be much more involved for positive
verification tasks than for negative ones.

4 Negative Verification Tasks

In this section, we first sketch how to construct initial green contracts following
the lines of [19] and [29], before we present our iterative, decomposition-based
construction of hard negative verification tasks.
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4.1 Initial Green Contract Construction

In order to control the validity of a property ϕ, we start our generation with a
single MTS M0 that features a transition which toggles the satisfaction of ϕ [19].

Definition 20 (CE-handle). Let M be an MTS and ϕ an LTL formula such
that M �|= ϕ. A transition t in M is called a counterexample handle (CE-handle)
for ϕ in M iff the removal of t results in M |= ϕ.

Given an initial MTS with a CE-Handle, we utilize green contracts for parallel
decomposition in order to obtain multiple components.

Definition 21 (Green Contract). Let M = (S, s0, Σ, ���,−→) be an MTS
and Γ ⊆ Σ. The green contract (GC) I = (M,Γ ) specifies a set of context MTSs
Mc(I) such that for every Mc ∈ Mc(I), we have Σ(Mc) = Γ and M || Mc � M .
We define G(I) := { s

a−→ s′ | a ∈ Γ } and color transitions of G(I) green.

In the context of parallel decomposition, we refer to M as the system of I.
Intuitively speaking, a green contract specifies a set of must transitions for which
a corresponding context component always has to guarantee synchronization. We
can reuse the construction presented in [29] to obtain a matching context MTS.

Proposition 8 (Green Context Construction). Given a GC I = (M,Γ ),
one can efficiently construct a context MTS Mc for I.

By combining CE-handles and green contracts and thereby the approaches pre-
sented in [19] and [29], we obtain the starting point for our decomposition.

Definition 22 (Initial Green Contract). Let ϕ be an LTL property and
M0 = (S, s0, Σ, ���,−→) an MTS such that a CE-handle s

a−→ s′ for ϕ in M0

exists. Then a GC I0 := (M0, Γ ) with a ∈ Γ is called initial green contract for
ϕ based on M0.

Example 1. Consider MTS M0 from Fig. 2a and the interruptible LTL property
ϕ := FG¬a. We have M0 �|= ϕ because of the fact that the infinite path π with
w(π) = (abcd)ω violates ϕ: it satisfies its negation GF a. The single transition
labeled b is a CE-handle for ϕ because one needs to traverse it on every infinite
path π in M0 for which w(π) contains a.6 Therefore, choosing Γ = {b, c} yields
an initial green contract I0 = (M0, Γ ) for ϕ (Fig. 2b).

Our construction can start with an arbitrary LTL property.

Theorem 1 (Initial Green Contract Construction). We can construct an
initial green contract for any LTL property ϕ that is not a tautology.

This theorem holds based on the following sketch to construct an MTS with a
CE-handle (see [19] for details):

6 Note that other CE-handles for ϕ exist, for example the transition labeled a itself.
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1. Synthesize a Büchi automaton B with language L(B) = �ϕ�A.
2. Transform B to an MTS M of may transitions with Lω

�(M) ⊆ L(B) by
cutting all non-accepting loops.

3. Choose a counterexample lasso h with w(h) ∈ �¬ϕ�A.
4. Merge h into M while heuristically aiming for a long shared prefix between

h and M .
5. The first transition of h after this shared prefix is then a CE-handle for ϕ.

Section 4.2 shows how we can iteratively decompose our initial contract such
that hardness of the generated task is guaranteed.

4.2 Iterated Decomposition

Given the GCs introduced in the previous section, it is straightforward to itera-
tively decompose an initial MTS into arbitrarily many parallel components such
that properties are preserved due to the underlying modal refinement, regard-
less of how the initial green contract was chosen. We will see, however, that
guaranteeing hardness requires additional care.

Definition 23 (Prerequisite Contract). Let I = (M,Γ ), I ′ = (M ′, Γ ′) be
two GCs. Then I ′ is called prerequisite contract of I iff the following holds for
all paths π in M || M ′:7

∀t ∈ G(I)|π, ∃t′ ∈ G(I ′)|π : t′ �π t

Example 2. Figure 2c contains three MTSs that include green transitions: these
all depict GCs. The two GCs on the intermediate level of the depicted tree are
prerequisite contracts of the tree’s root: on any path within these prerequisite
contracts, transitions labeled b and c are preceded by a green transition. Note
that for each of these prerequisite contracts, the underlying MTS is structurally
equivalent to its composition with the MTS that underlies the root GC.

Given Proposition 5 and the definition of parallel MTS composition (Defini-
tion 6), one can see that the precedence correspondence enforced by a prerequi-
site contract is preserved under composition:

Proposition 9 (Preserved Precedence). Let M1 = (S, s0, Σ, ���,−→), M2

be MTSs with t1, t
′
1 ∈ ���. If t′1 �π1 t1 holds for all paths π1 in M1, then for any

path π in M1 || M2 and any t ∈ t1|π, there exists a t′ ∈ t′1|π such that t′ �π t.

A straightforward transitivity argument now directly yields:

Corollary 1 (Precedence Transitivity)
Let I0 = (M0, Γ0), . . . , Ik = (Mk, Γk) be k + 1 GCs such that for all j ∈ 0 . . k,
there exists an i ∈ 0 . . j − 1 such that Ij is a prerequisite contract of Ii. Let π
be any path in M0 || M1 || . . . || Mk. Then the following holds for all m ∈ 1 . . k:

∀t ∈ G(I0)|π, ∃t′ ∈ G(Im)|π : t′ �π t

7 Please recall that the precedence relation �π has been introduced in Definition 2.
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(a) MTS M0 which is a variant of Milner’s
four-state cycler as shown in [28] with
a CE-handle labeled b for the inter-
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a

b

c

d

c

a

b

c

d

c

b
c

c
b

(b) Enabling tree based on M0: Initial
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(c) Enabling tree based on M0 after extending the alphabet of each leaf in Fig. 2b
and then replacing it with a prerequisite contract of I0 and corresponding sub-
tree.

Fig. 2. Exemplary construction of an enabling tree



254 M. Jasper et al.

Corollary 1 implies that the set of green transitions of any prerequisite contract
serves as a handle for the reachability of green transitions in the initial GC.

Corollary 2 (Green Remote Handle)
Let I0 = (M0, Γ0), . . . , Ik = (Mk, Γk) be k + 1 GCs such that for all j ∈ 0 . . k,
there exists an i ∈ 0 . . j − 1 such that Ij is a prerequisite contract of Ii. Further,
let M := M0 || · · · || Mk. Then for any m ∈ 0 . . k, removing all transitions
G(Im)|Mm

causes all transitions in G(I0)|M to be unreachable in M .

The following definition of alphabet extension is key towards scalability in size:

Definition 24 (Alphabet Extension). Let M,ME be two MTSs such that
ΣE := Σ(ME)\Σ(M) �= ∅. Then ME is called ΣE-alphabet extension of M iff
the following conditions hold:

Lω
⊥(M) = [Lω

⊥(M || ME)]
Σ(M) and Lω

�(M) = [Lω
�(M || ME)]

Σ(M)

Example 3. Consider again the three GCs with their green transitions in Fig. 2c.
When interpreting green transition as must transitions and thereby inspecting
the underlying MTS, the two on the intermediate level are alphabet extensions
of the MTS M0 on top.

Alphabet extensions can be constructed by utilizing a scheme that we introduced
previously [29]. This allows us to efficiently construct a prerequisite contract of
I based on the system or any context of I.

Lemma 1 (Prerequisite Contract Construction)
Given a GC I = (M,Γ ), an M ′ ∈ {M} ∪ Mc(I), and an alphabet ΣE �= ∅
disjoint from Σ(M), one can efficiently construct

1. a ΣE-alphabet extension ME of M ′ and
2. a GC I ′ = ((M ′ || ME), Γ ′) with Γ ′ ⊆ ΣE

such that I ′ is a prerequisite contract of I.

Proof. Let ME be a deterministic MTS with two states such that ΣE leads from
the start state to the second state and Γ the other way around and such that all
transitions in ME are must transitions. Then ME is a ΣE-alphabet extension of
M ′ and I ′ = ((M ′ || ME), ΣE) is a GC.

For I ′ to be a prerequisite contract of I, we need to show that whenever a path
π in M || ME traverses some t ∈ G(I)|M ||ME

, then it previously traversed a t′ ∈
G(I ′)|M ||ME

(Definition 23). By the construction of ME we have that for every
path in ME , transitions from Γ are always preceded by ΣE . By Proposition 5,
this property carries over to the composition M || ME . The result follows as
Σ(G(I ′)|M ||ME

) ⊆ ΣE and Σ(G(I)|M ||ME
) ⊆ Γ . ��

Our goal is to automatically generate a set of prerequisite contracts that satisfies
the condition in Corollary 2 so that we can toggle the reachability of green
transitions from the initial green contract—and thereby that of the CE-handle
itself. The required decomposition history can be organized as a tree.
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Definition 25 (Enabling Tree). Given an MTS M0, a decomposition tree
T based on M0 is inductively defined by starting with the trivial tree that only
contains M0 and then iteratively replacing any leaf M in T with either

1. a ΣE-alphabet extension of M such that ΣE contains symbols not yet in T ,
or

2. a subtree with root I = (M,Γ ), a GC, and two children M and Mc ∈ MC(I).

The parallel composition of the leaves of T is denoted by M(T ). We call T
enabling tree iff, except for its root, each GC I in T is a prerequisite contract of
some ancestor of I.

Example 4. The sub-figures in Fig. 2 each illustrate an enabling tree based on
an initial MTS M0 (Fig. 2a). The sub-figures build upon each other based on the
inductive definition of a decomposition tree.

Given the definition of an alphabet extension, the language preservation of modal
refinement (Proposition 1), and the monotonicity of this preservation w.r.t. par-
allel MTS composition (Propositions 6 and 7), the parallel composition of the
leaves of an enabling tree preserves both minimal and maximal languages.

Proposition 10 (Language Preservation of Enabling Tree). Let T be a
decomposition tree based on M0. Then we have:

L⊥(M0) ⊆ [L⊥(M(T ))]
Σ(M0) and [Lω

�(M(T ))]
Σ(M0) ⊆ Lω

�(M0)

Note that all components which share an alphabet symbol need to synchronize
based on must transitions for must behavior to prevail in the corresponding
composition. Combined with Corollary 2, this ensures that abstracting any leaf
of an enabling tree eliminates all counterexamples from the minimal language.

Proposition 11 (Green-Based Sensitivity). Let ϕ be an interruptible LTL
property and T an enabling tree for some M0 such that its root is a green initial
contract for ϕ based on M0. Then ϕ is M(T )-sensitive.

Component refinement is a special form of modal refinement. Thus, the following
proposition is straightforward.

Proposition 12 (Preserved Sensitivity). Let ϕ be a temporal property, M
a parallel composition of MTSs such that M �|= ϕ, and L an LTS component
refinement of M . If ϕ is M -sensitive, then it is also L-sensitive.

Exponential growth of the state space of the constructed parallel compositions
can be enforced as illustrated in [28]. Together with Proposition 12, this yields:

Theorem 2 (Hard Negative Verification Task). Given an initial green con-
tract I0 for some interruptible LTL property ϕ, one can efficiently construct an
n-hard negative verification task V (L,ϕ).
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5 Positive Verification Tasks

In this section, we first sketch how to construct initial modal contracts, following
the lines of [29] and [19], before we present our decomposition-based, iterative
construction of hard positive verification tasks.

5.1 Initial Modal Contract Construction

For positive verification tasks, we employ modal contracts [29] in a way that
the CE-handle plays a dual role compared to initial green contracts: rather than
being enabled by the constructed contexts, it has to be disabled.

Definition 26 (Modal Contract). Let M = (S, s0, Σ, ���,−→) be an MTS,
Γ ⊆ Σ, R ⊆ S ×Γ ×S with R∩��� = ∅, and Ms := (S, s0, Σ, ���∪R,−→∪R).
Then the tuple I = (M,Γ,R) is a modal contract (MC) of M with communica-
tion alphabet Γ iff

MC(I) := {Mc | Ms || Mc � M ∧ Σ(Mc) = Γ} �= ∅.

Moreover, G(I) := { s
a−→ s′ |a ∈ Γ } and we color transitions of G(I) green and

transitions of R red. We call Ms(I) := Ms the system of I and any Mc ∈ MC(I)
a context of I.

Definition 27 (Initial Modal Contract). Let ϕ be an LTL property and
M = (S, s0, Σ, ���,−→) an MTS such that a CE-handle s

a−→ s′ for ϕ in M
exists. Then an MC I0 := (M0, Γ,R) is called initial modal contract for ϕ iff

1. M0 = (S, s0, Σ, ���\R,−→\R),
2. s

a−→ s′ ∈ R, and
3. UΣ || Mc is indecisive concerning ϕ for any context Mc ∈ MC(I0).

The third condition in Definition 27 ensures that ϕ is (Ms(I0) || Mc)-sensitive.
Further note that Ms(I0) = M . An efficient construction of contexts was given
in [29].

Proposition 13 (Modal Context Construction). A context Mc ∈ MC(I)
of an MC I = (M,Γ,R) can be constructed efficiently such that

L�(Mc) = (Γ ∗ ∪ Γω)\[LR]
Γ

holds where LR contains all words for which a path in I exists that traverses a
transition in R.

Example 5. The transition system at the top of Fig. 4 (center column) illustrates
an initial modal contract I0 for the interruptible LTL property ϕ := GF a. The
red self loop labeled d at the initial state of I0 is a CE-handle for ϕ in the
system Ms(I0) which is depicted to the right of I0. Below I0 in Fig. 4, a context
Mc ∈ Mc(I0) is shown: in a composition with Ms(I0), it disables transitions
that were colored red in I0 and thus the mentioned CE-handle.
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The proof that initial contracts can be constructed mostly follows the rea-
soning in Sect. 4.1. Note that the third condition in Definition 27 can always be
satisfied by deferring communication to new symbols using alphabet extensions.

Theorem 3 (Initial Modal Contract Construction). We can construct an
initial modal contract for any LTL property ϕ that is not a tautology.

S0 S1 Sn Cn

I0

C0

I1

C1

In

Γ0 Γn

Fig. 3. Sketch of our decomposition chain for generating hard positive verification
tasks. The generated composition (bottom row) consists of system components except
for a final context.

5.2 Iterated Decomposition

Green transitions allow to symmetrically propagate dependencies to both system
and context components in a decomposition tree. In contrast, red transitions are
asymmetric: systems allow red transitions whereas contexts do not. This leads
to a decomposition chain of iteratively decomposed contexts (see Fig. 3).

We actually preserve the entire minimal language of our initial system compo-
nent Ms(I0)—the one with the CE-handle—throughout our chain of constructed
system components. Because the last context however disables red transitions of
the initial contract, we call such a sequence of modal contracts disabling chain.

Definition 28 (Disabling Chain). A sequence C = (I0 = (M0, Γ0, R0), . . . ,
Ik = (Mk, Γk, Rk)) of k + 1 MCs is called disabling chain (DC) for I0 iff the
following hold for all j ∈ 1 . . k:

(a) Mj only communicates with Mj−1 and Mj+1 (if existing)
(b) Σ(Mj−1) ∩ Σ(Mj) = Γj−1 �= ∅
(c) [Lω

�(Mj)]Γj−1
= Lω

�(M j−1
c ) for some context M j−1

c of Ij−1

(d) L⊥(Ms(Ij−1)) ⊆ [L⊥(Ms(Ij−1) || Ms(Ij))]Γj−1

We further define:

1. Ms(C) := Ms(I0) || · · · || Ms(Ik)
2. M(C) := {Ms(C) || Mk

c | Mk
c is a context of Ik}
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Given an initial modal contract I0, we can automatically generate a DC of I0 by
using alphabet extensions.

Lemma 2 (DC Construction). Given an MC I0, one can efficiently con-
struct a sequence I1, . . . , Ik of MCs such that C = (I0, I1, . . . , Ik) is a DC.

The proof of Lemma 2 is straightforward but tedious and therefore omitted in
this exposition.

Example 6. Figure 4 illustrates the construction of a DC C with two MCs based
on the initial modal contract of Example 5. Conditions (a) and (b) of Defini-
tion 28 are ensured by choosing new symbols from an alphabet extension for the
second MC. Similarly, condition (c) is ensured because of the language preserva-
tion of alphabet extensions (Definition 24). The minimal language preservation
in condition (d) is realized by introducing a red transition labeled f that leads
to an otherwise unreachable state: this target state enables the CE-handle in the
parallel composition of system components.

Given the modal refinement of MCs, the monotonicity stated in Proposi-
tion 6, and condition (c) of Definition 28, it follows that a DC does not extend
the maximal language of the MTS that underlies its initial contract (see also
Fig. 1).

Proposition 14 (Maximal-Language Reduction)
Let C = ((M0, Γ0, R0), . . . , Ik) be a DC and M ∈ M(C). Then we have:

[Lω
�(M)]

Σ(M0) ⊆ Lω
�(M0)

Moreover, based on Proposition 7, it is easy to show:

Proposition 15 (Preservation Transitivity). Let M,M ′,M ′′ be MTSs with
Σ(M) ∩ Σ(M ′′) = ∅. If we know that L⊥(M) ⊆ [L⊥(M || M ′))]

Σ(M) and also
L⊥(M ′) ⊆ [L⊥(M ′ || M ′′))]

Σ(M′) , then L⊥(M) ⊆ [L⊥(M || M ′ || M ′′))]
Σ(M) .

Because of Propositions 14 and 15, we know that a DC C as defined above
preserves the minimal language of Ms(I0) in Ms(C), as well as the maximal
language of M0 in any M ∈ M(C). As the red transitions in R0 are the only
difference between M0 and Ms(I0), it immediately follows that the last context
of C toggles the existence of paths that traverse some t ∈ R0 and thus the
existence of a counterexample.

Corollary 3 (Red Remote Handle). Let C = (I0 = (M0, Γ0, R0), . . . , Ik) be
a DC and M ∈ M(C). Further, let w ∈ Lω

⊥(Ms(I0)) such that for every path π
in Ms(I0) with w(π) = w, it holds that R(I0)|π �= ∅. Then

1. w ∈ [Lω
⊥(Ms(C))]

Σ(M0) , however
2. w /∈ [Lω

⊥(M)]
Σ(M0) .

This allows us to prove:
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Fig. 4. Disabling chain C of an initial modal contract I0 for the interruptible LTL prop-
erty ϕ := GF a that results in a parallel composition M ∈ M(C) of three MTSs (right
column). Every LTS component refinement L of M yields a hard positive verification
task V (L, ϕ).
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Lemma 3 (Red-based Sensitivity). Let ϕ be an interruptible LTL property
and C = (I0, . . . , Ik) a DC such that I0 is an initial modal contract for ϕ. Then
ϕ is L-sensitive for any LTS component refinement L of any M ∈ M(C).

Proof. Let ϕ, C satisfy the premise of Lemma 3 and M = Ms(C) || Mc ∈ M(C).
We first show that ϕ is M -sensitive. By construction, R(I0) contains a CE-
handle and M contains k + 2 parallel components. Corollary 3.2 ensures that
[Lω

⊥(M)]
Σ(M0) does not contain words for which a transition in R(I0) has to be

traversed, therefore M satisfies ϕ. In order to show that ϕ is M -sensitive, it
remains to be proven that for any i ∈ 0 . . k + 2, the component abstraction
α(M, i) is indecisive concerning ϕ.

Case i = 0: There exists a context M0
c of I0 with Lω

�(M0
c ) ⊆ [Lω

�(Ms(I1))]Γ0

because of Definition 28(c) and the fact that the system of a modal contract
only extends the maximal language of its underlying MTS. The fact that
α(M, 0) is indecisive concerning ϕ thus follows from the third condition in
Definition 27 and the fact that only neighboring components communicate
(Definition 28(a)).

Case i = k+2: Corollary 3.1 implies that Lω
⊥(Ms(C)) contains a counterexample

which is inherited by the maximal language of any modal generalization of
Ms(C), in particular by α(M, i) = Ms(C)||UΓk

that abstracts from Mc. Thus,
ϕ is indecisive concerning α(M, i).

Case 1 ≤ i ≤ k + 1: In this case, the sub-compositions M i−1
s and M i+1

c defined
as follows are non-empty.

M = Ms(I0) || · · · || Ms(Ii−1)
︸ ︷︷ ︸

Mi−1
s

|| Ms(Ii) || Ms(Ii+1) || · · · || Ms(Ik) || Mc
︸ ︷︷ ︸

Mi+1
c

Corollary 3.1 implies that a counterexample w ∈ Lω
⊥(M i−1

s ) exists based on
the sub-chain of i MCs. We know that Σ(M i−1

s ) ∩ Σ(M i+1
c ) = ∅ due to Defi-

nition 28(a), thus Proposition 3 ensures that w ∈ Lω
�(M i−1

s || M i+1
c ). Propo-

sition 4 guarantees that adding the weakest specification of Mi to the com-
position does not reduce its maximal language, therefore w ∈ Lω

�(α(M, i)),
resulting in the fact that M is indecisive concerning ϕ.

As a consequence, ϕ is M -sensitive. Because a (component) refinement of Ms(C)
preserves its minimal language, such a refinement still guarantees the required
existence of counterexamples. Thus, ϕ is L-sensitive for any LTS component
refinement L of M . ��

As an exponential number of reachable states can again be realized via alpha-
bet extensions as in Sect. 4, we obtain:

Theorem 4 (Hard Positive Verification Task). Given an initial modal con-
tract I0 for some interruptible LTL property ϕ, one can efficiently construct an
n-hard positive verification task V (L,ϕ).
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6 Conclusion and Outlook

We have presented a new method to automatically generate hard verification
tasks V (L,ϕ) consisting of a synchronous parallel system L and an interruptible
linear-time property ϕ. Key to our approach is a contract-based local decom-
position of components that can be iterated to construct arbitrarily large com-
positions of parallel components that are all relevant for solving the generated
task. By using available code generators, resulting verification tasks can be made
available in Promela, DOT8 format, or in the form of Petri Nets [16].

We are currently devising specific variants of our method to ensure that, e.g.,
formulas concern only actions of a single component, that various verification
tasks share the same parallel system, or that the prefixes of counterexamples
which need to be investigated have a minimum length [15]. Another line of
future research concerns the generalization to branching-time logics.

Parts of this work have already been used to generate parallel verification
benchmarks for the RERS Challenge in 20209 while utilizing an implementation
of modal contracts in the AutomataLib10. We target to fully support our new
approach in the next iteration of RERS. It will be particularly interesting to see
how well state-of-the-art approaches to (compositional) verification—including
techniques inspired by already available modal-contract-based benchmarks [21,
22,27]—can handle our hard verification tasks.
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